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Preface

RoboCup 2002, the 6th Robot World Cup Soccer and Rescue Competitions
and Conference, took place during June 19–25, 2002, at the Fukuoka Dome
(main venue) in Fukuoka, Japan. It was, by far, the RoboCup event with the
largest number of registered participants (1004 persons, distributed in 188 teams
from 29 countries) and visitors (around 120,000 persons). As was done in its
previous editions since 1997, the event included several robotic competitions and
an international symposium. The papers and posters presented at the symposium
constitute the main part of this book. League reports in the final section describe
significant advances in each league and the results.

The symposium organizers received 76 submissions, among which 17 papers
(22%) were accepted for oral presentation at the symposium (first section of
the book), and 21 papers (29%) were accepted as posters (second section of the
book). Most papers were evaluated by three reviewers each, chosen from the
members of the International Program Committee (IPC). The IPC consisted of
a balanced combination of regular RoboCup participants and researchers from
outside this community. The reviewers worked hard to guarantee a fair review
process – the result of their work was a high-quality symposium with very in-
teresting presentations.

From the papers accepted for oral presentation, the IPC and the symposium
chairs selected three finalists for the symposium prizes. The Scientific Chal-
lenge Award was given to the paper “RoboCupJunior: Learning with Educa-
tional Robotics,” by Elizabeth Sklar, Amy Eguchi, and Jeffrey Johnson. The
Engineering Challenge Award was given to two papers: “MPADES: Middleware
for Parallel Agent Discrete Event Simulation,” by Patrick Riley, and “Towards
RoboCup Without Color Labeling,” by Robert Hanek, Thorsten Schmitt, Se-
bastian Buck, and Michael Beetz.

Five internationally renowned researchers accepted our invitation to give
special talks at the symposium:

– “Humanoid Robots as Research Tools of Neuroscience,” by Mitsuo Kawato
(ATR, Japan).

– “A Small Humanoid Robot SDR-4X for Entertainment Based on OPEN-R,”
by Masahiro Fujita (DCL, SONY, Japan).

– “Cooperation by Observation,” by Yasuo Kuniyoshi (University of Tokyo,
Japan).

– “A Research and Development Vision for Robot-Assisted Search and
Rescue,” by John Blitch (CRASAR, USA).

– “Multi-robot Systems: Where We’ve Been and Where We’re Going,” by
Lynne Parker (Oak Ridge National Laboratory and University of Tennessee,
USA).

The last talk was delivered at a joint session with DARS-2002, the 6th In-
ternational Symposium on Distributed Autonomous Robotic Systems.



VI Preface

The competitions were organized into seven leagues, the Rescue leagues (Sim-
ulation and Real Robots), the Soccer leagues (Simulation, Humanoids, Middle-
Size, Small-Size, and 4-Legged), and the RoboCup Junior soccer and dance com-
petitions for children, roughly in the age range 10–18 years old. The overview
article at the beginning of the book summarizes all the competitions.

The editors of this book are grateful to the RoboCup Federation for all the
logistic and financial assistance provided for the realization of the symposium.
Minoru Asada carried the burden of organizing the printed edition of the prepro-
ceedings and the production of the respective CD. He did a great job organizing
RoboCup 2002 and making the symposium possible. We are also grateful to our
families who had to cope with our strange working hours, while we were sending
e-mails and files back and forth across three time zones and three continents.

The next international RoboCup events will be held in Padua, Italy, in 2003,
and in Lisbon, Portugal, in 2004.

May 2003 Gal Kaminka
Pedro U. Lima

Raul Rojas
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An Overview of RoboCup 2002 Fukuoka/Busan

Minoru Asada1 and Gal A. Kaminka2

1 Emergent Robotics Area, Dept. of Adaptive Machine Systems
Graduate School of Engineering, Osaka University

Yamadaoka 2-1, Suita, Osaka 565-0871, Japan
asada@ams.eng.osaka-u.ac.jp

2 Computer Science Dept. Bar Ilan University
galk@macs.biu.ac.il

1 Introduction

The sixth Robot World Cup Competition and Conference (RoboCup 2002)
Fukuoka/Busan took place between June 19th and 25th in Fukuoka: compe-
titions were held at Fukuoka Dome Baseball Stadium from June 19th to 23rd,
2002, followed by the International RoboCup Symposium on June 24th and 25th,
2002.

RoboCup is an attempt to foster research on intelligent robotics by providing
a standard problem with the ultimate goal of building a team of eleven humanoid
robots that can beat the human World Cup champion soccer team by 2050. It
is obvious that building a robot to play soccer is an immense challenge; readers
might therefore wonder why we even bother to organize RoboCup. Our answer
is: It is our intention to use RoboCup as a vehicle to promote robotics and AI
research, by offering a publicly appealing but formidable challenge [1,2].

A unique feature of RoboCup is that it is a systematic attempt to promote
research using a common domain, mainly soccer. Also, it is perhaps the first
benchmark to explicitly claim that the ultimate goal is to beat a human World
Cup champion team. One of the more effective ways to promote engineering
research, appart from specific application developments, is to define a significant
long term goal. When the accomplishment of such a goal has significant social
impact, we call it a grand challenge project. Building a robot to play soccer is not
such a project. But its accomplishment would certainly be considered a major
achievement in the field of robotics, and numerous technology spin-offs can be
expected during the course of the project. We call this kind of project a landmark
project, and RoboCup definitely falls into this category.

Since the first RoboCup in 1997 [3], the event has grown into an international
joint-research project in which about 3000 scientists from 30 nations around the
world participate (see Table 1 and Figure 1). It is one the most ambitious land-
mark projects of the 21st century. RoboCup currently consists of three divisions:
RoboCupSoccer, aiming towards the final goal stated above, RoboCupRescue,
a serious social application to rescue activities for any kinds of disasters, and
RoboCupJunior, an international education-based initiative designed to intro-
duce young students to robotics. The RoboCup 2002 competition was the largest

G.A. Kaminka, P.U. Lima, and R. Rojas (Eds.): RoboCup 2002, LNAI 2752, pp. 1–7, 2003.
c© Springer-Verlag Berlin Heidelberg 2003



2 Minoru Asada and Gal A. Kaminka

Table 1. Evolution of RoboCup Initiatives

Leagues/years 1997 1998 1999 2000 2001 2002
RoboCupSoccer

Simulation official =⇒ =⇒ =⇒ =⇒ =⇒
Small-size official =⇒ =⇒ =⇒ =⇒ =⇒
Middle-size official =⇒ =⇒ =⇒ =⇒ =⇒
Legged exhibition official =⇒ =⇒ =⇒
Humanoid exhibition exhibition official

RoboCupRescue
Simulation official =⇒ =⇒
Real robot exhibition official =⇒

RoboCupJunior exhibition official =⇒ =⇒

Fig. 1. The number of teams

since 1997, and set epoch-making new standards for future RoboCups. 1004 team
members of 188 teams from 30 nations around the world participated. The first
humanoid league competition was held, with participation from 13 teams from
5 nations. Further, the first ROBOTREX (robot trade and exhibition) was held
with about 50 companies, universities, and institutes. A total of 117,000 spec-
tators witnessed this marvelous event. To the best of our knowledge, this was
the largest robotics event in history. Figs. 2 (a) and (b) show the dome and
competition site.

This article presents the summary of the RoboCup 2002 (for more details,
refer to [4]). The reports and symposium proceedings of past RoboCups are
available [5,6,7,8,9,10,11,12,13].

2 RoboCupSoccer

RoboCup Soccer has the largest number of leagues: the simulation league, the
small-size robot league, and the middle-size robot league (since the first RoboCup
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(a) The RoboCup 2002 flag and the
dome

(b) Inside the dome

Fig. 2. The competition site

Fig. 3. All participating members

in 1997); also the four-legged league (which was introduced at the exhibition in
1998 and became an official league in 1999). From this year on, there is also a
humanoid league, a big challenge with a long term and high impact goal, which
could generate major spill-over effects. The expected industrial, scientific and
educational impacts will be enormous [14].

Table 2 summarizes each league’s settings and challenges.

3 RoboCupRescue

Simulation League
A rescue team is composed of heterogeneous agents - fire brigades, ambulances,
police, and their control centers. The agents cooperate each other in order to
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Table 2. RoboCupSoccer Leagues and Challenges in 2002

Items robot size On-board Off-board # of filed Challenges &

Leagues sensing sensing players size Issues

Simulation N/A YES coach 11 N/A coach competition

agent visualization

Small-size [diameter] allowed TV camera 5 2.4m x navigation

< 18cm but from ceiling 2.9m shooting

almost color markers passing

not used on the players

Middle-size [diameter] YES NO 4 5m x dribbling

< 50cm color uniform & 8m cooperation

color corner poles

Legged AIBO YES NO 4 3m x pattern recognition

color uniform 4.5m collaboration

six color poles ball collection

& wireless comm.

Humanoid [Height] YES YES 1 7.2m x one-leg standing

≈ 40cm 10.4m walking

≈ 80cm PK

≈ 120cm free performance

≈ 180cm

save buried victims, to extinguish fires, to repair roads, etc., in a virtual disaster
field. Programming rescue agents provides a concrete platform for multi-agents
research issues such as: handling incomplete information, no global system con-
trol, decentralized data and asynchronous computation. The teams are ranked
based on the total points of their rescue operations.

Real Robot League

Ten teams from five countries participated in the RoboCupRescue Robot League
in 2002. Most robots were remotely teleoperated and had limited autonomy. Due
to the complexity of the problem, fully autonomous robots cannot be practical,
yet. Adjusted autonomy, shared autonomy, and autonomy for human interfaces
are suitable to apply AI to real disaster problems.

4 RoboCupJunior

In 2002 the third international RoboCupJunior tournament was held. As in-
dicated by the number and range of registrations, the initiative has exploded
in popularity. Fifty-nine teams from twelve countries participated. For the first
time, the event attracted teams from a wide geographical region. Three chal-
lenges were offered: dance, 1-on-1 soccer and 2-on-2 soccer. In total, 240 students
and mentors were involved.
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Fig. 4. Robovie is playing with kids at ROBOTREX 2002

5 ROBOTREX

To promote the robot technologies necessary to achieve the final goal of
RoboCup, we organized the first ROBOTREX (Robot Trade and Exhibition) at
the same site of the sixth RoboCup. A wide range of the most advanced robot
technologies for perception, action, and intelligence should be evolved toward
our final goal. Therefore, it has been said that robotics is the main industry in
this century. The main aim of ROBOTREX is to promote robotics research and
development by providing the space for researchers and industry to meet each
other. It also allows ordinary people to be informed about the current technology
and to think about its future, through experiences with robots.

In spite of being the first event of this kind, fifty companies, institutes, uni-
versities, and local governments participated. A variety of exhibitions covering
a wide range of applications, such as factory automation, security, care, and
entertainment were shown and many people enjoyed the exhibitions.

6 Symposium and RoboCup Milestones Panel

The International RoboCup Symposium, an annual event at RoboCup, was held
on June 24 and 25, 2002, immediately following the RoboCup competition events.
The symposium attracted approximately 300 researchers, some who participate
in RoboCup and others who came for the symposium itself. The symposium was
multi-disciplinary, sporting research results in areas such as learning, planning
and plan-recognition, vision, robot localization and navigation, education, and
simulation. 17 oral presentations were given, marking an acceptance rate of 22%.
In addition, 21 short papers were presented in two poster sessions.

The 2002 RoboCup Symposium held a number of special events. Three papers
were selected for awards signifying science and engineering excellence (see the
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Preface). A long-term milestone road-map for RoboCup was discussed in a panel
including all league-chairs (see below). Finally, there were five invited talks, two
of which took place in a joint session with DARS 2002, the 6th International
Symposium on Distributed Autonomous Robotic Systems, which was also held
in Fukuoka.

The RoboCup road-map panel was held to discuss recent and future work
from the perspective of the year 2050 goal: develop a team of fully autonomous
humanoid robots that can win against the human world soccer champion team.
The RoboCup leagues started the discussion about the Roadmap in 2001 ([15]).
The panelists from the different leagues were asked to think about milestones in
the following way: What do we need in 2040 to reach the 2050 goal? To reach
this milestone in 2040, what do we need in 2030? Then the milestones for 2020
and 2010 can be defined with the view to 2030.

Many of the milestones discussed require progress in fields very different from
AI, including material engineering, power supply, mechanics, artificial muscles
and sensors, etc. Other milestones pose significant, but more familiar challenges,
including integrated perception, planning, and learning, vision, action-selection,
multi-agent collaboration and coordination, etc. Combined efforts in all these
fields will lead to new scientific and technological issues and new results. In
addition, The panel touched on the educational challenges facing the RoboCup
Junior league in teaching children to build and work with robotic technology.

7 Conclusion

The RoboCup 2002 competitions, the exhibitions, and the conference were a
great success. Many people, not only researchers but also ordinary people, espe-
cially children, participated and enjoyed the whole event. RoboCup 2003 will be
held in July 2003 in Padva, Italy.
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Abstract. We present an approach to the landmark-based robot local-
ization problem for environments, such as RoboCup middle-size soccer,
that provide limited or low-quality information for localization. This ap-
proach allows use of different types of measurements on potential land-
marks in order to increase landmark availability. Some sensors or land-
marks might provide only range (such as field walls) or only bearing
measurements (such as goals). The approach makes use of inexpensive
sensors (color vision) using fast, simple updates robust to low landmark
visibility and high noise. This localization method has been demonstrated
in laboratory experiments and RoboCup 2001. Experimental analysis of
the relative benefits of the approach is provided.

1 Introduction

Localization is an essential component of many mobile robot systems. One of the
most common approaches uses landmarks distributed throughout the environ-
ment to make estimates of position that are combined with a model of the robot’s
motion. Typically, sensing and odometry are combined using a Kalman-Bucy fil-
ter or a Monte Carlo approach. The popularity of landmark-based localization
is due to its potential applicability to a large range of environments: indoor
and outdoor, natural and artificial landmarks. Applying landmark localization
to some environments because a challenge when few landmarks are available,
when landmarks provide limited information, and when sensor measurements
are noisy. It may also be difficult for dynamic environments when updates must
occur quickly, as many approaches require complex updates. RoboCup middle-
size soccer is an example of this type of environment.

The success of landmark-based localization relies on accurate sensing and
adequate availability of landmarks. Traditional landmark navigation uses range
and bearing to any sensed landmark [1]. In indoor environments like RoboCup,
walls can provide distance information without bearing in some cases. Examples
include sonar and vision. In some vision systems, like ours, it may be impossible

G.A. Kaminka, P.U. Lima, and R. Rojas (Eds.): RoboCup 2002, LNAI 2752, pp. 8–24, 2003.
c© Springer-Verlag Berlin Heidelberg 2003
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or impractical to determine bearing to the surface or identify specific points on
the surface in order for a bearing to be useful. Goals, due to their large size
and complex geometry, can provide useful bearing measurements but may pro-
duce unreliable distances. In outdoor environments, landmarks may be at large
distances that cannot be measured accurately, yet they can still provide accu-
rate bearing information. Bearing may also be available without accurate range
in the event of partial occlusion of the landmark or oddly shaped landmarks.
Some approaches have attempted to solve the problem of partial measurement
availability by reducing the available measurements (such as always using only
bearing) [2]. However, to make use of all available information, different types
of landmarks must be accommodated.

The goal of this work is to provide a method of localization that is fast,
mathematically simple, and takes advantage of different types of measurements
on landmarks. We have attempted to expand the number of landmarks available
to a robot by using only those measurements that are reliable for each landmark:
range and bearing, range only, or bearing only. We have implemented the general
method described here. Additionally, we applied our approach in our RoboCup
2001 middle-size team by developing a method for reliably using goals as bearing
landmarks.

2 Background and Related Work

There are several possible approaches to landmark-based navigation. Prominent
among these are triangulation, Kalman-Bucy filters, and Monte Carlo Localiza-
tion (MCL) [1].

Triangulation depends on the range and bearing to landmarks and uses geom-
etry to compute a single point that is most consistent with the current location
[3]. This method is prevalent in human navigation approaches. Triangulation
may be done with no weight given to previous positions, such as systems that
use GPS, or may be incorporated with odometric information. Many robotic
systems use approaches based on triangulation [4].

Kalman-Bucy filter approaches represent positions and measurements (odom-
etry and sensing) probabilistically as Gaussian distributions. Position estimates
are updated by odometry and sensing alternately using the property that Gaus-
sian distributions can be combined using multiplication [5], [6]. Typical imple-
mentations require range and bearing to landmarks and use geometry to de-
termine the means of sensor-based position estimate distributions, though some
implementations using only bearing exist [2]. While Kalman-Bucy filters are
quite efficient, the additional computation of coefficients and covariance add to
computation time; in some applications and on some platforms, reducing even
this small time may be desirable.

Monte Carlo Localization is similar to Kalman-Bucy filter approaches, but
represents the probabilistic distribution as a series of samples [7], [8]. The density
of samples represents the probability estimate that the robot is in a particular lo-
cation. Distributions are updated by moving samples according to a probabilistic
model of odometry and then adding samples to regions consistent with sensing
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and dropping samples highly inconsistent with sensing. In one implementation,
called Sensor Resetting Localization, the robot can reinitialize its position based
on sensors when samples become highly improbable [9].

To resolve the difficulty in range measurements for outdoor environments,
some work has been done using only bearing to localize [2]. In order to achieve
pose estimates from bearing only, that work relies on a shape-from-motion type
of formulation. This requires several frames and many simultaneously visible
landmarks, and does not make use of range information when available. The
SPmap approach allows use of different sets of measurements from different
sensors, using all information from single sensors together, and takes into account
landmark orientation [10]. This approach is based on Kalman-Bucy filters and
thus requires covariance computation for position (and for landmarks for the
mapping phase).

Our work has the mathematical simplicity of triangulation and uses all avail-
able landmark information, both bearing and range. Unlike many other ap-
proaches, landmarks that do not provide both range and bearing can be included
without discarding useful information (as is range in bearing-only approaches).
Bearing-only landmarks are incorporated in a single frame, rather than over
several. Current implementation provides no estimate of position uncertainty,
though the approach can be easily expanded to include it if computational de-
mands permit.

3 Summary of Approach

The localization problem involves the use of odometry and measurements on
landmarks to determine a robot’s position and heading within an environment.
Potential measurements on landmarks include range and bearing. The deter-
mination of a new estimate (position, heading, or pose) can be summarized as
follows:

1. The robot estimate is updated after each movement based on the odometry
model.

2. The robot senses available landmarks and computes an estimate consistent
with sensing.

3. The estimates resulting from the movement update and from sensing are
combined to produce a final estimate result.

Each type of measurement, bearing or range, provides an independent constraint
on the position or heading of the robot. These constraints can either be a single-
value constraint or a curve constraint. With single-value constraints, only one
value of the position/heading is consistent with the constraint. With curve con-
straints, heading or position must be on a curve. Curves are typically circles or
lines, but can be arbitrary.

For each sensor measurement of a landmark, a constraint is determined. A
landmark may have multiple measurements, each of which will provide a separate
constraint. For each measurement, the point consistent with the constraint that
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Fig. 1. A noisy bearing α is taken by a robot (true pose dark, estimate light). Right:
Bearing and heading estimate create a line of possible consistent positions.

lies closest to the current estimate (position or heading) is assigned as the esti-
mate for that measurement. Each constraint-based estimate is determined based
on the original pose estimate; thus they are independent and can be combined in
any order. The final estimate (position or heading) is determined by combining
the previous estimate and the estimate(s) from the sensor measurements.

In this work, uncertainty estimates are not required and all updates are
performed using simple weighted averages. All sensor results are combined first
and then this result is combined with the original estimate. In this way, order
becomes irrelevant. Estimates in position and heading are alternately updated
with a minimum time required between updates of the same type. This ensures
independence of updates.

If uncertainty estimates are required, estimates can be expressed as proba-
bility distributions and integrated using probabilistic approaches.

4 Landmark Measurement Types

Three landmark measurement types are considered here: bearing to point, range
to point, and range to surface. Each landmark provides one or more of these
types. In each example, the robot has a pose estimate (light gray) (XO, YO, ΘO)
with actual pose (X, Y, Θ) (dark gray). The landmark is at or passes through
(XL, YL). Range and bearing measurements are r and α, respectively. Sensor-
based estimates are x′, y′, Θ′.

4.1 Bearing to Point

A bearing to point measurement provides a linear constraint on position when
heading is assumed known (Figure 1). This line passes through the landmark at
(XL, YL) at an angle of α + Θ0 (line slope is the tangent of this angle).

The point closest to the pose estimate is the intersection of the constraint
line,

y = tan(α + Θ0)x + YL − tan(α + Θ0)XL (1)

and the line perpendicular to the constraint through the current position esti-
mate:
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Fig. 2. Using bearing measurement α and the angle determined by robot position
estimate and landmark position, heading estimate Θ′ can be computed by subtraction.

y =
−1

tan(α + Θ0)
x + Y0 +

1
tan(α + Θ0)

X0 (2)

This point can be computed as:

x′ = cos2(α + Θ0)X0 + sin2(α + Θ0)XL

+ cos(α + Θ0) sin(α + Θ0)(Y0 − YL) (3a)
y′ = tan(α + Θ0)(x′ − XL) + YL (3b)

with y′ = Y0 in the special case then α + Θ = ±90◦.
A single-value constraint on heading, when position is known, is also provided

by bearing measurements (Figure 2).
Using position estimate, landmark position, and bearing measurement, the

heading estimate can be determined as:

Θ′ = tan−1
(

YL − Y0

XL − X0

)
− α (4)

4.2 Range to Point

Range to a point provides a circular constraint on position (Figure 3). The
constraint is centered at the landmark and is of radius r. Heading need not be
known.

The closest point on the constraint is at the intersection of the circle and the
line between landmark and position estimate. This is determined using similar
triangles:

XL − x′

r
=

XL − X0

d
⇒ x′ =

(X0 − XL)r√
(XL − X0)2 + (XL − X0)2

+ XL (5a)

YL − y′

r
=

YL − Y0

d
⇒ y′ =

(Y0 − YL)r√
(XL − X0)2 + (YL − Y0)2

+ YL (5b)
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Fig. 3. Left: A noisy range (r) is taken by robot (true pose dark, estimate light). Right:
The range places the robot on a circle, radius r, around the landmark. The closest point
on he constraint lies on the line from landmark to position estimate.

Fig. 4. Left: The robot (true pose dark, pose estimate light) makes a noisy range
measurement r on a wall. Right: The range places the robot on one of two lines parallel
to the wall at that range (r, Δx, Δy), at the point closest to the estimate.

4.3 Range to Surface

Range to a surface provides two-dimensional position constraints parallel to and
on either side of the surface for position (Figure 4). Heading need not be known.

Given a wall projecting into the plane as a line through (XL, YL) with slope
m, two possible line constraints (on each side of the wall) are provided. These
lines are shifted from the original by:

Δy = mΔx = ±m
r

sin(tan−1(m))
(6)

y = mx + YL − mXL ± mr

sin(tan−1(m))
(7)

The closest point on this constraint are computed as:

x′ = mY0 + X0 − mYL + m2XL ± mr

sin(tan−1(m))
(8a)

y′ = mx′ + YL − mXL ± mr

sin(tan−1(m))
(8b)
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Ambiguity is resolved either by eliminating one point as impossible (off the
field, for example) or by choosing the result closer to the original estimate.

5 Implementation

The algorithm was implemented and applied in simulation and teams of real
robots.

5.1 Software

The implementation of this localization method was integrated as part of Team-
Bots [13]. CMVision performs color analysis and color blob detection and merg-
ing on raw camera images [14].

A landmark is represented by position, color, type of available measurements,
minimum and maximum range and bearing at which landmark is reliable, and
largest deviation allowed from expected range and bearing. Values are individu-
ally specified a priori for each landmark. In our experiments, all landmarks were
predefined; however, the approach is amenable to adding mapped landmarks.

After odometry updates, sensor updates occur. There are four steps:

1. The robot obtains measurement data on all visible landmarks.
2. The robot computes each measurement’s constraint.
3. The robot computes the closest point consistent with each constraint and

combines these into a single sensor-based estimate X ′ by weighted average.
4. The final estimate is a weighted average of original and sensor-based esti-

mates: Xk+1 = wX ′ + (1 − w)Xk.

Sensor updates are here illustrated in Figure 5 by a position update example.
Position updates alternate with heading updates, which are computed similarly.

5.2 Hardware Platform

The Minnow robot [15] is based on the Cye robot, an inexpensive and commer-
cially available platform (Figure 6). The Cye consists of a drive section, with
two-wheel differential drive, and a passive trailer. On the Minnow, a 700 MHz
laptop communicates with the Cye’s on-board processor via a serial link. High-
level commands and image processing are implemented in C and Java on the
laptop using TeamBots. Robots communicate using wireless Ethernet.

A commercial USB camera provides images at 240 by 360 resolution. The
camera is calibrated so that, at run-time, a selected image pixel is used to com-
pute the ray from the camera to the point in space. Landmark ranges are deter-
mined from this ray by providing an intersection height, z; the point at which
the ray intersects the given z value is the object’s three-dimensional location
(x, y, z). This provides range. Bearing is determined using the yaw angle of the
ray directly or the angle produced by the position coordinates, atan(y/x). After
color region processing using CMVision, pixels representing each region are cho-
sen on which to compute range and bearing. Vision has not been implemented
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Fig. 5. Position example. a) A robot (dark) with pose estimate (light) makes landmark
measurements (one bearing, one range). b) Constraints matching sensors are computed.
c) Closest constraint points are determined (thin arrows) and combined (wide). The
final estimate (white) is a combination of former and sensor estimates.

Fig. 6. Two Minnow robots with colored block landmarks for localization.

to determine distance to walls, but minimum distance obtained during a scan
could be used (as the robot turns the camera, different sections of the wall would
be visible, and a closest point could be found for each section). Vision cannot
compute lines in the image, making bearing to walls unusable.

6 Quantitative Experimental Validation

To quantitatively evaluate this approach, a series of lab experiments were con-
ducted.
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Fig. 7. Experimental environment. Waypoints are shown along the robot’s path. Land-
marks differ by type of measurements available for position updates.

6.1 Experimental Setup

Several small block-shaped objects were placed throughout an indoor environ-
ment that measures 7 by 5 meters (Figure 7). Each block was a different color
that the robot’s vision system was calibrated to recognize. Three experiments
were conducted in which landmark measurements varied. Some landmarks were
defined to provide range and bearing information while others were defined to
provide only bearing.

A. Four landmarks providing range for position estimation and bearing for
heading estimation;
B. Four landmarks providing range and bearing for position estimation and
bearing for heading estimation;
C. Landmarks from B with four additional landmarks providing bearing for
position and heading estimation.

Within the environment, the robot was commanded to follow a looping, piece-
wise-linear path defined by 12 waypoints (Figure 7). At each waypoint, the robot
paused and reported its pose estimates from localization and from on-board
odometry. During a pause, ground truth for pose was measured (position within
0.5 cm, heading within 1◦). Each experimental run consisted of five loops (60
data points).

This experiment is intended to evaluate:

– The ability of this approach to localize a robot;
– The impact on performance resulting from the use of additional landmarks

or measurements on landmarks that would not be available to approaches
that rely on the same measurement(s) being available for all landmarks.
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6.2 Parameters

Sensor models and weights for combining estimates through averaging were de-
termined experimentally. After calibration, it was empirically determined that
range measurements produce errors on the order of 10 − 15% and bearing mea-
surements produce errors on the order of 2◦.

To update position or heading, first all sensor information is combined. If
more than one measurement is used for a single landmark, the estimate from each
measurement is weighted equally to determine that landmark’s final estimate;
in a more general approach, these could be weighted by individual measurement
certainty. For combining all estimates from all landmarks, individual estimates
are weighted (w) by an estimate of landmark quality (1/σ), where σ2 = 10% of
range).

The final result is a weighted average of previous estimate (updated for move-
ment) and the sensor-based estimate.

For position updates, the sensor-based estimate is weighted based on the best
(closest) landmark; if the closest landmark falls below a threshold, w = 0.2 is used
and otherwise w = 0.05 is used. The threshold of 3.75 meters was experimentally
determined based on range accuracy across distances. For heading estimates,
which are less affected by changes in range to landmarks, w = 0.5 if more than
half of the landmarks were visible and w = 0.2 otherwise.

6.3 Experimental Results

In each experiment, the total error in position,
√

Δx2 + Δy2, and heading was
computed at each waypoint. From this the maximum and mean errors were
obtained. Additionally, the standard deviation of absolute error in x and y were
found. In Figure 8, the total error at each waypoint is plotted for the best
odometry result and the worst localization test (4 landmarks with range only
for position estimation). While position estimation initially has error greater
than odometry, the magnitude of these errors does not increase unbounded over
time as it does for odometry.

Peaks in localization error occur when landmarks are furthest away from the
robot. The cyclical nature of odometry error, with minima at loop ends, is most
likely due to predominance of heading drift. Such errors may temporarily cancel,
producing artificially accurate data.

The results for pose estimation in all experiments are shown in Table 1. Mean
and maximum errors are shown with standard deviation in x and y position error.

This method of localization reduces absolute position error (mean, maximum,
and standard deviation) and eliminates odometry drift. While the method for
updating heading did not vary (except by number of landmarks for C) head-
ing results improved as a result of better position estimates: heading updates
use position (Equation 4), thus position improvement leads to heading improve-
ment. In these experiments, each addition of landmarks or measurement types
to existing landmarks further improves performance.
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Fig. 8. Experimental results for best odometry run a nd worst localization run. Total
position error (m) as a function of distance (at each waypoint) is shown. Odometry
errors grow with time while localization errors remain roughly constant.

Table 1. Pose Estimation Experimental Results.

Odometry Localization Localization Localization
(Best) (Range Only) (Range-Bearing) (Range-Bearing

+ Bearing Only)
Mean Position Error 0.5592m 0.0994m 0.0719m 0.0627m

σΔx 0.4378m 0.0822m 0.0578m 0.0562m
σΔy 0.5624m 0.0920m 0.0620m 0.0482m

Max Position Error 1.7275m 0.3459m 0.2326m 0.1652m
Mean Heading Error 29.6◦ 5.1◦ 2.3◦ 1.7◦

Max Heading Error 42◦ 11◦ 5◦ 4◦

7 RoboCup Middle-Size Soccer Implementation

A bearing-only approach was used to localize the robots for our middle-size
RoboCup 2001 team, the CMU-Hammerheads. The most critical aspect of ap-
plying this approach to RoboCup is the accurate sensing of field landmarks.

7.1 Landmark Sensing

For robots with only visual sensing, the RoboCup middle-size environment pro-
vides a challenge in accurately measuring landmark position and ranges. Features
available on the field consist of:

– Small black squares on the walls. Walls may not be present in the future.
The small squares are not visible from many points on the field.
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Fig. 9. RoboCup middle-size field. Note that left side of goal is occluded by field walls
and goal wall. The right side is visible but partially occluded by the goalie.

Fig. 10. The angle from robot to visible edge of the goal is measured to the same
point on the goal from all robot positions, despite the concavity. Range varies.

– Field walls. Ambiguous landmarks which (as a surface) cannot alone provide
accurate pose.

– Field lines. Complex methods of line fitting are required to accurately posi-
tion the robot with respect to field lines.

– Goals. Goals are large and brightly colored and thus easy to sense (Figure 9).
However, it is difficult to get a range to a large and concave object, as some
parts may be closer than others or may be occluded.

Field goals, easily identified visually from any distance, are the obvious land-
mark choice. Due to the size and concavity of the goal, it is often difficult to
determine which point on the goal is being observed or to get an accurate range
measurement. In the example shown in Figure 10, the edge of the detected goal
represents the front edge of the goal (left robot) or a variable point on the back
of the goal (right robot), resulting in inconsistent ranges and inconsistent land-
mark reference position. However, the angle to the front corners can be reliably
determined, even when not directly observable. As shown, even in the instance
when the back of the goal is detected, this angle is coincident with the angle to
the front corner.
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As goal corner angles can be reliably detected, they are amenable to use as
bearing-only landmarks. The angles to each edge of the goal can be independently
determined, providing four landmarks on the field.

A second difficulty that arises frequently in RoboCup middle-size soccer is
occlusion (Figure 9). With up to 8 robots on the field, two of which are specifically
tasked with blocking the goals, occlusion of part of the goal is common. It was
necessary to determine when the edge of the goal was visible in order to known
when the landmark was measured accurately.

In order to deal with occlusion, we took advantage of the color-coded aspects
of the RoboCup world. When the sensed goal is observed adjacent to another
color (such as robot, robot marker, ball, etc), occlusion is present. Points on the
edge of the goal that are adjacent to the occlusion are thrown out. Once valid
edge points have been selected, the median bearing is computed. Only the top
ten valid points are used for efficiency and to minimize occlusion, which occurs
at ground level. The median is used to reduce sensitivity to noise. It is this value
that is used as the bearing to the landmark. If no valid points are found, the
landmark is not used.

7.2 Parameters

Using bearing only, resulting heading estimates are more accurate than position
estimates. Small errors in heading and visual angle to landmarks produce small
errors in heading estimate but can produce large errors in position at larger
distances from the landmark. Thus, a smaller weight, a, is assigned to sensor
estimates for position than for heading when combining with the previous es-
timate. For both heading and position, a larger weight was used when more
landmarks were visible (2 or more). For heading, w = 0.5 or 0.2. For position, w
= 0.2 or 0.1.

7.3 Performance

It is difficult to quantify performance at RoboCup, as ground truth data cannot
be obtained during play. Qualitatively, the use of this localization method greatly
improved performance during practice and play, as observed primarily in the “go
home” behavior. Without localization, the robots would achieve greater than 1-
meter error in position and 20-degree error in heading within a few minutes of
play. With localization, pose was typically maintained with less than 0.5m and a
few degrees error. Occasionally, greater errors would arise briefly due to the high
percentage of time when landmarks were occluded by the many robots on the
field. Accuracy of 0.5m is adequate for the soccer application, which is highly
reactive and large-scale.

7.4 Simulation Experiments

Difficulties in generating quantitative results on the soccer field, including not
having a real field in our lab, necessitated simulation. The TeamBots simulator



Constraint-Based Landmark Localization 21

Table 2. Pose Estimation Simulation Results: Soccer Field.

Odometry Localization (Bearing) Localization (Range-Bearing)
Mean Position Error 0.2536m 0.1714m 0.1068m
σΔx 0.1057m 0.0929m 0.0500m
σΔx 0.1852m 0.0886m 0.0558m
Max Position Error 1.0353m 0.5500m 0.2613m
Mean Heading Error 4.0262◦ 2.2328◦ 2.0938◦

σΔt 2.9382◦ 1.8450◦ 1.6631◦

Max Heading Error 15.7897◦ 8.5425◦ 8.4449◦

was used with block landmarks positioned at goal corner locations. To simulate
reduced landmark visibility (occlusion), field of view was limited to 5 meters
(about half the field). Simulation parameters for noise standard deviations were:
right and left wheel velocities = 5%, vision range = 5%, vision angle = 5◦
(slightly higher than actual). Robots followed the path of Figure 7 for five 5-
loop trials. Table 2 shows results comparing performance using only landmark
bearing to that using range and bearing.

Results indicate that even with only bearing information, the robot is con-
sistently able to remain relatively well localized with frequent (though not con-
stant) landmark observations; errors do not continuously grow over time as in
odometry. Eliminating range information slightly reduces performance in posi-
tion (increasing magnitude of the largest outliers) and does not adversely affect
heading estimation. The magnitude of errors agrees with the qualitative results
obtained by observing the robot on the real mid-size field over the short time
represented by the 5-loop simulation.

8 Discussion

This localization method, using a weighted average, keeps robot navigational er-
ror bounded within the limits of sensor accuracy when provided with adequate
landmarks. Initial position estimates may show slightly higher error than pure
odometry. Noise in sensing leads to immediate small estimate errors while odom-
etry errors accumulate over time. However, the localization method presented
prevents drift evident in odometry and maintains a consistent, bounded level of
error.

The ability to use different types of measurements on landmarks may expand
the number of landmarks available to a robot and thereby improve localization
performance, as shown in these experiments. Successful bearing-only approaches
require several frames and many landmarks to compute pose. Our approach in-
corporates bearing-only landmarks in a single-frame update. Range information
is accommodated when available and few concurrently visible landmarks are
required.

If only range measurements are used, no corrections can be made on robot
heading. If only bearing measurements are used, this approach cannot solve all
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Fig. 11. A robot measures landmark bearing from its actual location (dark). The
robot’s erroneous pose estimate (light) with a correct bearing produces an erroneous
constraint line which pulls the position estimate further away from truth (wide arrow).

“lost robot” problems. The linear constraints on position can only provide cor-
rections to position within limits. When heading estimates are highly incorrect,
the line constraint falls far from truth and provides very erroneous results. An
example is in Figure 11; the constraint pulls the robot’s estimate further from
the actual position.

If both bearing and range measurements are available, from the same or
different landmarks, this approach can converge to the correct answer from any
initial condition. While no formal proof is offered, it has been experimentally
determined (in simulation and on real robots) that if three landmarks can provide
each type of measurement, the robot is able to eventually recover from any errors.
If fewer measurements are available, the ability to recover may be limited.

This simple approach to localization is useful when computational time is
extremely limited. In some applications with some platforms, such as the Min-
now in RoboCup, saving even the small amount of additional time required to
compute covariance and proper Kalman-Bucy updates might be desirable. How-
ever, when computational constraints are relaxed, this approach may provide a
useful method for generating probabilistic distributions for Bayesian or Monte
Carlo updates even with noisy and limited information.

9 Conclusions

We provide a fast, efficient, method of mobile robot localization that takes ad-
vantage of the different types of measurements made on landmarks to improve
landmark availability. This method prevents odometry drift. With adequate
landmarks, it can recover from being lost. While performance improves with
additional measurements, few simultaneously visible landmarks are required for
reasonable updates.

This method takes advantage of different types of measurements that may
be available with different types of landmarks. Unlike approaches that preclude
use of valid measurements to eliminate noisy measurements, we use all viable
data and complete updates in a single frame. Cooperative localization may be
performed by using teammates as landmarks or updating with measurements
made by teammates.
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Our approach can be used in the simple manner described, using weighted
averages, or can be used to provide input for generating samples for Monte Carlo
localization or a Gaussian distribution for Kalman-Bucy filter localization. We
recognize that a statistical approach such as these may provide more accurate
pose estimates. However, combination by weighted average is extremely simple
and fast computationally, which is an important feature for real-time, dynamic
domains such as RoboCup.

The described method provides a simple method of localization that is ap-
plicable to RoboCup middle-size soccer, despite many difficulties in achieving
accurate measurements on visual landmarks in the RoboCup middle-size envi-
ronment. This is accomplished by determining a means by which the angles to
goal corners can be reliably measured and used as bearing landmarks.

A probabilistic implementation with collaboration (based on [11] and [16])
has been implemented in simulation and will be applied to our RoboCup legged
team in 2002. For curve constraints, Gaussian distributions are aligned tangent
to the curve with means computed in the same manner as the approach de-
scribed here. For single value constraints, Gaussian distributions are centered
at this value. The sensor model determines variances of these Gaussian distri-
butions. The probabilistic updates use Gaussian multiplication [12] to compute
mean and covariance. This type of approach was used for the CMU 2001 legged
team [11]. Updates could also be done using Kalman-Bucy filter updates, (also
approximating estimates with Gaussian distributions). Similarly, samples repre-
senting arbitrary distributions can be generated for Monte Carlo Localization
using the constraint and sensor models.
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Improving Vision-Based Self-localization
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Abstract. After removing the walls around the field, vision-based lo-
calization has become an even more interesting approach for robotic
soccer. The paper discusses how removal of the wall affects the localiza-
tion task in RoboCup, both for vision-based and non-visual approaches,
and argues that vision-based Monte Carlo localization based on land-
mark features seems to cope well with the changed field setup. An inno-
vative approach for landmark feature detection for vision-based Monte
Carlo Localization is presented. Experimental results indicate that the
approach is robust and reliable.

1 Introduction

Knowing the position and orientation in the operating environment is an essential
capability for any robot exhibiting coherent, goal-oriented behavior [23,15]. The
basic principle of self-localization is to compare perceptual information derived
from sensor readings with a priori or previously acquired knowledge about the
environment. The self-localization problem has been studied intensively in the
mobile robot community, and a wide variety of approaches with distinct methods
and capabilities have been developed [3,8,15,7,14,17].

Several localization approaches have been successfully adopted and applied to
RoboCup, where the perceptual input included laser scans [16], omnidirectional
vision [21], and directional vision [20,19,18,10,11]. However, in late 2001, the
RoboCup middle-size league adopted major changes to the environment, the
most challenging of which is the removal of the walls around the playground.
The field is now limited simply by line markings. While formerly all green area
could safely assumed to be playground, we now have substantial green-colored
regions outside of the field. As a temporary measure, there will be a number of
poles of 10cm diameter about 1m outside of the field. The distance between pole
center points has been fixed at 40cm for 2002, but this may change already in the
very near future. People are allowed everywhere outside of the poles; referees and
some team members will also be allowed inside the area surrounded by the poles.
In addition, a new corner post was defined, which consists of a 40cm diameter
pole with specific coloring. Within the next few years, a significant enlargement
of the field up to 20m x 30m is one of the changes teams should expect.

It is an interesting and open question, how the known approaches will perform
under the new environmental conditions. In this paper, we first analyze, how the
adopted changes to the field will affect various localization approaches. We argue
that Monte Carlo Localization based on visual features is sufficiently flexible, so
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that it can be easily adapted to the new challenges. We improve the approach
presented in [10], including the set of visual features used, and an innovative
approach to perform subsymbolic line matching. Experimental results both on
simulated and real environments indicate that the improvements significantly
increase robustness and precision of self-localization.

2 Self-Localization in RoboCup

For the analysis of self-localization methods in RoboCup, a useful distinction to
make is the sensor modality used and the type of information it can deliver. The
most reliable and successful approach so far was CS Freiburg’s self-localization,
which relies on scans of angular distance readings obtained by a laser range
finder (LRF) mounted on the robot [16]. Two contributing factors for its success
were that the LRF provides rather precise and reliable measurements of the
distance to the wall surrounding the field and that the scans are dense (361
readings in a half-circle). The density allows to throw away readings that are
suspected to be noisy without loosing the ability to localize. The precision results
in high localization accuracy by matching the sensor scans against a precise yet
simple geometric model of the field. Like any other self-localization approach
that is based on distance measurements, CS Freiburg must significantly revise
its localization procedure to cope with the new situation. The set of poles around
the field can be viewed as making up a different kind of “wall”, with many holes in
it. It should still be possible to detect these “walls” with LRFs, although data will
be much more noisy and require more computational effort for extracting “wall”
hypotheses. The potential presence of people inside the pole-surrounded area
adds additional noise. Sonar-based approaches seem to be of little use for self-
localization in the future, although they can still be used for obstacle avoidance
and opponent detection. In both cases, the ranges of the distances sensors used
may have to be given more consideration. Currently, the range of typically 8m for
LRFs seems still sufficient for current field size, but significantly larger field sizes
may render the sensor almost useless for localization purposes in large portions
of the field. Summarizing, we can infer that self-localization based on distance
sensor readings is still possible, but of decreasing importance for the foreseeable
future.

Another popular localization method in RoboCup is based on omnidirec-
tional vision [21,1] A camera looking at a specially-shaped mirror (conic, spheric,
or with custom geometries) provides the robot with visual information in all di-
rections simultaneously. Resolution of particular objects in the scene is usually
less than for directional cameras, and both resolution and camera range depend
on the mirror geometry. In RoboCup, several examples of custom-designed om-
nidirectional cameras exist where the robot could see the complete field with
goals and surrounding walls in all locations on the field. Thus, these robots had
more or less a global view of the field [5]. The wall height of 50cm was sufficient
to reliably detect the field boundaries for localization purposes despite the lower
resolution of objects at farther distances. In the modified playground, this will
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be much more difficult, because field lines will be just 12cm wide and flat, in-
stead of 50cm high and upright. If the robot sees field lines (or other landmark
features) in its vicinity, nothing much will change. However, field lines farther
away may be hard or impossible to detect. Taking into account the geometry
of the robot on the field, mirror geometry and camera resolution, detecting the
field boundaries can be expected to be noisier, less accurate and reliable, with
a higher likelihood of not detecting the boundary at all. This problem will get
more serious if field size will be further enlarged in the future. A possible solution
could be to localize against larger visual landmarks found in the environment,
like cardboards with large sponsor logos, doors, supporting poles of the build-
ing structure, and so forth. However, these features are different in every envi-
ronment, and consequently the localization algorithm must be adopted on-site.
Furthermore, such landmark features may temporarily or permanently (on the
time scale of a match) be obstructed by spectators or media people. Altogether,
self-localization based on omnidirectional vision is bound to be more difficult,
but methods for fast on-site adaptation and improved algorithms coping with
temporary obstruction of landmarks can render this approach very valuable for
the forseeable future. Note, that the method presented below could be easily
adapted to omnidirectional vision.

Self-localization methods based on perceptual input from directional cameras
seem to be the least-affected by the environmental changes [2,19]. However, this
is a premature conclusion. Despite of the usually higher per-object resolution
available on directional cameras, using them to detect 12cm wide field lines in-
stead of 50cm high walls is significantly more difficult and less robust, especially
at farther distances. Thus, even self-localization methods using directional cam-
eras will have to be improved, especially if they relied on detecting the walls.
One example for self-localization that should need comparatively little change
are the Agilo RoboCuppers, who use directional cameras to extract walls and
field lines and match these against a geometric model [18].

What follows for the future? One consequence is that vision-based local-
ization based on landmark features seems to be a good idea. Another one is
that methods that can quickly adapt on-site to the available landmarks, cope
with temporary or permanent obstruction of particular landmarks, and are ro-
bust even when landmarks can be detected only sparsely seem to hold the best
promises for the future. Monte Carlo localization based on visual landmark fea-
tures seems to offer all the required characteristics.

3 Feature-Based Monte Carlo Localization

In the past few years, Monte-Carlo localization (MCL) has become a very popu-
lar framework for solving the self-localization problem in mobile robots [12,13].
This method is very reliable and robust against noise, especially if the robots are
equipped with laser range finders or sonar sensors. In RoboCup, however, using
a laser scanner on each robot may be difficult, or impossible, or too costly, and
sonar data is extremely noisy due to the highly dynamic environment. Thus, lo-
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calization methods that use other sensory channels, like uni- or omni-directional
vision systems, are highly desirable. In previous work [11], we already presented
a vision-based MCL approach based on landmark features that were very simple
and easy to detect. For the modified RoboCup environment, feature detection
needs to be significantly more sophisticated, and the remainder of the paper
is dedicated to present an enhanced approach for detecting visual features in
RoboCup. This section recaps some essentials of MCL needed for further dis-
cussion.

3.1 Markov Localization

In Markov lokalization [12], the position l = 〈x, y, θ〉 of a robot is estimated by
computing the probability distribution Bel(l) over all possible positions in the
environment. During robot operation, two kinds of update steps are iteratively
applied to incrementally refine Bel(l):

– Belief Projection across Robot Motion: A motion model P (l|l′, m) is used
to predict the likelihood of the robot being in position l assuming that it
executed a motion command m and was previously in position l′. It is as-
sumed that the new position depends only on the previous position and the
movement (Markov property). The robot’s position belief Bel(l) is updated
according to the formula for Markov chains [4]:

Bel(l) =
∫

P (l|l′, m) Bel(l′) dl′ (1)

– Integration of Sensor Input: Data obtained from the robot’s sensors are
used to update the belief Bel(l). An observation model P (o|l′) models the
likelihood of making an observation o given the robot is at position l′. Bel(l)
is then updated by applying Bayes’ rule as follows:

Bel(l) = α P (o|l′) Bel(l′) (2)

where α is a normalization factor ensuring that Bel(l) integrates to 1.

Markov localization method provides a mathematical framework for solving the
localization problem. Unlike methods based on Kalman filtering [22], it is easy
to use multimodal distributions. However, implementing Markov localization on
a mobile robot in a tractable and efficient way is a non-trivial task.

3.2 Monte Carlo Localization

The Monte Carlo localization (MCL) approach [13] solves the implementation
problem by representing the infinite probability distribution Bel(l) by a set of
N samples S = {si|i = 1 . . . N}. Each sample si = 〈li, pi〉 consists of a robot
location li and weight pi. The weight corresponds to the likelihood of li being
the robots correct position, i.e. pi ≈ Bel(li) [24]. Furthermore, as the weights
are interpreted as probabilities, we assume

∑N
i=1 pi = 1.
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The algorithm for Monte Carlo localization is adopted from the general
Markov localization framework described above. During robot operation, the
following two kinds of update steps are iteratively executed:

– Sample Projection across Robot Motion: A new sample set S is generated
from a previous set S′ by applying the motion model P (l|l′, m) as follows:
For each sample 〈l′, p′〉 ∈ S′ a new sample 〈l, p′〉 is added to S, where l is
randomly drawn from the density P (l|l′, m). The motion model takes into
account robot properties like drift and translational and rotational errors.

– Belief Update and Weighted Resampling: Sensor inputs are used to update
the robot’s beliefs about its position. According to Equation 2, all samples
are re-weighted by incorporating the sensor data o and applying the obser-
vation model P (o|l′). Most commonly, sensors such as laser range finders or
sonars, which yield distance data, are used. In this case, ideal sensor read-
ings can be computed a priori, if a map of the environment is given. An
observation model is then obtained by noisifying the ideal sensor readings,
often simply using Gaussian noise distributions. Given a sample 〈l′, p′〉, the
new weight p for this sample is given by p = α P (o|l′) p′, where α is again
a normalization factor which ensures that all beliefs sum up to 1. These
new weights for the samples in S′ provide a probability distribution over S′,
which is then used to construct a new sample set S. This is done by ran-
domly drawing samples from S′ using the distribution given by the weights,
i.e. for any sample si = 〈li, pi〉 ∈ S′, Prob(si ∈ S) ≈ pi. The relationship is
approximate only, because after each update step we add a small number of
uniformly distributed samples, which ensure that the robot can re-localize
in cases where it lost track of its position, i.e. where the sample set contains
no sample close to the correct robot position.

The Monte Carlo localization approach has several interesting properties; for
instance, it can be implemented as an anytime algorithm [6], and it is possible
to dynamically adapt the sample size[13].

3.3 Visual Feature-Based Monte Carlo Localization (VMCL)

An example for using visual information for MCL has been provided by Dellaert
et al. [7]. On their indoor robot Minerva, they successfully used the distribution
of light intensity in images obtained from a camera facing the ceiling. Due to
the rather uniform lighting structure above a RoboCup field, this approach is
not applicable in RoboCup.

Feature-Based Modeling. The MCL sensor update mechanism needs a sensor
model P (o|l) which describes how probable a sensor reading o is at a given robot
location l. This probability is often computed by estimating the sensor reading õ
at location l and determine a similarity measure between the given measurement
o and the estimation õ. If sensor readings oi are camera images two problems
arise: (i) Estimating complete images õi for each sample’s location is computa-
tionally very expensive. (ii) Finding and computing a similarity measure between
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images is quite difficult. A better idea is to lift the similarity test to work on
processed, more aggregated, and lower-dimensional data, such a feature vectors.
The selection of the visual features is guided by several criteria: (i) uniqueness
of the feature in the environment, (ii) computational effort needed to detect the
feature in images, and (iii) reliability of the feature detection mechanism.

In our previous visual feature-based MCL implementation for RoboCup [11],
only few environment features could be detected: goal posts and field corners
as landmark features, and distances to walls as distance features. The corner
detector yielded ambiguous landmarks, because corners were indistinguishable
from each other, while the four goal post features were unique landmarks. At
most eight landmark features could be detected in any particular pose. Despite
feature detection being sparse and sporadic, we could show that VMCL is still
able to provide reasonably reliable and accurate self-localization. However, the
accepted changes to the environment now necessitate a different approach to
feature detection and the weighting of position samples.

4 VMCL Using RoboCup Field Markings

Field markings like lines and the center circle are visible at many positions on
the field even within the limited viewing field of a directional vision system. At
least in the vicinity of the robot, they can often be perceived with high accuracy
and can therefore be used as landmark features for robot self-localization. The
following processing steps are executed to utilize field markings for VMCL:

1. Image pixels belonging to field markings are extracted from the image by a
green/white edge detector. As this edge detector relies on two color features,
it provides some robustness against noise (false positives) originating from
the field surroundings, like white or green clothes.

2. Taking the camera distortion into account, the edge pixels are then mapped
to spatial representations. Two shape-based representations – egocentric
Hough spaces for lines and circles – are used as shape detectors in our ap-
proach.

3. By applying a Gaussian filter on the Hough representations of field lines and
circles, sensor inaccuracies and noise are taken into account and a heuristic
distance metric is defined.

4. For each position hypothesis (sample), the expected positions of visible lines
and circles in the respective Hough spaces are computed.

5. A matching of visually detected and expected line and circle features is
performed for each position hypothesis. By combining the distances of all
detected lines and circles, a weight for the correctness of a given position
hypothesis is obtained.

4.1 Hough Transformed Feature Lookup

Two Hough space representations [9] serve as shape detectors for the observed
edges. One for field lines HL and one for the center circle HC . A similar ap-
proach was taken by Iocchi and Nardi[19]. They explicitly extract symbolic field
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Fig. 1. Mapping of line point into the line Hough space.

markings by thresholding and searching for local maxima in the Hough spaces.
A matching process is then performed which associates detected line and circle
features with expected ones. If a consistent correspondence can be found, a po-
sition difference can be directly computed from the Hough representations and
used for position correction.

Applying Iocchi and Nardi’s approach in VMCL encounters some problems.
First, searching for the local maxima is non-trivial, because the absolute values
in the Hough spaces of lines and circles at various distances can vary widely due
to camera resolution. In some situations it is even possible to mistake circles as
lines and vice versa, especially if they are partially occluded or only partially vis-
ible. Second, symbolically finding consistent matchings of detected and expected
features can be very expensive, especially if it must be done for large number of
position estimates (samples).

Instead of explicitly extracting symbolic representations of field markings, we
suggest to perform subsymbolic feature matching. A distance metric is defined in
the Hough spaces by applying a Gaussian filter operation to the representation
of detected features. Matching of feature sets is then done implicitly by lookup of
expected features directly in the Hough spaces and computation of the distance
metric for each position sample. Thus, an explicit symbolic feature extraction is
omitted.

4.2 Hough Transformation

The Hough space representation for lines is their distance to the origin and
the angle of the orthogonal vector. A single edge point is represented in line
Hough space by all lines to which the point can belong, resulting in a sinusoid
in the Hough space. All sinusoids representing points belonging to the same line
cross themselves within the two points in the Hough space representing that
line. In Figure 1 this is the line (90o, 2), or (270o,−2) respectively. The angular
axis of the Hough space can therefore be restricted to [0o, 180o). The Hough
representation of the center circle is similar. As the radius of the circle is fixed,
only the Cartesian coordinates of the circle center need to be modeled within
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Fig. 3. The resulting line (left) and circle (right) Hough spaces.

that space. A point is then represented as all the circles it can belong to, resulting
in a circle of possible circle centers within the Hough space.

4.3 Discretized Hough Spaces

By using discretized Hough spaces, the value of each coordinate lying on the si-
nusoid/circle of the added point is increased. Thereby every cell of the discretized
Hough space becomes a feature detector for the set of lines it represents. The
n observed field markings then result in the n highest local maxima within the
Hough spaces, or the n feature detectors with the highest activation levels. As
pointed out above, searching for those maxima can difficult in practice due to
potentially high noise within the observed edges. Also, as it is not a priori known,
whether an edge belongs to a field line or the center circle, they are entered into
both Hough spaces. Field corners get then mismatched as a circle and a partially
visible center circle can be well misinterpreted as a line, making the matching
of observed local maxima infeasible.

4.4 Feature Representation

The left plot in Figure 3 shows the results of mapping the edge samples shown
in Figure 2 into the line Hough space. The robot is positioned at the field center
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and looking at the goal. The camera apex angle is 90o. In this simulated edge
sample set, there is no inaccuracy in the detected edges. As the edge sample set
in this position is symmetric, only a section of 90o is plotted. The axis of the
line Hough space is scaled from −5m (index 0) to 5m (index 127). The angle
column 0 represents the lines parallel to the viewing axis (field and penalty area
side lines) the column 63 represents the field markings, orthogonal to the robots
viewing angle. Note, that the first local maximum, which is blurred along the
angular axis, is actually not a field line, but the artefact produced by the center
circle. The right plot in Figure 3 illustrates the circle Hough space for the same
sample set. The field center lies at (8,63) and the lower edge post would be
located at (56, 32). The sharp peak represents the actual circle. The rest of the
Hough space is obfuscated by the artefacts of the field lines.

4.5 Subsymbolic Feature Mapping

Although the extraction of the actual field markings from the Hough represen-
tations is possible, it needs some analysis even for a simulated edge scan without
noise. Instead, we suggest to look up the activation of each feature detector for
each expected visible field marking. For the sum of activations to be an accurate
measure for the correctness of the position hypothesis, the following character-
istics of the Hough representations have to be explored.

Directly matching the expected features to the observed edges within the
Hough transformation avoids the previously described problems and is much
more computationally efficient. A measure for the fitting of the observed features
to the expected ones is the percentage of observed edges that match with the
expected field markings. This measure can be obtained as follows:

As the total number t of edge pixels mapped into the Hough spaces is known,
the activation value for a cell can be scaled accordingly. The activation value for
each potential circle center is increased just once for each edge mapped to the
circle Hough space. Therefore HC(x, y)/t always is within [0...1], representing
the percentage of edges observed in the image that match a circle at a certain
position. For the line Hough space, a similar measure can be constructed by
summing up the activation of each visible line.

For each type of feature, a quality measure for rating the matching of an
observed feature to an expected one is needed. Usually, a distance metric is
used to determine the difference between an observed feature and its expected
position. As we do not have an explicit representation of the field marking, this
is again infeasible. Instead we model this function by applying a Gaussian filter
on the Hough spaces. Note, that as long as width of the filter is smaller than
half of the minimum distance between two parallel lines, each visual edge can
still be matched to only one expected field marking.

A Gauss filter is applied for each angle column in the line Hough space to
model the distance metric. Care must be taken to avoid, that after the filter
operation a mapped edge is counted multiple times for a single cell. There-
fore, the activation of only one cell per column and sinusoid of the line Hough
space is increased. Additionally, all activated cells should be connected in an
8-connectedness, which results in the following connectedness constraint:
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max
α0,|d|≤dmax

[
rnd

(
d ∗ sin α0

Δd

)
− rnd

(
r ∗ sin(α0 + Δα)

Δd

)]
≤ 1

where Δd denotes the discretization step size for the distance, Δα the angular
discretization step size accordingly and dmax the maximum viewing distance of
the camera. That is, for all possible sinusoids, successive column indices may
only differ by one. By abandoning the rounding step the above constraint can
be tightened and formulated as:

dmax

Δd
∗ 2 sin

(
Δα

2

)
≤ 1

By approximating sinx as x, this results in the following maximum angular
step size: Δα ≤ Δd/dmax. This ensures, that the summed activation of the line
feature detectors for each angle is t.

Crossings of orthogonal field lines result in edges, that belong to two lines in
the line Hough space. This is exemplified in Figure 4. Those edges are counted
twice and therefore introduce an error that can be dealt with in different ways:
One is to ignore this effect and to apply clipping of high values in order to
ensure that weight values are at most 1. The alternative is trying to factor out
line crossings in order to not overweigh position hypotheses with visible line
crossings. This can be done by substracting edge pixels counted twice. Due to
the distance-variant camera resolution, the effect is correlated with the distance
of the crossing point. Empirically, a constant factor e is sufficient to ensure
adequate results. In order to avoid negatives weights, clipping of values lower
than 0 should be applied. Experimentation with both alternatives turned out
to produce good results. The first alternative results in higher ambiguity, while
the latter underestimates the correct values of positions, especially in situations
with partial occlusions of line features. Summing up the above analysis, the
weight of the correctness of a position hypothesis p(x, y, θ) can be calculated as
w(p) = max(0, min(1, ŵ(p))) with
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Fig. 5. The camera image and the detected edges.

ŵ(p) =
1
t

⎛⎝HC(−p) +
∑

l∈V l
p(L)

HL(l − p) − c(p) ∗ e

⎞⎠ ,

where L is the set of field lines, V L
p (L) the set of visible lines at position p, c(p)

is the number of crossings visible at the proposed position.

5 Evaluation

The Hough space feature lookup is implemented and first empirical results could
be obtained, both in lab experiments and during the RoboCup German Open
2002.

5.1 Experiments

In the first real world example, the robot is standing in the middle of the center
circle facing the side wall. Figure 5 shows the image obtained by the camera of
the robot and the resulting edge feature set, after projection to the floor. The
camera apex angle is 45o and as we do not have enough room in our lab, the
side wall is only 2.2m away and the radius of the center circle is 0.80m. There
is also some noise, as dark parts of the wall are partially interpreted as green.

To give an impression of the quality of the position estimation based on the
above edge feature set, we evaluated one million samples uniformly distributed
over all of the robot’s three dimensional configuration space. To account for the
removed walls, positions up to 1m off the field along both axis are also part of
the configuration space. To visualize the results of the position estimation, the
iso surface for the weight of 80% is plotted into a 3-dimensional plot. The x axis
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Fig. 6. Evaluation of circle (left) and line (right) edges only.

is aligned with the field sides and the y axis with the goals. The z axis represents
the orientation of the robot, scaled from −180o to 180o. That is, looking at the
plot, the center of the cube matches with the center of the football field looking
at the opponents goal. The actual robots position in the plot is in the center of
the x and y axis. On the z axis there exist two possible positions, due to the
symmetry of the field. Either at one quarter, or at three quarters of the range
of the z axis.

The left plot in Figure 6 shows the position estimation based on just the circle.
For this estimation, an edited version of the image in Figure 5 was used, showing
just the circle part of the image. The thick spiral around the z axis shows, that
the robot can clearly map its position but is not able to tell its orientation from
the circle. The thin spiral is the maximum weight of those position hypotheses
that try to match the circle samples to a circle with its center located at 1.6m
distance directly in front of the robot. For this matching there is significantly
less evidence available.

For the distribution estimation of only the line Hough space evaluation, an
edge feature set without the circle edges was used. The noise was not eliminated.
The result is shown in Figure 6. All positions on the field at which the robot
is standing on a line facing an orthogonal line at about 2.2m distance have a
high rating. Using both Hough spaces together for evaluating the original edge
feature set, the iso surface plotted in Figure 7 is obtained. Due to the symmetry
of the field, two possible positions remain.

In a further laboratory experiment, the robot’s task was to move along a
virtual square in a RoboCup field half the original size. The experiment lasted
15 hours and showed that line feature lookup is sufficient for robust position
tracking even over very long periods.

The method was also successfully evaluated during the recent RoboCup Ger-
manOpen 2000 in Paderborn. The features used there included field lines, center
circle, goal and corner posts. The accuracy is typically within the Hough dis-
cretizations used (≈ 12cm translational and 3o rotational). Image processing
typically required 35ms, while the VMCL typically required 100ms.
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Fig. 7. Evaluation of line and circle edges.

5.2 Weighting of False Positives and False Negatives

For the Hough tranformed feature lookup to be a reliable position estimator, it
has to be able to cope with visual noise as especially prominent in the RoboCup
F-2000 league scenario. One source of error is the occlusion of features by other
robots on the field (false negatives). The other source is a direct consequence
of the latest rule changes, the removal of the walls around the field, which
makes the spectators visible for the robots. This can introduce false positives,
as green/white edges can be visible, that do not belong to field markings. Un-
fortunately, the indifference of a feature detector to unmapped (potential false
positives) or missing features (potential false negatives) also hinders its ability
to detect mislocalization.

The Hough transformed feature lookup is quite indifferent to false negatives
in the feature set. The weight for a matching of a feature is directly related to the
evidence available for this feature. The only exception is the elimination of edge
pixels at line crossings, which are counted twice. If a line crossing is occluded by
other robots, this indeed decreases the weight for this position. This effect can
cause position hypothesis with many crossings to be assigned a negative weight,
if there are very little edges available, that support this hypothesis. This requires
a low default weight to be assigned for such a hypothesis, to keep the weight
scaled correctly. But since this obviously is, according to the sensory information
available, a bad position estimation anyway, it should be discarded. Additionally,
this effect prevents positions at which many lines are visible to be erroneously
weighted as good hypothesis.

Even though hardly anything is done to actively suppress false positives by
the edge detection operator, this method is fairly robust against it. White noise,
that is, randomly observed edges have very little effect on the method, since
it inhibits all position hypotheses equally. Falsely detected lines only give false
positives if they are aligned with the field axis. As vertical lines vary in angle
after the floor projection step for every viewing angle, they only sporadically
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introduce false positives that can be filtered out by the Markov localization
process.

5.3 Efficiency

The Hough transformed feature lookup is computationally cheap. The most ex-
pensive part is the creation of the Hough spaces. The cost scales linearly with
the resolution of discretization as well as the the number of the observed edges
(|E|): O(dmax/dΔ ∗ 180o/αΔ ∗ |E|). Since all those factors increase the accuracy
of mapping field markings, this allows a direct trading of speed against quality
of the feature detector.

The weighting of the position hypotheses is very cheap and has almost con-
stant cost. For each field marking, there is one lookup within the Hough spaces
the indices of which are also cheap to calculate since all field lines are axis aligned
and orthogonal to each other. For each field marking a visibility check is required
to increase the robustness against white noise. The visibility of the field mark-
ings from a given position can be precomputed and stored in a lookup table for
discrete positions. The calculation of actual coordinates is again very cheap. The
discretization introduces little error, since the number of edges observed for a
field marking decays as it leaves the field of view of the camera. Thus it con-
tributes little to the weight of a position hypothesis, either if erroneously ignored
or looked up.

6 Conclusion

Recent changes to the RoboCup environment necessitate major revisions of
the self-localization methods used on most robots. Vision-based MCL seems
to be able to cope well with the recent and some expected future changes. The
performance of the VMCL method depends mainly on the quality of the available
feature detectors. We presented a subsymbolic shape-based feature detector and
its usage for the weighting of position hypotheses as used within the VMCL
process. It is robust against noise, as introduced by the latest rule changes, and
computationally efficient especially in terms of per-sample evaluation time.
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Abstract. The main purpose of this paper is to examine the upper lim-
its of self-localization ability using a local-vision system in the RoboCup
Small Size League. Using an omni-directional vision system on a mobile
robot, we originally developed a self-localization method based on imag-
ing of the floor region. However, we could not explore its full potential
because of a quantization error in the images. Therefore, we developed a
self-localization method that allowed for better estimates of values than
by individual methods, by integrating omni-directional vision and dead
reckoning with the Kalman filter. This paper describes the algorithms
and experimental results with an actual robot. In addition, we exam-
ine error recovery when the robot position changes due to collision with
other objects and human intervention in the RoboCup competition.

1 Introduction

It is important for a mobile robot to estimate self-position in the environment
when the robot moves around in a wide-range area and works with other robots
cooperatively. In the RoboCup, especially, a high level of self-localization is re-
quired because advanced tasks executed in cooperation with several robots are
demanded. Methods of matching observed range data with the field model [1,2],
of finding and tracking goals and walls [3], of relative constraints between robots
[4], and other self-localization techniques have been proposed.

We, as the Team OMNI, have developed a mobile robot equipped with a
local vision system, and have participated in the RoboCup Small Size League
[5]. Although a global vision system overlooking the whole field is allowed in the
Small Size League, we have adopted a local vision system, taking the position
that a distributed autonomous robot system is significant. Inevitably, thus, self-
localization is carried out based solely on on-board vision.

In general, landmarks are used for self-localization. In the Small Size League,
however, there are no exclusive landmarks, unlike the Sony 4-Legged League.
The objects that can be used as landmarks are only the goal and the wall. The
dimensional ratio of such landmarks to the field is smaller than in the Middle Size
League. Furthermore, self-localization is thwarted when the landmarks are hid-
den by other robots. In other words, in the Small Size League the self-localization
method based on local vision, is more difficult than in other leagues.

G.A. Kaminka, P.U. Lima, and R. Rojas (Eds.): RoboCup 2002, LNAI 2752, pp. 41–52, 2003.
c© Springer-Verlag Berlin Heidelberg 2003
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Fig. 1. Overall view of the robot

We previously utilized imaging of the whole floor region provided by the
omni-directional vision on the mobile robot as a landmark, and developed a
method of estimating self-position by matching the image with the shape of
the known floor region [6]. In this method, even if a part of the floor region
is hidden by obstacles, this can be compensated for by computing the convex
hull of a boundary point set of the floor region in the omni-directional image.
As a result, self-position can be estimated in a field where a lot of robots exist.
Then we applied this method to the RoboCup competition and confirmed its
effectiveness. However, we found that it is sensitive to quantization errors and
noise in the images. In this paper, to overcome the problem, we examine a sensor
fusion method, which integrates estimation based on omni-directional imaging
of the floor region and dead reckoning based on incremental rotation of wheels
with the Kalman filter. The main purpose of this paper is to explore the upper
limits of self-localization ability using the local vision system allowed in the
RoboCup Small Size League. In addition, we examine error when the robot
position changes due to collision with other objects and human intervention in
the RoboCup competition.

The rest of the paper is organized as follows. In section 2, outlines of a
method of estimating robot position based on omni-directional imaging of the
floor region are described. The integration of this vision-based estimation and
dead reckoning is explained in section 3. In section 4, the results of benchmark
tests to evaluate the accuracy of self-localization for robots are given. Finally, in
section 5 conclusions are provided.

2 Self-localization Based on Omni-directional Imaging
of the Floor Region

Our proposed method is based on an omni-directional, vertical-axis visual sensor
model mounted on a mobile robot. The robot we developed for the RoboCup
Small Size League is shown in Fig. 1. Based upon the floor region as seen by
the omni-directional vision on the robot, position xc, yc and orientation θc of
the camera center in the floor coordinate system are estimated. Fig. 2 shows
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(a) Camera image (b) Binarized image (c) After dilation and
erosion processes
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Fig. 2. Example of the method of self-localization based on an omni-directional image

a typical procedure of this self-localization method. Details are provided in the
literature [6]. Although this algorithm is meant for the RoboCup field, it is widely
applicable for floor regions surrounded by several lines.

3 Integration of Vision-Based Estimation
and Dead Reckoning

By using our self-localization method, based on omni-directional imaging of the
floor region, moderate estimation can be computed in the RoboCup environment,
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where some obstacles exist. However, it is difficult to get precise values with
the global camera used mainly in the RoboCup Small Size League because of
quantization errors, the vagueness of multiple solutions, and noise in the images.
Therefore, to improve self-localization with a global camera, we have integrated
vision-based estimates and dead reckoning with the Kalman filter.

3.1 System Model

The mechanical model of the robot we developed is shown in Fig. 3. The two
driving wheels in the lower part are offset from the robot center, and are driven
independently by two motors with rotary encoders. In this paper, we regard
the increments of rotation of the two wheels detected by the encoders as input
vector ut = [utR, utL]T , the perturbation of the wheel radius (equivalent to the
slip rate) as system noise wt = [wtR, wtL]T , and the position of the wheel center
as state vector xt = [xt, yt, θt]T . The state equation of this model is described
as:

xt+1 = f t(xt,ut,wt), (1)⎡⎢⎣xt+1

yt+1

θt+1

⎤⎥⎦ =

⎡⎢⎢⎣
xt + (r+wtR)utR+(r+wtL)utL

2 cos θt

yt + (r+wtR)utR+(r+wtL)utL

2 sin θt

θt + (r+wtR)utR−(r+wtL)utL

2d

⎤⎥⎥⎦ , (2)

where r and d represent wheel radius and half of the distance between wheels,
respectively. Since the robot can easily slip as the speed difference between the
right and left wheels increases, covariance matrix Q of system noise wt is mod-
eled as:
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Qt = E[wtw
T
t ] =

[
σ2

tR 0
0 σ2

tL

]
, (3)

σtR, σtL = σmin + k
Δt |utR − utL| , (4)

where σtR and σtL represent the standard deviation of the change in the radius
of the right and left wheels respectively, σmin represents the minimum values of
σtR, σtL, k represents the coefficient of influence of the speed difference, and Δt
represents the difference of time from t to t + 1.

3.2 Observation Model

The center of the omni-directional vision system mounted on the robot coincides
with the center of the robot body, which is distance s away from the center of
the two wheels (Fig. 3). The observation equation of the robot’s center position
zt = [xtc, ytc, θtc]T is calculated as:

zt = ht(xt) + vt, (5)⎡⎢⎣xtc

ytc

θtc

⎤⎥⎦ =

⎡⎢⎣xt + s cos θt

yt + s sin θt

θt

⎤⎥⎦+

⎡⎢⎣vtx

vty

vtθ

⎤⎥⎦ , (6)

where vt is the observation noise caused by quantization errors and other noises
in the image. Furthermore, covariance matrix Rt of observation noise vt =
[vtx, vty, vtθ]T is modeled as:

Rt = E[vtv
T
t ] =

⎡⎣σ2
tx 0 0
0 σ2

ty 0
0 0 σ2

tθ

⎤⎦ , (7)

where σtx, σty, and σtθ represent the standard deviation of observation errors
from the robot’s center position, respectively.

3.3 Integration of Two Value Estimates with the Kalman Filter

Because the Kalman filter is fundamental for linear systems, Eqs.(2) and (6)
need to be linearized. Eq. (2) is linearized around the measured value ut. Eq. (6)
is linearized around x̂t|t−1, which is the estimated value of xt at time t − 1.
Furthermore, by assuming that system noise wt and observation noise vt have
mean values of 0, covariance matrices Qt of wt and Rt of vt are normal white
noise and have no correlation to each other, respectively. Then, the Kalman filter
is derived as:
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x̂t+1|t = f t(x̂t|t,ut,0), (8)

P t+1|t = F tP t|tF
T
t + GtQtG

T
t , (9)

Kt = P t|t−1H
T
t [HtP t|t−1H

T
t + Rt]−1, (10)

x̂t|t = x̂t|t−1 + Kt[zt − ht(x̂t|t−1)], (11)

P t|t = P t|t−1 − KtHtP t|t−1, (12)

where

F t =

⎡⎣1 0 − r
2 (utR + utL) sin θt

0 1 r
2 (utR + utL) cos θt

0 0 1

⎤⎦ ,

Gt =

⎡⎣ uRt

2 cos θt
uLt

2 cos θt
uRt

2 sin θt
uLt

2 sin θt
uRt

2d −uLt

2d

⎤⎦ ,

Ht =

⎡⎣1 0 −s sin θt

0 1 s cos θt

0 0 1

⎤⎦ ,

x̂0|−1 = x0

P 0|−1 = P 0.

Using these equations, self-localization of the robot is executed with the follow-
ing algorithm. The robot measures the left and right rotational increments of
the wheels during every time cycle, and estimates self-position by dead reck-
oning Eqs.(8) and (9). Next, the self-position information, estimated with dead
reckoning using Eq. (10)∼Eq. (12), is improved, based on the self-position obser-
vations using omni-directional vision. In the RoboCup field, because the shape
of the floor region is a rectangle, two possible solutions always exist based on
visually estimated values. The first is based on the position of the goal. If it is
not selected, the solution is based on the most recent values estimated.

In the RoboCup competition, there are many cases in which the robot must
be moved by human intervention. When the robot position is changed dramat-
ically, the precision of self-localization estimates falls greatly for a while. In
order to avoid such a situation, x̂t|t−1 and P t|t−1 are re-initialized, when the
Mahalanobis distance dtm between observed and estimated values satisfies the
following condition:

dtm = dT
tzP

−1
t|t−1dtz, (13)

dtz = zt − h(x̂t|t−1), (14){
if(dtm > Dth) c ← c + 1, x̂t|t ← x̂t|t−1, P t|t ← P t|t−1,

else c ← 0
(15)

if(c > n) x̂t|t−1 ← zt, P t|t−1 ← P 0|−1, (16)
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where n and Dth represent temporal numbers, in the past and to the threshold,
respectively.

4 Experiments

We equipped the robot (Fig. 1) with omni-directional vision, using a wireless
CCD camera (RF Systems, PRO-5) and hyperboloidal mirror (Accowle, small).
The omni-directional image is provided at the lens center, 165[mm] above the
floor. Image processing is executed in a main computer unit separated from the
robot unit. The video signal transmitted from the camera on the robot unit is
processed with a simple frame grabber and the CPU in the main computer unit.
To extract colors and label regions, modified CMVision [7] is employed. The res-
olution of captured images is 320×240[pixel2]. In order to evaluate our method,
experiments using a benchmark test were executed with the above-mentioned
system configurations. First of all, we show the results of self-localization using
only omni-directional image information, and these using only for dead reck-
oning information. After that, we report on integrated position estimate values
using the Kalman filter. Finally, we show the results of self-localization when the
position of the robot changes greatly.

4.1 Vision-Based Estimation

First, we executed experiments for self-localization using an algorithm based on
omni-directional imaging of the floor region. The shape of the field used for the
experiments was the same as for the field of the RoboCup Small Size League, and
the material was a green felt mat. The test motion for evaluation was a crank-
shaped movement at a speed of 400[mm/s]. Robot positions were estimated using
only local omni-directional vision and measured by a camera mounted on the
ceiling, as shown in Fig. 4. Although the estimates do not differ much from the
actual position, image quantization and shaking of the robot due to a bumpy
floor caused estimation errors.

4.2 Dead Reckoning

Next, we executed experiments for self-localization using only dead reckoning.
The conditions were the same as stated above. Robot position estimates and
measures using only dead reckoning are shown in Fig. 5. The results show that
differences between actual position and estimates were small in the beginning
and get bigger as time elapsed.

4.3 Integrated Estimation

By using the Kalman filter introduced in section 3, we carried out self-localization
experiments using integrated estimate values based on omni-directional vision
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Fig. 4. Self-localization based only on an omni-directional image
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Fig. 5. Self-localization based only on dead reckoning
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Fig. 6. Self-localization based on omni-directional imaging and dead reckoning

and dead reckoning. We chose experimental parameters to use with the Kalman
filter as follows:

σmin = 1[mm],

k = 0.5[mm · s/rad],

σx = 80[mm],

σy = 50[mm],

σθ = 0.05[rad],

x̂0|−1 = [0[mm], 0[mm], 0[rad]]T ,

P 0|−1 =

⎡⎣1.0[mm2] 0 0
0 1.0[mm2] 0
0 0 0.01[rad2]

⎤⎦ .

The same conditions as in the two previous experiments were applied, as
shown in Fig. 6. The results show that precision was better than when estimated
only by vision or by dead reckoning. Estimates were almost the same as measured
values, as observed by the ceiling camera.
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present

4.4 Long-Term Positioning

In order to confirm of the effectiveness of on-line estimates using the proposed
method, a long-term positioning experiment was executed in the RoboCup field.
In this experiment, the robot determines velocity and direction based on the
difference between estimated self-position and the goal position. After arriving
at one goal, it switches to the next. Then it repeats the process many times. The
points that the robot passes sequentially are as follows: A(1000,500), B(500,500),
C(−500,−500), D(−1000,−500), E(−1000,500), F(−500,500), G(500,−500), and
H(1000,−500), where the field center is origin of the floor coordinate system and
the blue goal direction is positive, on the RoboCup field. Under two conditions,
with/without obstacles in the field, we show as consecutive photographs of 1
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Fig. 9. An example movement after interruption

cycle, tracing the robot’s center position after 10 cycles as measured by the
ceiling camera and estimated using the Kalman filter, as shown in Fig. 7 and
Fig. 8. In this experiment the robot’s speed was 200mm/s. The results show that
even in the presence of an obstacle, the robot can move robustly according to
orders. In addition, the time required for 10 cycles was about 500[sec], and the
mean estimated cycle time was about 50[msec].

4.5 Error Recovery

Finally, we examined error recovery when robot position changed due to colli-
sions with other objects or human intervention. A green vinyl sheet was put in
the center of the field, a surface which caused the robot to move at high speed
During the experiments, if the Mahalanobis distances between observed values
and estimated values were satisfied in Eqs.(13) and (16), we re-initialized es-
timated values x̂t|t−1 and covariance matrix P t|t−1. The experimental results
given n=1 and Dth=1000 are shown in Fig. 9. The results show that the method
using re-initializing x̂t|t−1 and P t|t−1 achieved the best self-position estimates.

5 Conclusion

In this paper, we have presented a self-localization method that allows much
better value estimates than individual methods, by integrating omni-directional
image information and dead reckoning information using the Kalman filter. This
is an attempt to improve self-localization accuracy with a local-vision robot in
the RoboCup Small Size League. In addition, in the same context, we have sug-
gested that effective self-localization can be achieved when robot position differs
dramatically due to collisions with other obstacles or to human intervention.
Furthermore, we have carried out several experiments using benchmark tests on
a real robot, and have proved the effectiveness of these methods. Future work
will focus on the implementation of advanced tasks and cooperation play using
these methods.
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Abstract. Two key features of successful multi-robot systems in
RoboCup are robustness of a vision system and optimization of feed-
back control in order to reach the goal point and generate the action
under the team strategy. This paper proposes two new methods. One is
a fast image processing method, which is coped with the spatial variance
of color parameters in the field, to extract the positions of robots and
ball in 1/30 sec. The separation problem in the interlaced format image
is solved. Another one is a path generation method in which the robot
approaches the goal by changing its direction convergently. With these
two algorithms, the real time processing system is realized by generating
a stable path under a low quality input image.

1 Introduction

In the physical multi-robot systems in RoboCup[1],[2], it is important to raise
the robustness of vision system and to give an optimal feedback in order to
control a robot to reach the goal point. There are several technical problems to
be solved from the viewpoints of image processing; for example,

– R-, G-, B-values are not constant by shading in the region of the ball in the
image, since a golf-ball used in small-size league is a sphere with dimples.

– Lighting is not always uniform in the game field.
– It is difficult to recognize an object moving at high speed, because the object

would appear as split patterns in an interlaced format image.

On the other hand, from the viewpoints of processing time to control robots,

– Calculation time should be short because all objects such as a ball and robots
move at high speed.

– A small size input image is desirable, however, the quality of image is getting
low.

This paper proposes two new methods. One is a fast image processing
method, which is coped with the spatial variance of color parameters in the
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field, to extract the positions of robots and ball in 1/30 sec. Although many
labeling methods for the connected component have been reported [7,8,9,10],
our method is focused on the separation problem in the interlaced format im-
age. This problem is solved with a small overhead for real time image processing.
Another one is a path generation method in which the robot approaches the goal
by changing its direction convergently. With these two algorithms, the real time
processing system is realized by generating a stable path under a low quality
input image.

2 Image Processing System

In the small size robot league, an image obtained from a camera installed on
ceiling is usually processed to get the position and the direction of each robot
and the position of a ball. We also use such images. It is necessary to develop
an image processing algorithm which works well for low quality images, since an
off-the-shelf camera and frame grabber are used in our system. In this section, we
discuss such an algorithm. Throughout this section, a word ’ID’ and an ’object’
are used for the identification number of each robot and an object region such
as a ball, color markers and team markers in the image, respectively.

2.1 System Configuration

Figure 1 shows a configuration of our image processing system. The Video4Linux
was used as a driver of frame grabber. The processing is as follows. The frame
grabber gives the yuv-image (YUV422). Then, search range is calculated by
using history information. For the search range, the segmentation algorithm is
applied in order to extract the segments of the object, where the segment is a
connected component of pixels which have the color value of specified range. The
extracted segments are merged to make a candidate of object by using a labeling
algorithm. Finally, the true objects are selected by calculating the size and the
location of each object.

It is difficult to get sharp images, since an off-the-shelf camera and frame
grabber are used in our system. An example of grabbed image is shown in figure
2. In the figure, a boundary of the object area is blurred and an unexpected
scan line is contained. For such an image, the above system should work well.
To make a system be robust, we developed a new labeling algorithm which is
discussed in sec. 2.3

2.2 Color Image Segmentation for Object Extraction

6 colors should be detected to identify objects, i.e. 1 color for ball (C1), 2 for
team markers(C2,C3), and 3 for ID markers (C4,C5,C6). The system classifies
each pixel into one of 6 color clusters Ci(i = 1, 2, ..., 6) or the other in the color
segmentation process,.

This process utilizes a color image segmentation algorithm developed by
CMU[3]. In the algorithm, 32 different colors can be segmented simultaneously.
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Fig. 1. Image processing system

Fig. 2. Example of grabbed image

Thus, we assigned 5 different colors for 1 color cluster, which can compensate
the subtle color variations of the object caused by the lighting condition. The
image is segmented in this way.

An experimental result under the lighting condition, 700-1500 luxs (which is
specified in the regulation of RoboCup small size league), is shown in Table 1.
Very high recognition rate is achieved, especially for the ball and team markers
( over 99% ).

2.3 Labeling Algorithm for Object Extraction

Next step is the labeling process for the segmented image to extract a candidate
of the object. Conventional labeling algorithms or methods do not work well
for interlaced format image[7,8,9,10], since robots and ball move at high speed.
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Table 1. Recognition rate of color markers and balls. It is measured 1000 times at
each of the following points; the goals of the own and opponent sides, a center of the
field and 4 corners. Green, pink and light blue are ID markers. Ball and team markers
should be strictly recognized

Object Rate(%)
Ball 99.98

Yellow Marker(Team Marker) 99.80
Blue Marker(Team Marker) 99.35

Green Marker 96.23
Pink Marker 98.31

Light Blue Marker 95.28

Even though there is a method which processes either even or odd field of an
image, it sacrifices the resolution. Independent processing for even and odd fields
makes it difficult to unify the results. In order to overcome these difficulties, a
new labeling algorithm called diagonal alternate spread labeling was de-
veloped. It can cope with the interlaced format image which has blurred objects
of moving robots. In the following, i and k denote the scanning parameters for
the x coordinate and j and l for y coordinate. For the simplicity of explanation,
it is assumed that the image is binary and an object is black.

Our labeling algorithm is given as follows.

Algorithm. diagonal alternate spread labeling

Step0 Let A and B be a set of pixels, respectively, and put A = φ, B = φ. Let
num be a label number, and put num = 0.

Step1 Scan the image. If a black pixel (i, j) which is not labeled is found, put it
into the set A.

Step2 Do the following.
1) For a pixel (i, j) in the set A, if it is not labeled, label it with num.
Then, search the following 8 pixels.

(i + 2, j + 2), (i + 2, j − 2), (i − 2, j + 2), (i − 2, j − 2),

(i + 1, j + 1), (i + 1, j − 1), (i − 1, j + 1), (i − 1, j − 1)

For each pixel, if it is black, put it into the set B.
2) For a pixel (k, l) in the set B, if it is not labeled, label it with num.
Then, search the following 4 pixels.

(k, l + 1), (k, l − 1), (k − 1, l), (k + 1, l)

For each pixel, if it is black, put it into the set A.
3) Repeat Step2 while new black pixels are gotten.

Step3 Increment num and repeat Step1 and 2 while there are unlabeled black
pixels.

Figure 3 shows a labeling example.
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This is an example of segments recognized as one object. The number added to the pixel
is a processing order in Step 2 of the labeling algorithm. Since the scan is sequential,
the first pixel of an object is always the upper left pixel which is numbered 1

Fig. 3. An example of labeling

Effectiveness of the Proposed Labeling Algorithm. This algorithm can
detect line segments, where each of them appears by every two lines, as one object
as shown in figure 3. This solves the interlace problem of alternate appearance of
black and white lines when the object moves. This algorithm can detect moving
objects up to speeds of vmax[cm/sec] = d[cm]/(1/60[sec]) = 60d[cm/sec], where,
d is the size of an object (ex. 240cm/sec for a 4cm ball). If the object moves
over the maximum speed vmax, it is completely separated into 2 objects in the
image.

This algorithm has another unique characteristics that a vertical or horizontal
line segment of length n and width 1 (pixel) would be divided into n pieces
of different objects of size 1 (pixel), because the search to the horizontal and
vertical directions occurs after the search to the diagonal directions in Step 2.
An example is shown in figure 4. This algorithm works well for such straight line
segments that are unexpectedly generated around the boundary of the field or
objects shown in figure 5, because the system would delete small size(pixel size)
objects as noises by a simple thresholding.

2.4 ID Recognition

ID Recognition Method. The image processing module recognizes the ID
and the direction of each robot in our system. Each robot has a black and white
plate on its top as shown in figure 6. In the image, the plate region is detected
as an object by the image processing module. The ID of robot can be decided
by measuring the sector of white region. To do so, we prepared the reference
table. The size of the table is 40 or 44 entries1, that is suited for the size of the
robot in an image. The reference table consists of entry number, angle, x and y
distance from the center of the plate as shown in table 2.
1 The size of a table is changed according to the situation, because the field size in

the image changes with the camera arrangement in the hall.
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This is an example of object that each pixel is recognized as a different object. Black
pixels are candidates of objects, however, each pixel is labeled with different alphabet
(a,b,...,i). White pixels with an alphabet show that they are searched in step 2 in
conjunction with the black pixel with the same alphabet (Labels d,..,i are omitted
here)

Fig. 4. An example of labeling to a straight line

Blue color regions appear near a field boundary by the characteristics of frame grabber.
The color segmentation algorithm detects them as the candidate segments

Fig. 5. An example of straight lines caused by color blur

Fig. 6. ID plate

This table is applied to the robot region as shown in figure 7. The image
processing module detects a center of the object and refers the pixel values
which are pointed by the table entries. The module saves the entry number
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Fig. 7. Applying the reference table to the robot region

Table 2. ID reference table

Entry No. Angle X distance Y distance
0 0 -8 0
1 7 -8 -1
2 14 -8 -2
3 24 -7 -3
4 30 -7 -4
5 38 -6 -5
6 50 -5 -6
7 58 -4 -7
8 65 -3 -7
9 75 -2 -8
10 83 -1 -8

First 11 entries of the 44 entries table are shown

corresponding to the point that the pixel value changes from white to black(it is
No.8 in fig.7), and saves the number of pixels whose color is white. In addition,
as RoboCup rule allows ID plate to attach other color markers other than black
and white, we have set up all markers other than black to be recognized as white
by thresholding. It is not difficult to decide this threshold.

This processing is applied to each robot. The ID is obtained by counting the
number of pixels judged to be white, and the direction of the robot is given by
the table entry corresponding to the pixel whose value changes from black to
white.

Resolution and Verification. The ID decision does not depend on the direc-
tion of the robot, since the reference points are arranged around the circle. The
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Table 3. Measured direction

Measured direction Frequency
172 165
180 731
188 96
196 8

Measured 1000 times

angle resolution is about 8◦(= 360◦/44). This processing is operated only once
to each robot, so the processing time is negligible.

Table 3 shows the accuracy of measured direction. In the experiment, a robot
was placed in the horizontal direction and the direction was measured 1000 times.
It is clear from the table that 73% of the measurements give the right direction,
26% give the directions with the error of ±8◦.

3 Path Generation

Although we have designed the image processing system with angle resolution
of 8◦ so far, the accuracy is not enough to control the direction of the robot. In-
accuracy of the direction should be compensated in the path generation system.

The path generation system generates and evaluates a path from a current
position to a target position, where the target position is given by the strategy
system[4]. Moreover, there is a constraint to control the direction, since our robot
has only 2 wheels.

For the robot with 2 wheels, Cornell Big Red [5] generated the path by using
polynomials in RoboCup ’99. CMUnited-99 [6], also in RoboCup ’99, proposed
a method to control the direction of robot depending on the difference between
the direction of the target point and the forward direction of the robot at the
target point. We propose, in this section, a method to control the direction of
robot depending on the curvature of a geometric path and the difference between
the direction of the target point and the robot’s orientation. With this method,
curved paths shown in figure 9 are generated.

3.1 System Configuration

A path generation system consists of a path generator, a path evaluator, an
auxiliary target point generator, a simple predictor and a velocity generator, as
shown in figure 8. This system works as follows;

1. The path generation system receives the target position, the robot direction
and the action (stop, shoot, etc.) at the target position from a strategy
system.

2. The path generator generates a working path by using a curvature control
variable and sends it to the path evaluator. The path evaluator estimates
the required time to arrive at the target position and finds out the path not
to violate the RoboCup soccer rules.
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Fig. 8. Path generation system

3. Determine an advancing direction of a robot based on an evaluation result.
4. If there is an obstacle on the path or if robot direction at the target does not

satisfy the given direction, the auxiliary target point is added for avoiding
collision or for satisfying the direction at the target. Then, a new path is
calculated again.

5. The new path is evaluated again.
6. Iterate step 3 - 5 by modifying the value of curvature control variable, and

get an optimal path.
7. The velocity generator generates the velocities of wheels which move on the

optimal path.
8. The simple predictor corrects the velocities of wheels to compensate the delay

of processing time of image processing system. The corrected velocities are
sent to the robot through a radio system.

3.2 Path Generator

The degree of control freedom is two and the control of direction is limited,
because our robot has two wheels. Considering this and the fact that the target
position where each robot should go changes from hour to hour, it is realistic to
generate a path which the robot approaches the target position by asymptotically
changing its direction. We call this a direction converging path generation.
Figure 9 shows the paths generated by this method. In the figure, paths are
superimposed on the field image. Each double circle with a number is a current
position of our robot and the end point of each path is a target position. A triple
circle at the target position is a ball. The dotted circles are opponent robots.
If opponent robots stand on the generated path, subtargets are put near the
opponents to avoid collision. In the case, the robot goes to the subtargets at first
and then goes to the target. The robots number 2 and 3 have a subtarget and
the robots number 0 and 1 do not. The goal keeper (number 4) does not move
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This figure shows generated paths in a certain time slice of a real game. Each dotted
circle is an opponent robot. Each double circle with a number is our robot and each
solid circle is a target point. A triple circle is a ball. For robot 3, the strategy system
gives a subtarget point in order to avoid an enemy. So is for robot 2. In case of robot
2, one more subtarget point is generated (a large solid circle in front of the ball) to
adjust a robot direction as facing the ball

Fig. 9. Planned paths in a real game

in this figure. Note that the path is generated only to determine the velocity for
next Δt time step2. The path is newly generated every Δt time step.

Our path generation algorithm is given as follows.

Algorithm. direction converging path generation

Step1 Let p(= (x, y)), (vl, vr),u be position, velocity (of left and right wheels)
and forward direction vector of a robot, respectively. Let t be the cur-
rent time. Calculate the curvature κ and robot velocity v = vl+vr

2 . See
literature [5] for detail.

Step2 Get a goal position p′ = (ox, oy). This is given by the strategy algorithm.
Step3 Let

−→
pp′ be a vector directed from the current position to the goal position

and let θ be an angle between vectors
−→
pp′ and u.

Step4 Give a curvature at the time t + Δt by κnew = θ × na/RA, where RA

is a constant and na is a variable depending on subgoal(s). (This equa-
tion generates a path which has a large curvature at first and a small as
approaching to the goal. See fig. 9.)

Step5 Putting dr = 1/κ − 1/κnew, calculate a velocity variation of robot |dv| =
|S/dr|, where S is a constant. Let vm(κ) be a maximum robot speed
when a curvature κ is given. Give new velocity by vnew = v + dv if
vnew < vm(κnew), otherwise by vnew = v − dv. Then, calculate a new
position at the time t + Δt.

2 Image processing speed determines the Δt. In our system, Δt = 33msec.
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Each plot shows generated path length and its runtime for a robot (Processor is Pen-
tium III 800 MHz. Operating system is Linux)

Fig. 10. Runtime for randomly selected generated-path in a real game

Step6 Calculate repeatedly the steps from step1 to step5 and check whether
the path reaches the given goal or not. (Fig. 9 shows the result of this
calculation in a real game.) If the path reaches the goal, it is OK. If
not (if over M times repeated), recalculate these steps by changing the
constant RA until the path reaches the goal. This computation gives the
robot velocity of next Δt time period.

3.3 Runtime Evaluation

Figure 10 shows the performance of our path generation system. In the figure,
each plot shows generated path length and its runtime for a robot in a real game.
The path generator runs on the Pentium III 800 MHz processor under the Linux
operation system.

The runtime for typical path with length of 100 cm takes about 1 msec from
the figure. This is short enough to make the image processing, strategy and path
generation computation within 1/30 sec on the host processor.

The runtime disperses over the vertical axis, since the path generation time,
for the same length paths, depends on the curvature of the geometrical path, i.e.
the computation time of the path with large curvature takes long time and the
small takes short time.

4 Concluding Remarks

In this paper, we proposed a fast and robust image processing method which
is coped with the variance of color parameters in the field and a new labeling
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algorithm, ”diagonal alternate spread labeling algorithm”. It was clarified ex-
perimentally that these method and algorithm are highly effective and robust
to extract moving objects up to 240 cm/sec without any condition that it is an
interlaced format image or not.

We also show the path generation algorithm in which the robot approaches
the goal by changing its direction convergently.

These two algorithms realized the fast and robust robot system. Although
our system installed these algorithms works well in real time, there are some
remaining issues. As the robustness of the image processing under the spatial
variance of lighting is improved, it still remains the problem for improving the
robustness under the time variance of lighting.
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Instituto Superior Técnico, Av. Rovisco Pais, 1, 1049-001, Lisboa, Portugal

bdamas@math.ist.utl.pt, {pal,lmmc}@isr.ist.utl.pt
http://socrob.isr.ist.utl.pt

Abstract. This paper describes a modified potential fields method for
robot navigation, especially suited for unicycle-type non-holonomic mo-
bile robots. The potential field is modified so as to enhance the relevance
of obstacles in the direction of the robot motion. The relative weight
assigned to front and side obstacles can be modified by the adjustment
of one physically interpretable parameter. The resulting angular speed
and linear acceleration of the robot can be expressed as functions of the
linear speed, distance and relative orientation to the obstacles. For soc-
cer robots, moving to a desired posture with and without the ball are
relevant issues. To enable a soccer robot to dribble a ball, i.e., to move
while avoiding obstacles and pushing the ball without losing it, under se-
vere restrictions to ball holding capabilities, a further constraint among
the angular speed, linear speed and linear acceleration is introduced.
This dribbling behavior has been used successfully in the robots of the
RoboCup Middle-Size League ISocRob team.

1 Introduction

The navigation problem for a mobile robot in an environment cluttered with
obstacles is a traditional problem in Robotics. Some variations, such as dynamics
vs. static obstacles or non-holonomic vs. holonomic robots make it harder to
solve [5]. Other issues such as a car with a trailer moving backwards or pushing
an object can also be of practical interest. In the latter case, constraints must
be imposed on the robot linear and angular velocities so as to ensure that the
pushed object is not lost.

An algorithm (Freezone) to solve the navigation problem for a mobile robot
endowed with omni-directional vision, sonars and odometry, with a particular-
ization for soccer robots, has been introduced in previous work [6]. The algorithm
was designed to move the robot towards a desired posture while avoiding obsta-
cles, using omni-directional vision-based self-localization to reset the odometry
after some relevant events, and a sonar ring to detect the obstacles. The applica-
tion of this algorithm to robotic soccer was mainly focused on moving the robot,
without the ball, towards a desired posture. However, nothing is said on how

G.A. Kaminka, P.U. Lima, and R. Rojas (Eds.): RoboCup 2002, LNAI 2752, pp. 65–77, 2003.
c© Springer-Verlag Berlin Heidelberg 2003
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to move the robot with the ball and simultaneously avoiding other robots (e.g.,
dribbling). Only a few teams of the RoboCup Middle-Size league are capable
of dribbling the ball. Dribbling is accomplished either by a suitable mechanical
design of the robot [2] or by path planning [7]. In the latter work, problems may
be experienced in the presence of fast moving robots. Furthermore, it is not clear
how the constraints on angular and linear speeds are specified.

Some of the design features of the Freezone algorithm were conceived to avoid
problems displayed by other navigation methods available in the literature (see
[6] and the references therein). Among those is the well-known potential fields
algorithm [3]. The original potential fields algorithm was designed to drive holo-
nomic vehicles. Nevertheless, it can be modified in different ways to handle non-
holonomic constraints such as by projecting the resulting field on the possible
acceleration vectors, as in the generalized potential fields method [4].

This paper introduces an alternative approach where the generalized poten-
tial field is modified so as to enhance the relevance of obstacles in the direction of
the robot motion. The relative weight assigned to front and side obstacles can be
modified by the adjustment of one physically interpretable parameter. Further-
more, the resulting angular speed and linear acceleration of the robot, obtained
under the modified potential field method, can be expressed as functions of the
linear speed, distance and relative orientation to the obstacles. This formulation
enables the assignment of angular and linear velocities for the robot in a natural
fashion, physically interpretable. Moreover, it leads to an elegant formulation of
the constraints on angular speed, linear speed and acceleration that enable a
soccer robot to dribble a ball, i.e., to move while avoiding obstacles and pushing
the ball without losing it, under severe restrictions to ball holding capabilities. It
is shown that, under reasonable physical considerations, the angular speed must
be less than a non-linear function of the linear speed and acceleration, which
reduces to an affine function of the acceleration/speed ratio when a simplified
model of the friction forces on the ball is used and the curvature of the robot
trajectory is small. This dribbling behavior has been used successfully in the
robots of the RoboCup Middle-Size League ISocRob team.

This paper is organized as follows: in Section 2, the generalized potential
fields method, its virtues and shortcomings, are revisited. Section 3 describes
the modified potential fields method introduced in this paper. The application
of the method to dribbling a ball in robotic soccer is introduced in Section 4,
by determining physical constraints on the expressions for angular and linear
acceleration obtained in the previous section. In Section 5 some experimental
results are presented and Section 6 concludes the paper.

2 Generalized Potential Fields Method

The traditional potential fields method of avoiding obstacles consists of evalu-
ating a repulsive force for each obstacle. That evaluation is made taking into
account the distance to the obstacle and the relative velocity between the robot
and the obstacle(s). An attractive force that tends to drive the robot to its target
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is also calculated. Each of these forces has the direction of the object that gave
rise to it. The attractive force accelerates the robot towards its target while the
repulsive forces accelerate in the opposite direction of the obstacles.

In the generalized potential fields method [4] the absolute value of each re-
pulsive vector is obtained using

|a| =
αv

2dα − v2 , (1)

where α is the maximum acceleration available to the robot and v and d are
respectively the velocity component in the obstacle direction and the distance
to that obstacle. Expression (1) arises when the repulsive potential is defined as
the inverse of the critical time interval until a collision happens. This potential
is infinite when the estimated time until a collision takes place equals the time
needed to stop the robot using full backward acceleration.

This method has some serious drawbacks: it is not always possible for non-
holonomic vehicles to accelerate in the direction given by the resulting force
vector, and so the potential fields concept is not fully applicable; also, when an
obstacle is close enough, the singularity of (1) is reached due to errors caused
by the sensors sampling time and the unavoidable noise contained in the sensors
measures, leading the robot to an undesirably unstable behavior.

Despite not being well suited for non-holonomic vehicles, the potential fields
method is very appealing, since it allows the use of other several navigation
methods within the framework of a behavior-based architecture [1], using an
independent potential fields module for obstacles avoidance and other modules
such as path planning or pose stabilization to drive the robot to its target. In fact,
the potential fields method implicitly defines such a behavior-based architecture,
where the evaluation of the sum of repulsive forces acts as one module and the
evaluation of the attractive vector acts as another module, the robot actuations
being simply a result of the vectorial sum of the output of each module.

Therefore, a solution more suitable than just replacing, in the navigation
system, the potential fields method by a different method, is to modify it for
non-holonomic vehicles in such a way that the method modularity is preserved.

3 Modified Potential Fields Method – The Unicycle Case

The kinematic model of the unicycle vehicle represented in Fig. 1 is given by[
v
w

]
=
[

r/2 r/2
r/2L −r/2L

] [
wR

wL

]
(2)

where v is the speed of the robot, w = θ̇ is the angular velocity of the robot,
wR and wL are the rotating speeds of the right and left wheels, r is the wheels
radius and L is half of the distance between the contact points of each wheel.

The non-holonomic nature of a unicycle vehicle does not allow movements in
arbitrary directions. The instantaneous velocity of the robot has always the same
direction as the robot heading (the vehicle body frame is depicted in Fig. 1). So
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Fig. 1. Kinematics model

it is much more natural to state the repulsion acceleration in two independent
components: the first component is the normal acceleration (along the y-axis)
and is given by ay = vw; the second component, the tangential acceleration of the
robot (along its direction of motion, the x-axis), is equal to the time derivative
of the instant velocity. The key point here is that the vectorial sum of these two
acceleration components does not necessarily need to have the direction of the
fictitious line that connects the obstacle and the robot, as was the case when
using the generalized method. In fact it can be a better approach to design the
robot behavior separately in terms of its angular and linear speed in the presence
of obstacles.

3.1 Potential Fields

The idea behind the potential fields method is the analogy with the movement
of electrically charged particles in free space: each one is repelled by the particles
with equal signs and attracted to the particles with opposite signs. The force
exerted by one particle on another has always the direction of that particle, with
an orientation opposite to the particle if the particles have the same sign and the
opposite orientation when the particles have different signs. The intensity of the
electrostatic force does not depend on the velocity of the particles: since the field
is radial it is sufficient to know the distances between them to completely define
the potential function. This is a natural consequence of the absence of restrictions
on the movement. Nevertheless it is not much useful to act regarding a repulsive
force generated by an obstacle whose position can hardly be reached due to
the robot kinematics restrictions. Instead of using a Euclidean distance, one
can “shape” the potential field to the non-holonomic nature of the robot. In the
unicycle case, in the absence of slippage, there is a restriction of movement along
the y-axis: vy is necessarily equal to zero for all times, and so it is convenient
to increase the repulsive force along the x-axis since the velocity has only a
component along that axis. There are many different possible potential field
shapes: the triangular potential field and the elliptic potential field are only two
examples. The former is described by the equation
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|y| = −|x|
m

+ d (3)

while the latter is given by

y2

d2 +
x2

(md)2
= 1 . (4)

In both cases x and y are the obstacle coordinates in the vehicle referential,
d is the potential value for that particular obstacle and m is a constant that
defines the potential field “stretch” along the feasible direction of movement
(the x-axis in the unicycle case). The constant m usually has a value greater
than 1, meaning that the potential value of an obstacle placed along the y-axis
equals the potential value of the same obstacle placed at a distance m times
larger along the x-axis. If the potential value is expressed in terms of x and y,
then

d =
|x|
m

+ |y| (5)

and

d =

√
y2 +

x2

m2 (6)

for the triangular and elliptic potential fields, respectively. It can also be useful
to express these potential fields in polar coordinates, respectively,

d = r

(
1
m

| cos ϕ| + | sin ϕ|
)

(7)

and

d = r

√
1

m2 cos2 ϕ + sin2 ϕ , (8)

where ϕ, the orientation of the obstacle relative to the robot, and r, the ob-
stacle distance, are obtained by the usual transformations, r =

√
x2 + y2 and

ϕ = arctan(y/x). The contour lines for both potential fields can be seen in
Fig. 2. Note that, in the generalized potential fields method [4], the potential
fields are described by d = r/ cos ϕ, since only the velocity component in the
obstacle direction is taken into account. Note that generally the potential value
corresponds to a distance to the robot using a different, non-Euclidian metric.
The generalized potential fields method also leads to a “stretch” of the potential
field in the direction of movement (see Fig. 3), as is the case of the triangular
and elliptic potential fields when m > 1 . Also note that if we set m = 1 in the
elliptic case a circular potential field is obtained and the distance in terms of
potential becomes an Euclidean distance.

Up to now nothing has been said about the navigation through the obstacles
and the repulsive forces themselves; in fact, the only purpose of this section was
to conceive the idea of a non-Euclidean distance that can prove itself more useful
when taking into consideration the non-holonomic restrictions of the robot. The
navigation algorithms will be presented in the next sub-sections.
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Fig. 2. Field countour lines, with m = 2
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Fig. 3. Potential fields used in (1)

3.2 Normal Repulsive Acceleration

The total applied acceleration in the direction perpendicular to the movement
is simply equal to the sum of individual normal accelerations, ay = ay1 + ay2 +
ay3 + · · · . Since ay = vw, where v is the robot linear speed, the last expression
can be written as

w = w1 + w2 + w3 + · · · . (9)

This means that the total normal acceleration of the robot is given by the sum
of individual angular velocities applied to that robot, apart a scale factor.

Should the robot generate the same path independently of its linear speed,
given an obstacle configuration and the initial conditions, one must ensure that
its curvature function C for those obstacles is independent of the linear speed.
Noting that C = w/v, if, for each obstacle i,

wi = c(di) · v , (10)
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where c(di) is a function of the distance di to the obstacle (measured using
the chosen potential field), then C = c(di) and the curvature function becomes
dependent only on the position of that obstacle. Generally that function is as-
sumed to decrease with distance: once again there are several candidates for the
curvature function. c(d) could be any of the following:

|c(d)| =
G

d − D
, (11)

|c(d)| =
G

(d − D)2
, (12)

|c(d)| =
{

G(1 − d/D) if d < D
0 otherwise . (13)

G is an overall gain and D is a parameter that controls the derivative of the
curvature function with respect to d, the distance of the target to the center
of the robot. D has distance units and in the case of (11) and (12) must be
dimensioned in order to guarantee that D < R, where R is the robot radius (if
it were not so the curvature function could reach a singularity). A careful choice
of values of D and G is critical in what concerns to the robot performance.

The signal of the curvature function is given by

c(d)
|c(d)| =

{
1 −π

2 ≤ ϕ < 0
−1 0 < ϕ ≤ π

2
. (14)

For ϕ = 0 the signal is undefined: it can be randomly assigned, but when multiple
obstacles exist there are other possible approaches (see Section 3.5).

3.3 Tangential Repulsive Acceleration

The total tangential acceleration is also given by the sum of the individual
tangential components, ax = ax1 + ax2 + ax3 + · · · , which can be transformed to

v̇ = v̇1 + v̇2 + v̇3 + · · · . (15)

For each obstacle, the tangential repulsive acceleration can be projected in
several ways: usually it should increase when the obstacle gets closer and should
decrease when the robot goes slower. This acceleration depends on the speed of
the robot and the distance to the target as well,

v̇ = F (d, v, . . .) , (16)

although it can also depend on the time derivatives of v and d when a dynamic
relation is used instead of a static one (e.g., a PID controller).

There is no need to use the same parameters, not even the same potential field
shapes, when modeling the normal and the tangential repulsive accelerations:
those two components are actually independent.



72 Bruno D. Damas et al.

3.4 Attractive Acceleration

To drive the robot to its desired final posture an attractive module is needed. This
module can consist of a path-follower or a posture stabilizer by state feedback.
For example, a simple controller one can design is{

wc = Kw(θref − θ)
v̇c = Kv(vref − v) , (17)

where θref and vref are respectively the desired angle and velocity and Kv and
Kw are controller parameters to be tuned. θref is defined as

θref = arctan
(

yref − y

xref − x

)
, (18)

where (xref , yref ) is the robot target position and (x, y) its current position. The
control algorithm is simple and the study of its stabilization properties is out
of the scope of this work: the goal is simply to achieve the target position with
a simple controller. Nevertheless, despite its simplicity, these controllers have
proven to be quite satisfactory when conjugated with the obstacle avoidance
modules.

Equations (9) and (15) simply state that after the obstacle avoidance modules
are designed the modules responsible for getting the robot to its target posture
can be added by simply summing the respective acceleration components.

3.5 Multiple Obstacles

Although (9) and (15) are extremely attractive, suggesting a natural sum of the
tangential and normal components relative to the respective obstacles, such an
approach has serious drawbacks: two small obstacles placed side by side would
give rise to a repulsive force much more stronger than the repulsive force caused
by an obstacle with an equivalent size and placed at the same position. Moreover
in many cases an autonomous robot has access only to measurements provided
by, e.g., a sonar or infrared ring placed around it, and has no clue on whether the
reading of two contiguous sensors belongs to distinct obstacles or to the same
object. A possible solution is to consider only the most critical obstacle at each
side of the robot, determining the nearest left and right obstacles and discarding
all the others. In the tangential repulsion case it suffices to get the nearest front
obstacle, and so the repulsive accelerations become defined as

wobs = c(dLMax) · v + c(dRMax) · v (19)

and
v̇obs = F (dFMax, v, · · · ) , (20)

where dLMax, dRMax and dFMax are respectively the minimum obstacle distance
at the left side, right side and front side of the robot, and F is a suitable func-
tion. When the nearest obstacle is located precisely in front of the robot, (19)
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(a) Overview (b) Detail

Fig. 4. Forces acting on the ball

becomes undefined; it is not recommended then to choose randomly the side to
which assign that obstacle, since such an approach can be a cause of undesirable
unstability. One can calculate the second nearest obstacle and then assign the
nearest obstacle to the second nearest obstacle side, creating a kind of hysteresis
that prevents the robot “hesitation”. The robot actuations are finally given by

w = wc + wobs

v̇ = v̇c + v̇obs
, (21)

where wc and v̇c are the attractive accelerations that try to drive the robot to its
final target and wobs and v̇obs are the repulsive accelerations due to the obstacles,
defined in (19) and (20).

4 Dribbling

To keep the ball controlled near the robot while the robot moves is a crucial and
a challenging problem under the RoboCup Middle-Size League rules. ISocRob
and other teams developed a flipper mechanism in order to dribble a ball better.

It is only possible to keep the ball between the flippers while navigating
through obstacles if the inertial and the friction forces exerted on the ball are
able to balance or overcome the torque originated by the centrifugal force at the
contact point (see Fig. 4). This means that

sin(α + β)Fctrf ≤ cos(α + β)(Ffr + Fin) , (22)

where Fctrf , Ffr and Fin are respectively the centrifugal, the friction and the
inertial forces, and where the angles are given by

α = arcsin
Rb − Lf

Rb
(23)

and
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β = arctan
L

1/C
. (24)

L is the distance between the midpoint of the robot and the midpoint of the
ball, Rb is the ball radius, C is the instant curvature of the robot and Lf is the
flippers width. It is assumed that the robot is turning left, i.e., w > 0 and that
v > 0. Note that, although the ball is “attached” to the robot, its velocity is only
equal to the robot velocity if the instant curvature is null; in the most general
case, since Cbvb = Cv, the robot and the ball speeds are related by

vb =
1

cos β
v , (25)

where v and vb are the robot speed and the ball speed. Cb is the instant curvature
of the ball, which can be obtained by

1
Cb

≈
√(

1
C

)2

+ L2 . (26)

The inertial, centrifugal and friction forces can be replaced, according to their
definitions, by

Fctrf = mbCbv
2
b = mb

C

cos β
v2 , (27)

Fin = mbv̇b = mb
v̇

cos β
(28)

and
Ffr = mbafr , (29)

where mb is the mass of the ball and afr is acceleration caused by the friction
force. Expression (22) consequently becomes Cv2 ≤ cot(α + β)[cos(β)afr + v̇],
leading to

w ≤ cot(α + β)
[
cos(β)

v
afr +

v̇

v

]
. (30)

The friction between the ball, the robot and the floor is usually very hard
to model accurately, as it usually does not depend exclusively on the ball speed
and its derivatives. If, for the sake of simplicity, only the term proportional to
the ball speed is taken into account when evaluating the friction force, e.g.,

afr = μfrvb = μfr
v

cos β
, (31)

where μfr is the friction coefficient, then (30) becomes

w ≤ cot(α + β)
[
μfr +

v̇

v

]
. (32)

Finally, when the curvature C of the robot is small enough, corresponding
to a large curved path, (32) simplifies to

w ≤ cot(α)
[
μfr +

v̇

v

]
. (33)

Since α is constant, (33) can be written as
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Fig. 5. Obstacle avoidance (vref = 0.5m/s)

w ≤ A + B
v̇

v
, (34)

where A = cot(α)μfr and B = cot(α).
The constant B is easily obtained since it depends only on the geometry of

the robot and the size of the ball. Constant A must be determined empirically.
Note that (34) is only a valid expression when the curvature is small enough; in
the most general case one should use (32). This model assumes that the robot
is always turning to the same side. When this is not the case and the robot
curvature function changes the ball goes from one flipper to another. Usually
that leads to some bouncing, which can actually be a serious problem. Note also
that a more sophisticated friction model may be needed to get better results.

Expression (34) states the dribbling fundamental restriction on the robot
movement. Usually the angular velocity is bounded in order to meet condi-
tion (34), although other more complex schemes may be found, restricting both
w and v̇, that meet that condition.

5 Experimental Results

The attractive acceleration components were obtained using very simple con-
trollers, namely those referred on (17), with Kw = 3 and Kv = 0.4. The re-
pulsive normal acceleration was based on (13), while the tangential acceleration
was based on a PD controller whose error is a function of distance also given
by (13). Both normal and tangential repulsions use an elliptic field with m ≈ 2.
All the experiments were performed using the robots of the ISocRob team. The
start point was (−3.5, 0) — left side of the camp — and the target position was
(3.0, 0) — in the right side of the camp.

Note that, as pointed out in Section 3.2, theoretically (10) makes the cur-
vature function independent of the robot speed. However the robot dynamics
effectively contribute to a degradation of the robot performance, especially at
high speeds. To take that effect into account, the parameter D of equation (13)
is a linear function of v, providing the robot with a faster response to obstacles
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Fig. 6. Obstacle avoidance with dribbling restrictions (vref = 0.5m/s)
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Fig. 7. Obstacle avoidance in a highly cluttered environment (vref = 1.0m/s)

at high speeds. Fig. 5 presents the robot path in the presence of obstacles and
the correspondent speed profile. Fig. 6 shows how the behaviour of the robot
changes when the dribbling restriction is active, with A = 0.3 and B′ = 0.19.
The value B′ = B/T , where T is the sampling time, is referred because a discrete
time version of equation (34) was used.

In Fig. 6(a), after the mid-field obstacle, the robot follows a wider path to
keep ball. It is also visible in Fig. 6(b) that the speed never decreases, since this
would leed to a ball loss.

Finally, Fig. 7 shows the robot response in a cluttered environment. The
dribbling limitations presented in Section 4 create considerable difficulties to
the task of traversing such a cluttered environment, unless the reference speed
of equation (17) is a very low one, decreasing the normal acceleration obtained
from the obstacle avoidance module (see equation (10)).

6 Conclusions

This paper introduced a modified version of the generalized potential fields
method. The modification allows different potential field shapes “stretchable”
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by changes in one parameter. It also allows a decoupled specification of the tan-
gential and normal components of the acceleration caused by an obstacle. These
accelerations can be seen as disturbances acting on the robot efforts to go to its
target posture, based on a suitable closed loop guidance controller. This algo-
rithm, such as all the other potential field based methods, can lead to situations
where the robot becomes trapped in a local minima situation, in particular in
highly cluttered environments. This does not pose too much of a problem since
that is precisely the underlying philosophy of that kind of method: to provide a
simple and fast, although non-optimal, way of moving to a desired posture while
avoiding collisions with other objects (this method is computationally unexpen-
sive, since it only needs to perform some simple calculations for each obstacle
distance measured). The independence of the normal and tangential components
of repulsive acceleration formulated in Section 3 can nevertheless provide a bet-
ter way of avoiding those local minima if the normal acceleration is preferred over
the tangential acceleration, leading to a behavior where the robot only brakes
when it has no place to turn. The escape from local minima should be left to a
path-planner, embebbed in the attractive module.

The method enables an elegant formulation of the required constraints for a
soccer robot to keep the ball while moving towards a given posture, also known as
dribbling. The general case and a simplified version, affine on the ratio between
the linear acceleration and velocities, are presented. These results have been
successfully applied to the RoboCup Middle-Size League robots of the IsocRob
team, leading to goals after a dribble, or 180 degrees turns with the ball.
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Abstract. Analyzing opponent teams has been established within the
simulation league for a number of years. However, most of the analyz-
ing methods are only available off-line. Last year we introduced a new
idea which uses a time series-based decision tree induction to generate
rules on-line. This paper follows that idea and introduces the approach
in detail. We implemented this approach as a library function and are
therefore able to use on-line coaches of various teams in order to test the
method. The tests are based on two ’models’: (a) the behavior of a goal-
keeper, and (b) the pass behavior of the opponent players. The approach
generates propositional rules (first rules after 1000 cycles) which have to
be pruned and interpreted in order to use this new knowledge for one’s
own team. We discuss the outcome of the tests in detail and conclude
that on-line learning despite of the lack of time is not only possible but
can become an effective method for one’s own team.

1 Introduction

The standard coach language provides the on-line coaches in the RoboCup soccer
simulation league with a possibility to rapidly change the behavior of his team.
In addition, its existence allows a competition between coaches. In order to
achieve a successful coaching, a lot of information about the opponent has to be
collected, to which the coach can react and change his own team according to
the opponent. For this reason several methods have been introduced in the past
to analyze on-line and to adapt to the opponents. These papers demonstrated
how to recognize team formation [Visser et al., 2001] or how to adapt to play
situations [Riley and Veloso, 2002]. [Drücker et al., 2002] showed the idea and a
first prototype of the method presented in this paper.

Very important aspects of the behavior of a soccer team are the goalkeeper
and the pass behavior.

A pass is a frequent event within a soccer game. It allows the team passing to
move the ball across a great distance in a short time and to defeat the opposing
defenders. Thus, successful passing can be a great advantage. On the other hand,
a pass is always a risk. When the ball is passing it moves without being guarded
by a team member who could change the direction of the ball, if necessary. This
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gives the opposing players the possibility to intercept the pass. These intercepted
passes are a certain disadvantage. When a team is passing less successful in
certain situations than in others, it makes sense for the opposing team to try to
create these situations as often as possible. However, in order to do this, it must
be known which factors lead to these mistakes.

Therefore, analyzing the goalkeeper the moment when he leaves the goal is
of special interest. A possibility to play around him or to reach a point near the
goal while he does not attack the forwards, produces great chances to score. It
is important to know which factors have led to the players’ decision. Also, it
is important to know the threshold where they react in a certain way. Thus, it
is crucial to use a method that is not hampered by pre-discreeted values but
does the discreetization itself. As the outcome of such a method should directly
be used by the on-line coach, the results require a certain form. They should
be employed to generate instructions for the players. For these constraints the
time series-based decision tree induction described in [Boronowsky, 2001] seems
suitable. As this method operates with continuous-valued time series, a pre-
discreetization of the data is not required. The method finds the split points and
therefore the thresholds where the analyzed player act.

2 Time Series-Based Decision Tree Induction

This method consists of a entropy minimization heuristic that only has to be
calculated for certain points as opposed to C4.5[Quinlan, 1993] where all possible
split points are calculated. This is an important advantage to other decision tree
algorithms. Due to the great amount of possible split points, the calculation
effort can be very high with continuous data.

The basic ideas for the optimization of the method we use are similar to
those of ID3 and C4.5 described in [Fayyad and Irani, 1992]. It shows that the
entropy minimization heuristic can only be minimal at the so-called boundary
points. A boundary point is a point within the range of a certain attribute whose
neighbors belong to two different classes. Thus, the range of an attribute holds
for a boundary point T , and

A(e1) < T < A(e2). (1)

E1, e2 ∈ S belong to the set of all samples S, A(e) is the attribute value of e and

¬∃e3 ∈ S : A(e1) < A(e3) < A(e2) (2)

where e1 and e2 belong to disjunctive classes.
This approach already leads to a noticeable increase in efficiency given ap-

propriate samples. If the samples include overlapping classes the increase of
efficiency ends. There are boundary points in the overlapping area in such cases.
The calculation then has to be done for all these points because the entropy min-
imization heuristic can be minimal for all of them. In RoboCup environments
such overlapping areas cannot be ruled out.
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Fig. 1. Qualitative abstraction of the behavior of a goalkeeper

It can be shown though that for continuous equal distributions the entropy
minimization heuristic can only be minimal at so-called true boundary points.
True boundary points are those boundary points that are located at the bound-
aries of the interval of one class assignment. When a continuous equal distri-
bution can be reached, the number of interesting points can be reduced and
therefore the calculations. This leads to an significant increase in efficiency.

Since this decision tree induction does not work on a set of examples but on
time series, the calculation of the optimal split point does not depend on the
amount of examples belonging to a certain class. Instead, it depends on the time
interval of such an assignment. Instead of freq(Cj , S) and |S| the interesting
issues are

– the duration of the assignment of the time series smaller than the split point
y to a class Cj timeCj

(y),
– the duration of the assignment of the time series above the split point

timeCj
(y), and

– the total duration of the assignment to one class tmaxCj
.

Thus, there isn’t an assignment to a class for every single sample, but there
is a qualitative abstraction to one or a combination of multiple time series.
This defines which time intervals are assigned to which class. Figure 1 shows an
example of a qualitative abstraction of a time series. It shows the behavior of a
goalkeeper. At time tbegin the distance between the keeper and the goal remains
stable. At time t1 the distance increases which means that he leaves the goal.
This state holds until time t2. The function will be abstracted to class Bstays

and Cleaves accordingly.
For partial linear measured value gradients it can be shown that the entropy

minimization heuristic can be calculated efficiently [Boronowsky, 2001]. This is
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based on the characteristic that the duration of a class assignment timec(y) for
partial linear measured value gradients can be described by linear functions.
Such linear durations of class assignments are continuously equally distributed.
Thus, the correlation between a continuous equal distribution and an entropy
minimization heuristic, as described above, can be used.

It is therefore possible to perform an efficient decision tree induction for con-
tinuous valued time series, if these time series consist of partial linear functions.
As it cannot be assumed that such partial linear measured value gradients are
found, they must be adapted in an appropriate way. This is done by an ap-
proximation of the continuous measured values by partial linear functions. As
an approximation does not exactly equal the original function an approximation
error occurs. This error should be as small as possible, especially at the split
points. In general, one can achieve a better approximation by increasing the
number of linear functions. On the other hand, this leads to a higher number
of potential split points. Thus, the reduction of the approximation error leads
to a loss of efficiency. Although, certain points seems to be very important and
should therefore be used as boundary points for the linear functions. These are

– the start and end of the used time series
– the times of a change in the class assignment
– the extreme values of the measurement course

It makes sense to use the start and end of the time series because this is
the only way to represent the whole series. By using the points where the class
assignment changes as boundary point for the linear approximations, a linear
function is always assigned to exactly one class. This makes the calculations
of the duration of class assignments easier. The extreme values are interesting
because they give the option to find a split point, which separates the time series
in such a way that the complete series assigned to one class is under or above
this split point.

With these partial linear functions the entropy minimization heuristic only
need to be calculated for the boundary points of the linear functions because it
can only be minimal at these points. Fig.2 shows an approximation with four
boundary points (1-4) and the according four points for potential horizontal
splitting (y1-y4). To calculate the entropy, the information contents of the du-
ration of class assignments and (info(y)) an above (info(y)) the potential split
point has to be calculated.

info(y) = −
∑
i∈C

timei(y)∑
k∈C timek(y)

ln

(
timei(y)∑

k∈C timek(y)

)
(3)

info(y) has to be calculated in the analogue, by changing time(y) to time(y).
The entropy can be calculated by

entropy =
∑

i∈C timei(y)info(y) +
∑

i∈C timei(y)info(y)∑
i∈C tmaxi

(4)
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This calculation must be done for all boundary points in all time series.
At the point where the results are minimal the according time series is split
horizontally. All the others are split vertically at certain points. These points
are those where the horizontally splitted time series crosses the value by which
it is split. The result is that two new time series are created for every existing
time series. One consists of those time intervals in which the horizontal splitted
series is greater than the split threshold and the other of those where it is not.
This process is then repeated with the two new sets until a certain end criterion
is reached.

Fig. 2. Partial linear approximation
with potential points for horizontal
splitting

The ending criterion cannot be the
number of correct classified examples as
used in regular supervised symbolic ma-
chine learning techniques. As it is a time
series-based method the ending criterion
should be the correct classified time in-
tervals.

At the splitting of the time series the
approximation error has to be considered.
If the splitting is only calculated by the
approximations and not on the basis of
real functions there can be errors in the
horizontal as well as in the vertical split-
ting. At the horizontal splitting the ap-
proximation can be different from the real
value on the time axis and at the vertical
there can occur an error on the ordinate.

This can be prevented by adapting the approximation in a suitable way. There-
fore, all points are added to the approximation that should be split horizontally
where the real functions crosses the threshold y. To the other approximations
new points are added at all vertical split points.

3 Preprocessing of the Used Data

In order to use the method in an online-coach it has to be defined what should
be analyzed and which data should be used for it. In this paper we focus on two
scenarios:

1. We analyze the moment when the goalkeeper leaves the goal.
2. We analyze the pass behavior of opponent players

In order to do this a suitable qualitative abstraction must be found. It defines
which time intervals are assigned to which class, e.g. if the goalkeeper leaves the
goal or if he stays on the line. This leads to the problem that the things that
should be learned are not always directly included in the data provided by the
soccer server. Therefore, the given data have to be combined or even an element
of guessing has to be included. It is important to note that we can only analyze
what is happening and that we cannot recognize the player’s intention.
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The result of this method always depends on the abstraction. If the abstrac-
tion is not correct something different is learned. A slight error in the abstraction
of the goalkeeper could lead to a tree that has learned the movement of the goal-
keeper rather than when he is leaving the goal. These results cannot be used
correctly to improve the behavior of a team.

In order to use a decision tree algorithm it is necessary to choose suitable
attributes from which the tree is built. It is essential that these attributes rep-
resent those values that are important for the decisions of the opponent player.
If they are not represented in the attributes the behavior cannot be learned.

3.1 Analysing Goalkeeper Behavior

Fig. 3. Cone from ball to both sides of
the goal and some positions of oppo-
nent players (1-3) as attributes for the
learning process

In the analysis of the goalkeeper’s behav-
ior the moment when he leaves the goal
is of special interest, because this is when
the goal becomes vacant. Thus, a qual-
itative abstraction is chosen which rep-
resents this behavior. The movements of
the goalkeeper are represented in three
classes, (a) goalkeeper stays in goal, (b)
goalkeeper leaves goal and (c) goalkeeper
returns to goal. This calculation is based
upon the movement of the goalkeeper to-
wards the ball. If he moves towards the
ball he leaves the goal, and if he goes away
from the ball he returns to the goal. In all
other cases he stays in the goal. This is
not always correct in relation to the goal,
but it represents what should be learned.
The movement vector of the goalkeeper
and the position of the ball are used to
compute the abstraction. The length of
the movement vector gives the speed, and
the angle between the movement vector
and a vector from the goalie to the ball
are used for the direction.

As described above, suitable attributes must be chosen. These attributes
should include those that are used by the analyzed goalkeeper to make his deci-
sions. The position of the ball seems to be very important. It will be the major
aspect in the goalkeeper’s decisions. Murray [Murray, 1999] even describes a
goalkeeper whose decisions are totally based upon the ball position. Because of
the relative view of the goalie and the abilities of our own players, the relative
distance of the ball to the goal and the goalkeeper seems more interesting than
its absolute position. Another interesting fact are the positions of the other play-
ers (see figure 3). Especially those who can directly interfere in a possible shot
at the goal. Particularly the players within the penalty area are relevant to the
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goalkeeper because of his ability to catch the ball. This is why he may react
differently to players in this area. Thus, the number of forwards and defenders
in the penalty area is used to analyze the goalkeeper.

Very important for a goalkeeper is the question whether the opposing ball
carrier can run and shoot at the goal without being attacked by a defender. In
these cases a goalkeeper should leave the goal and run towards the ball carrier
to prevent him from shooting into a free corner of the goal. Hence, the defenders
within a cone from the ball to the sides of the goal (figure 3), which are likely
to intercept the ball, are used as an attribute for the decision tree.

3.2 Analysing Passes

In order to analyze the pass behavior, a qualitative abstraction and some input
values have to be found. This leads to some problems owing to the kind of the
present data. The coach only knows the positions and movements of all players
and of the ball, but not whether a player kicks the ball or not and in which
direction the ball was kicked. Therefore, it is impossible to see in the data given
by the soccer server who kicked the ball or even if the ball was passed at all.

However, because there are certain rules describing the changes in speed and
direction of the ball, it can be calculated from the movement of the ball whether
it was kicked or not. Without being kicked by a player the ball cannot gather
speed. The same applies to a sudden stop. In both cases a player must have sent
a kick command.

This does not apply to a change of direction. A direction change could also
happen as a result of a collision with a player. Thus, it cannot be verified that the
ball was kicked when it changes its direction. A bigger problem is the question
who kicked the ball. Suppose the ball is within the kickable area of one player
and one of the events described above happens at the same time. Then, only that
player can be the one who kicked the ball. But if the ball is in the kickable area
of several players it cannot be determined who kicked it. It also is not possible to
tell which intention the player had when he kicked the not be told. On the other
hand, it makes no difference to a team whether it gets the ball by intercepting a
pass, by dribbling, or by a goal shot. If a team can provoke situations that lead
to an interception always has an advantage.

These considerations lead to a qualitative abstraction based upon two kick
events. Every kick event is compared with the prior one. It is important which
players did the two kicks. The qualitative abstraction assigns these events into
four classes:

– pass between two opponents,
– opponent dribbles,
– pass of an opponent was intercepted, and
– team-mate kicked the ball.

A kick command is supposed to have happened if the ball gathers speed or is
suddenly stopped. The player who is next to the ball is assumed to have kicked.
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Fig. 4. A passing situation, attributes are
positions of the opponent players, sur-
rounding of the ball carrier (e.g. distance
and directions of nearest player)

When defining which data should
be used as attributes for the learn-
ing method one has to take into ac-
count that the method has to find out
what the player does. Therefore, it is
important to use the values used by
the player while making decisions. The
surroundings of the ball carrier are of
special significance for the analysis of
pass behavior, especially the distances
and directions of the nearest players
(see figure 4). It makes no sense to use
absolute positions because the player
only gets local information and is likely
to make his decisions based on relative
values, as given to him by the server.
Also, players far away from the ball
carrier are of no importance. The ball
carrier does not see them well, maybe

not at all, and a pass across a very long distance is a high risk. Thus it is unlikely
that such players play an important part in the decisions of the passer.

While calculating the angles to the other players, it has to be taken into
account that in soccer it is more important whether a player is located towards
the middle of the field or towards the sideline than to the right or to the left. If
e.g. the ball carrier is attacked from his left side it has a different meaning to
him whether he is on the right or on the left side of the field. If he is on the right
the defender blocks his way to the goal and pushes him towards the sideline. On
the other hand, if he is on the left side the defender attacks him from the sideline
and the way towards the goal is free. This applies even more in the simulation
league because there are only physical differences between the players if a team
uses the optional heterogeneous players. And all players can kick the ball to the
left as well as to the right. This is why all angles on one half of the field are
flipped horizontally. As a result, all passes to the middle have a similar angle
and can be represented by the decision tree in the same branch.

Another aspect is the horizontal position of the passing player. The pass
behavior may change depending on how far the ball carrier is away from his goal
line. E.g. a pass played directly in front of the own goal carries a high risk of
being intercepted, thus leading to a good scoring position for the opponent, while
a pass in front of the opposing goal may give team-mates the chance to score.
Additionally, some parts of a team may pass with a higher risk than others.
VirtualWerder 00/01 does take this differences into account. The defenders play
as securely as possible while the forwards sometimes even pass into the penalty
area without knowing whether anybody is there.

In both cases, goalkeeper and pass behavior, the decision tree algorithm is
used every 1000 cycles to generate rules about the opponent’s behavior.
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Table 1. Typical input data for the learning algorithm w.r.t. a goalkeeper

Series 0 Series 1 Series 2 Series 3 Series 4 Series 5 Class
1 50 0 52.5 1 0 3 0
2 50 0 52.5 1 0 3 0
3 50 0 52.5 1 0 3 0
...

...
...

...
...

...
...

...
1000 88.1415 0.487918 90.3164 1 0 0 1

4 Results

To test the quality of the method several test games were played with different
teams of last year’s competition. VirtualWerder, Robolog Koblenz and Karlsruhe
Brainstormers were used to evaluate the implemented algorithm. Robolog was
used because, in contrary to most other teams, it is logic- based. The were chosen
because they represent a reactive team and because they finished second in the
last competition.For technical reasons, Tsinghuaeolus, the world champion, could
not be used. It is a Windows-based team while the computers available for the
tests where Linux computers. The binaries of FC Portugal were not available at
the time of the tests.

4.1 Goalkeeper

To analyze the goalkeeper a qualitative abstraction was used based upon the
movement of the goalkeeper, as described above, and six time series. Here are
the time series:

– Series 0 - distance ball goalkeeper
– Series 1 - speed of the ball
– Series 2 - distance ball goal
– Series 3 - number of defenders within the penalty area
– Series 4 - number of forwards within the penalty area
– Series 5 - number of defenders that may intercept a direct shot at the goal

After 1000 cycles the decision tree is computed for the first time, based on
data shown in table 1.

For the tests with respect to the analysis of the goalkeeper ten test games
where played with

– Robolog vs Brainstormers
– Robolog vs VirtualWerder

In the first constellation, both goalkeepers were analyzed, and in the second,
for technical reasons, only the one from Virtual Werder.
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Fig. 5. The Brainstormers goalkeeper in a game against Robolog

Fig. 6. The VirtualWerder goalkeeper
in a game against Robolog

The rules concerning the Brainstorm-
ers’ goalkeeper are shown in figure 5. We
see that the goalkeeper reacts at different
distances to the ball (series 0) depending
on the number of attackers in the penalty
area (series 4). This change in the distance
was often noticed but sometimes it de-
pended on the number of defenders in the
penalty area. However, this might be the
same because both sounds like a break-
away.

The tests with the VirtualWerder
goalkeeper revealed noticeable longer
rules than with the two other goalkeepers.
One possible explanation is that the Vir-
tualWerder field players cannot keep the
ball out of their penalty area and there-
fore the goalkeeper needs often to react.
As this leads to more changes between the
classes, he can be better analyzed or he
may have a more complex behavior than
the others. The rules in figure 6 reflect
a part of the behavior of the VirtualW-

erder goalkeeper in a game against Robolog. The rules show that the goalkeeper
changes his behavior depending on the number of defenders in the penalty area
(series 3). The first rule reveals that he stays in the goal if there are no defenders
present. While the second and third shows that if there are one to four defenders
(rules 2 and 3,) he makes his decision based on the speed of the ball (series 1)
and the distance from the ball to him. Having more than four defenders within
the penalty area (rules 4 and 5,) the decision is based on the distance of the ball
to the goal (series 2).

The decision tree method does not produce interesting results about the
goalkeeper if there are not enough scenes where he reacts. This can happen if
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Table 2. Typical input data for the learning algorithm w.r.t a pass

Series 0 Series 1 Series 2 Series 3 Series 4 . . . Series 9 Class
1 9.01388 -2.33172 10.5 -1.5708 10.1623 . . . 0 0
2 9.01388 -2.33172 10.5 -1.5708 10.1623 . . . 0 3
3 9.01388 -2.33172 10.5 -1.5708 10.1623 . . . 0 3
...

...
...

...
...

... . . .
...

...
1000 7.93404 0.904754 8.04407 1.64693 8.92419 . . . -35.3793 1

the opponent is too strong for the team of the coach. It may happen that one
team is not able to bring the ball into the opposing penalty area. Sometimes
teams even have problems to cross the middle line. In these cases the goalkeeper
does not have to act often enough to be analyzed, or maybe he doesn’t act at all.
In such cases the method only delivers one rule saying that the goalie doesn’t
move at all. But this is no problem, because if the goalkeeper needs not to act it is
not an advantage to know what he would do if he had to. At first the other parts
of the play have to be improved. If this is possible fast enough there might be
enough information to analyze the goalkeeper later on when there is a possibility
to draw an advantage out of this knowledge. This problem was revealed by the
tests with VirtualWerder. This team was not able to produce enough pressure
on the other two teams to produce enough goalkeeper-scenes. Thus, there were
no sensible results about the other teams from these games.

4.2 Pass

According to the reflections in 3.2 ten time series had been chosen as attributes
to analyze the pass behavior.

– Series 0 - distance to the next opponent
– Series 1 - angle to the next opponent
– Series 2 - distance to the second next opponent
– Series 3 - angle to the second next opponent
– Series 4 - distance to the next team-mate
– Series 5 - angle to the next team-mate
– Series 6 - distance to the second next team-mate
– Series 7 - angle to the second next team-mate
– Series 8 - side of the passer
– Series 9 - x-position of the ball

The distances and angles are always relative to the ball carrier because he
makes his decisions based on his own perceptions. Because of the reasons de-
scribed above, the angles are horizontally flipped in one half of the field, hence,
the angles towards the middle of the field are always negative while the angles
towards the sidelines are positive. After 1000 cycles the rules are generated from
data shown in table 2.
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The first tests showed that a pass is a frequent event, but owing to the short
period of time of the actual passing, the total duration of the ’passing classes’ is
too short. In less than 10% of the time an actual pass is happening. But this is
not sufficient to produce good results.

To get rules about the behavior of the opponent from such a rare event with
the described decision tree method no error-based pruning can be done. Splitting
the samples into the two not-passing classes dribbling and ball with the other
team, leads to rules which are in more than 90% correct. With these values the
error used to end the decision tree algorithm must be noticeably smaller than
10%.

Fig. 7. The passing behavior of the Brain-
stormers in a game against Robolog

However, if the according thresh-
old is set to such a low value prob-
lems of overfitting occur. This means
that the necessary generalization is
lost and the tree exactly learns the
samples given to the algorithm. But
this is not what we want because the
results should be used to adapt the
own team to the opponent. Overfit-
ted rules describe how the opponent
has acted in special situations but
not how his general behavior oper-
ates. This cannot be used to predict
the future behavior of the opponent.
Thus, another way to improve the re-
sults must be found.

The results of a learning algo-
rithm can also be changed by mod-
ifying the input values. In this case

the problem is obviously the qualitative abstraction. It does not assign enough
pass classes. This is a result of the shortness of the pass event. So if there would
be a possibility to increase the duration of such an event this should improve
the results noticeably. A close look at the game reveals that the positions of the
players does not change much between two cycles, thus the environment short
before and after the pass is very similar to the one at the pass itself. Hence,
they can also be assigned to the same pass class. As a result the pass event is
not longer analyzed, but the situation leading to a pass. If the two cycles before
and after the actual event are also assigned to the class, the decision tree can be
built without the overfitting problem.

To test the method on passes again Robolog Koblenz, Karlsruhe Brainstorm-
ers and VirtualWerder were used. Again, ten games were played between Robolog
and Brainstormers, VirtualWerder and Robolog and VirtualWerder and Brain-
stormers. The game Robolog against Brainstormers revealed for the pass be-
havior of the Brainstormers rules as in figure 7. The first rule showed that the
Brainstormers had problems if they were attacked by two players (series 0 < 0.9,
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series 2 < 3.6). In this case they always lost the ball. But if the second opponent
was more than 3.6m away they only lost the ball 12% of the time. The small
value used to split series 0 shows that the Brainstormers react very late. The
ball is already in the kickable area of the attacker.

In the ten games between Robolog and Brainstormers there were always
similar values in the rules, but not all at all times and not in the same order.
Although very similar rules to those above could be found in the half of all
games, the values just differed slightly .

Fig. 8. The passing behavior of Robolog in a
game against Brainstormers

While analyzing the passing be-
havior of Robolog, the coach found
rules like in figure 8. These rules
reveal that Robolog tends to lose
the ball if one of their own play-
ers is near to the ball carrier (se-
ries 4 < 0.5m) except if the at-
tacker is coming from behind (se-
ries 1 < -1.36), in this case they are
passing very successfully to a team
mate. The problem of two Robolog
player close to each other was re-
vealed in nearly every game. It was
found in the games against Virtu-
alWerder as well.

The tests with analyzing passes
also showed that the difference in
the quality of the teams influences the results. It is, however, not nearly as great
as with the goalkeeper where it could happen that a goalkeeper did not have to
move during a whole game which made an analysis of his behavior impossible.
It is not as obvious with the passes because even with a weak opponent all
teams still passed. Though VirtualWerder could not put much pressure on the
Brainstormers there were only few interceptions and thus they have only seldom
appeared in the results.

4.3 Related Work

Similar work has be done by Raines and colleagues (1999). They describe a pro-
gram called ISAAC for off-line analysis that uses C5.0 and pattern matching
to generate rules about the success of individual players and team cooperation
in certain key events. Key events are events which directly effect the result of
the game. The only one used in ISAAC is a shot at the goal. These events are
analyzed, similar to the approach in this paper, with a decision tree algorithm.
However, ISAAC has to be is used off-line, thus the program is not able to
support real-time conditions. The team cooperation is analyzed by a pattern
matching algorithm. This patterns are kicks of the ball by certain players which
lead to a goal. The rules produced by ISAAC are intended support the develop-
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ment of the analyzed team. Therefore, they show how successful the team is in
certain situations but not in which situations the players show which reaction.

An other off-line approach is described in [Wünstel et al., 2000], it uses self
organizing maps to analyze the players movement and the players movement in
relation to the ball. The trained map can be used to determine which kind of
movement is done how often in a game. The results of this method show which
kind of movements a player performs, but not in which situations he is doing so.

In the RoboCup 2000 the VirtualWerder coach [Visser et al., 2001] analyzed
the opponent with an artificial neuronal network. The network was trained from
log-files, from past competitions, to recognize 16 different team formations. To
react on the opposing formation the coach was able to change the behavior of
his own players.

Riley and Veloso (2002) use a set of pre-defined movement models and com-
pare these with the actual movement of the players in set play situation. In new
set play situations the coach uses the gathered information to predict the op-
ponent agent’s behavior and to generate a plan for his own players. The main
difference to the approach described in this paper is that they analyze the move-
ment of all players in set play situations, while the decision tree approach an-
alyzes certain behaviors of single players and how successful they are in these
situations.

5 Conclusion and Future Work

We showed that on-line learning is possible in time-critical environments as
demonstrated in the simulation league. The idea is to see an object in the game as
a time series. We applied a qualitative abstraction of those time series and used a
new approach which is able to discreetize the time series in a way that the results
are useable for symbolic learning algorithms. We implemented the approach
and ran various tests in real games. We were using two scenarios to analyze
the behavior of the goalkeeper and the pass behavior of opponent players. The
discussion indicated that the knowledge derived from our approach is valuable
and can be used for further instructions to players of the analyzed team. At
present, results are generated every 1000 cycles, however, this depends on the
situation to be analyzed.

At the moment we are developing our on-line coach in a way that he can
use the results of the described approach and give instructions to his players.
In order to use the collected rules and get advantage from them they still need
to be processed in order to generate advice and to transmit it through the
standard coach language to the players. For this purpose the rules should be
refined. This process should e.g. reduce the number of attributes in a rule. One
attribute should occur in one rule more than twice to mark a range of a value.
Additionally, rules which cannot be transformed into advice for the own team
can be deleted. The approach is very promising and we hope that first results
can be seen on-line at the competitions in June.

If we try to generalize our approach the following statements can be made.
Firstly, the proposed minimization heuristic has been successfully applied in
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a scenario for a qualitative substitution of sensors [Boronowsky, 2001]. It has
been shown that qualitative cohesions between measurement-value time series
are generally valid and that these cohesions can be discovered by automatic
knowledge extraction procedures. The heuristic was also employed with respect
to a qualitative analysis of a technical system. The scenario is purification of
sewage water under experimental conditions dealing with two regulation circuits.
They are regulating the pH value and the oxygen content. The results show that
the regulation of both the pH value and the oxygen content can be modelled
qualitatively.

Secondly, the method can be used to generate more rules skipping pruning
techniques. Usually the amount of generated rules have to be decreased in order
to derive comprehensible rules. This can done with the help of pruning methods
while creating the decision tree. There are also ideas of how to automatically
reduce the number of rules after being generated. This is investigated currently
in a project and is subject of a masters thesis. However, sometimes pruning is
not an option at all, e.g. if the number of generated rules are to small. In this
case, we would be able to skip the pruning methods and therefore generate more
rules. These rules should then enable a domain expert to either verify given
hypothesis or producing hypothesis about a certain domain.
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robocup-agenten am beispiel des torwarts.
http://www.uni-koblenz.de/ag-ki/ROBOCUP/PAPER/papers.html.

Quinlan, 1993. Quinlan, J. (1993). C4.5 Programs for Machine Learning. Morgan
Kaufmann.

Raines et al., 1999. Raines, T., Tambe, M., and Marsella, S. (1999). Automated as-
sistants to aid humans in understanding team behabiors. In Veloso, M., Pagello, E.,
and Kitano, H., editors, Proceedings of the Third International Workshop on Robocup
2000, Robot Soccer World Cup IV, volume 1856 of Lecture Notes in Computer Sci-
ence, pages 85–102, Stockholm, Sweden. Springer-Verlag.

Riley and Veloso, 2002. Riley, P. and Veloso, M. (2002). Recognizing probabilistic
opponent movement models. In RoboCup-01, Robot Soccer World Cup V, Lecture
Notes in Computer Science, Seattle, Washington. Springer-Verlag. in print.



Using Online Learning to Analyze the Opponent’s Behavior 93
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Abstract. Two frameworks of hidden Markov modeling for multi-agent
systems and its learning procedure are proposed. Although a couple of
variations of HMMs have been proposed to model agents and their inter-
actions, these models have not handled changes of environments, so that
it is hard to simulate behaviors of agents that act in dynamic environ-
ments like soccer. The proposed frameworks enables HMMs to represent
environments directly inside of state transitions. I first propose a model
that handles the dynamics of the environments in the same state transi-
tion of the agent itself. In this model, the derived learning procedure can
segment the environments according to the tasks and behaviors the agent
is performing. I also investigate a more structured model in which the
dynamics of the environments and agents are treated as separated state
transitions and coupled each other. For this model, in order to reduce the
number of parameters, I introduce “symmetricity” among agents. Fur-
thermore, I discuss relation between reducing dependency in transitions
and assumption of cooperative behaviors among multiple agents.

1 Introduction

When we train an agent or a team of agents (learners) to imitate behaviors
of another agent or team (demonstrators), we must determine a framework to
model agents or teams. Hidden Markov Model (HMM) is a popular candidate
for this purpose. Because the behaviors of intelligent agents are complicated and
structured, however, we should apply HMM carefully.

Suppose that we write a code of a reactive soccer agent by hands. We may
write the following code for it:

while(true) {
if (〈is my role a passer ?〉) {
if (〈is a receiver near ?〉) {

〈kick the ball to the receiver !〉; ...
〈change my role to receiver !〉; }

else if (〈found dribbling course ?〉...
}
else if (〈is my role a receiver ?〉) {
if (〈find an open space ?〉) {

〈move to the space !〉 }... }
else ... }

G.A. Kaminka, P.U. Lima, and R. Rojas (Eds.): RoboCup 2002, LNAI 2752, pp. 94–110, 2003.
c© Springer-Verlag Berlin Heidelberg 2003
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As shown in this example, situations (combinations of states of the environment
and the agent) are segmented into finite states like “is a receiver near?” and
“found dribbling course?”. These segmentations are vary according to agent’s
role or intention. In this example, “is a receiver near?” is not used when the
agent’s role is “receiver”. In the context of the imitation learning, it is important
to estimate what kind of segmentation of environment a demonstrator is using.
The difficulty of the segmentation of environment is that the segmentation should
change according to agent’s current intentions that are usually invisible. This
means that segmentation of environment should be acquired in the same time
of learning intentions in the context of imitation learning.

In addition to it, when agents interact with each other, it is necessary to
assume a kind of structure of states in HMM. In the above example, whole situ-
ations are classified into states based on roles of agents (“passer” and “receiver”)
and conditions of the environment (“is a receiver near?” and so on). Because it
is difficult to acquire such structure through learning, it is better to use HMM
in which states are structured suitably. In this case, we must pay attention the
learning performance and reasonabilities of the structure.

In this article, I propose frameworks of HMM that can segment environment
interaction between agents effectively through learning. In the following sections,
I introduce a integrated HMM of agents and environment for learning of seg-
mentation of environment in Section 2, and framework of HMM to represent
interaction of agents in Section 3.

2 HMM for Agents in Dynamic Environment

2.1 Agent Model

In general, an autonomous agent is modeled as a Mealy-type HMM (shown in
Figure 1(a)), in which the agent’s behaviors are decided by the following manner:

– The agent has finite internal states.
– The internal state is transfered in a discrete time step.
– The next state (s〈t+1〉) is determined only by the previous state (s〈t〉).
– The agent’ action (a〈t+1〉) is selected by the current state transition

(s〈t〉→s〈t+1〉).

Moreover, in order to represent agent’s behavior in a dynamic environment,
we need take effect of interaction between the agent and the environment in
account. Strait forward implementation of the effect is using input-output-type
HMM [BF95,JGS97a], in which the data from the environments are treated as
input for the HMM. However, using the such HMM has the following drawbacks:

– If an HMM handles the environment as input, the HMM may not include
world model by which agent can predict changes of the environments.

– When the data from the environment consists of continuous values, we need
additional mechanisms to handle the continuous values to bridge them to
HMM’s behaviors.
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s<t-1> <t>s <t+1>s

a<t-1> a<t> a<t+1>

Action Sequence

s<t-1> <t>s <t+1>s

e<t-1> e<t> e<t+1>

a<t-1> a<t> a<t+1>

Action Sequence

Environment Sequence

(a) Agent Model by Mealy-type HMM. (b) Agent Model by Moore-Mealy-type
HMM.

Fig. 1. Agent HMM.

In order to overcome these drawbacks, we introduce the following assumption:

– The internal state and the environment has a probabilistic relation.

This means that the environment (e〈t〉) can be determined by the internal state
(s〈t〉) under the probabilistic relation (Pr(e〈t〉|s〈t〉)). In other words, the changes
of the environment can be handled as a Moore-type HMM (Figure 1(b)).

In summary, an agent and its environment can be defined as a combination
of Moore- and Mealy-type HMM (MM-HMM) as follows:

Agent = 〈S,A,E,P ,Q,R,π〉 ,

where S = {si} is a set of internal states, A = {ai} is a set of action symbols,
E = {ei} is a set of environment symbols, P = {pij = Pr(j〈t+1〉|i〈t〉)|i, j ∈ S,∀t}
is a probability matrix of state transitions, Q={qij(a)=Pr(a〈t+1〉|i〈t〉, j〈t+1〉)|i, j
∈ S, a ∈ A,∀t} is a set of probability functions of actions for each transition,
R = {ri(e) = Pr(e〈t〉|i〈t〉)|i ∈ S, e ∈ E,∀t} is a set of probability functions of
environment for each state, π = {πi = Pr(i〈0〉)} is a set of probability functions
of initial states, and 〈t〉 on the right shoulder of each variable indicates time t.

2.2 Learning Algorithm

Suppose that a learner can observe a sequence of demonstrator’s actions {a〈1〉 . . .
a〈T 〉} and changes of an environment {e〈0〉 . . . e〈T 〉}. The purpose of the learner is
estimate an HMM that can explain the given action and environment sequences
most likely. We can derive a learning procedure based on the combination of
Baum-Welch algorithms for Moore-type and Mealy-type HMM as follows:
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For given a set of sequences
〈{a〈1〉 . . . a〈T 〉}, {e〈0〉 . . . e〈T 〉}〉, the forward

(α〈t〉(j)) and backward (beta〈t〉(i)) probabilities are given by the following re-
cursive formulas.

α〈t〉(j) =

⎧⎪⎨⎪⎩
πjrj(e〈0〉) ; t = 0∑
i∈S

α〈t−1〉(i)pijqij(a〈t〉)rj(e〈t〉) ; otherwise

β〈t〉(i) =

⎧⎪⎨⎪⎩
1 ; t = 0∑
j∈S

pijqij(a〈t+1〉)rj(e〈t+1〉)β〈t+1〉(j) ; otherwise

Using these probabilities, pij , qij(a), ri(e) and πi are adjusted by the following
formulas:

pij ←

∑
t

ξ〈t〉(i, j)∑
t

γ〈t−1〉(i)
qij(a) ←

∑
t|a〈t〉=a

ξ〈t〉(i, j)∑
t

ξ〈t−1〉(i, j)

ri(e) ←

∑
t|e〈t〉=e

γ〈t〉(i)∑
t

γ〈t〉(i)
πi ← γ〈0〉(i)

where

ξ〈t〉(i, j) =
α〈t−1〉(i)pijqij(a〈t〉)rj(e〈t〉)β〈t〉(j)

P (a〈∗〉, e〈∗〉|Agent)

γ〈t〉(j) =
α〈t〉(j)β〈t〉(j)

P (a〈∗〉, e〈∗〉|Agent)

2.3 Segmentation of Environments
When the above learning succeeds, the learner gets a suitable HMM, each of
whose states corresponds a combination of internal intentions of the demonstra-
tor and fragments of the environment. In other words, the representation of the
intention and the segmentation are mixed in a set of states. While such repre-
sentation is enough to imitate demonstrator’s behavior, it will be still useful to
know how the HMM segments the environment.

In the MM-HMM context, the segmentation of the environment means how
each data of the environments is mapped to the states of the HMM. Therefore,
the segmentation is represented by a probability function Pr(s|e) where e is an
environment data and s is an internal state of HMM. This probability can be
calculated by the following equation:

Pr(s|e) =
Pr(e|s)Pr(s)

Pr(e)
=

rs(e)Pr(s)
Pr(e)

(1)

Using this equation, we can illustrate the mapping from the environments to the
states.
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Turning Zone Turning Zone

L

agent

Dash Action

Turn
Action

Fig. 2. Setting of Ex.1: Discrete World.

2.4 Experimental Result

In order to show the performance of the proposed model to acquire segmentation
of environments, I conducted the following experiments.

Ex.1: Discrete World. In the first experiment, we use a linear block world
shown in Figure 2. An agent is moving in the world using dash and turn actions.
When the agent turns, the agent’s direction flips between left and right. When
the agent dashes, the agent’s position moves forward. The step size of a dash
action varies 1 to 3 randomly.

The task of a learner is to acquire the rule of another agent (demonstrator)
who behaves as described below. A learner can observe the demonstrator’s po-
sition (= environment, {e〈t〉}) and action ({a〈t〉}) in each time t. We suppose
that the demonstrator behaves according to the following rules:

– If the position is in the left(or right) turning zone (margin of the zone is 3)
and the direction is left (or right), then turn.

– Otherwise, dash.

The main point of this experiment is that whether the learner can acquire the
correct segmentation by which the turning zone will be represented explicitly in
the state transition, because the concept of the turning zone is unobservable to
the learner. Also, estimation of the dash step size is also important, because it
defines how the world (environment) should be segmented in order to simulate it
by an HMM. Note that demonstrator’s direction is not observable. This means
that the learner needs to acquire the representation of the direction through the
learning.

In the experiments, we executed the above learning procedure using different
initial parameters 100 times, calculated the average of the likelihood of given
example sequences, and select the best one as the result. This is because the
learning of general HMMs is not guaranteed to reach the global optimal solution:
the adaptation may fall down to a local optimum.

Figure 3 shows the result of the experiment. In this figure, (a) shows pos-
sibilities of environment symbols (e0 . . . e9) for each state (s0 . . . s7). Each box
corresponds to Pr(ei|sj) whose value is denoted the size of black area in the box.
For example, in the s0 line of boxes, columns of e5 and e6 have significant values
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s0

s1

s2

s3

s4

s5

s6

s7

e0 e1 e2 e3 e4 e5 e6 e7 e8 e9 s0 s1 s2 s3 s4 s5 s6 s7

e0

e1

e2

e3

e4

e5

e6

e7

e8

e9

(a) Pr(e|s) (b) Pr(s|e)

Fig. 3. Result of Ex.1: Discrete World (L=10).

and both values are relatively equal. This can be interpreted that e5 and e6 are
grouped in the same state s0, because the environment is estimated e5 or e6
equally when the HMM is in state s0. Similarly, Figure 3-(b) shows possibilities
of states for each environment symbol calculated by Eq. 1, whose value Pr(sj |ei)
is denoted black area of each box. For example, the e0 line has two columns
of s1 and s5 who have relatively the same significant possibilities. This can be
interpreted that e0 can correspond to two states, s1 and s5, equally.

From these figures, we found that the acquired HMM segments the environ-
ment into 4 regions, {e0, e1, e2}, {e7, e8, e9}, {e3, e4}, and {e5, e6}. The first two
regions correspond the “turning zone” defined inside of the demonstrator. Rest
of the two regions have the same length, 2. This value correspond the average
step size of dash commands. These results means that the acquired HMM rep-
resents both of the rules of agent behavior and dynamics of the environment.
In addition to it, each environment symbol corresponds two states. This means
that the HMM recognizes the (unobservable) direction of the demonstrator by
doubled states for each environment.

Ex.2: Continuous World. The second experiment is a continuous version of
the previous experiment, in which the demonstrator’s position (e) is a continuous
value instead of a discrete symbol. The rule of the demonstrator’s behavior is
the same as the previous one. The length of the world L is 25.0 and step size of
a dash varies 5.0 to 15.0 randomly.

Figure 4 shows the acquired probabilities, Pr(e|s) and Pr(s|e). In these
graphs, the probabilities are plotted as follows:

– Pr(e|s) is plotted as a set of probability density functions of environment
value, gs(e) = Pr(e|s), for each state s.

– Pr(s|e) is plotted as a set of changes of probability of each state, fs(e) =
Pr(s|e), according to environment value.
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Fig. 4. Result of Ex.2.

In the figure, (a.1) and (a.2) show the result when the number of HMM’s states
is 8, and (b) shows the result in the case of 14. From (a.1) and (a.2), we can
find that the HMM segments the environment in the similar way as the discrete
case.

– Two turning zones at the both ends of the world are segmented clearly.
– There are two corresponding states for the most of the environment value.

This means that the HMM represents the direction of movement.

We can also find an additional features from these graphs: There are 4 peaks
(State A–D in (a.2)) in the middle of the environment in the graph, and, A
and B (or C and D) are relatively overlapped with each other. As same as the
first experience, this means that the two states A and B (or C and D) indicate
difference of the direction of the movement. On the other hand, while two states
share the same part of the environment in the first experiment, peaks of A and
B (or C and D) are shifted. As a result, the segment point of the environment in
each direction are different. For example, the segment point1 is at about 13.0 in
1 A crossing point of probabilities of two states in the graph of Figure 4-(a.2).
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the case of the rightward transition (B →D), and it is at about 11.0 in the case of
leftward (C →A)2 This means that the segmentation of the environment is not
fixed for every agent’s internal state, but varies depend on them. The structure
of the segmentation are stable when we use more states in the learning. For
example, when we use 14 states to learn the same task, the HMM can acquire
the similar segmentation of the environment (Figure 4-(b)).

In order to show that the proposed method can acquire segmentation of
environment flexibly, we conducted the following experiment. We introduce an
additional half turning zone in the middle of the world, where the demonstrator
turns in the probability 0.5 . The detailed rule in this turning zone is as follows:

– If the demonstrator faces rightward (leftward)and the position is in the left
(right) hand side of the half turning zone, then turn in the probability 0.5.

Figure 5 shows how the segmentation of the environment (Pr(s|e)) changes
according to the various numbers of states. As shown in this result, many states
are used to represent turning zones, especially the half turning zone (the middle
area of the world). We can see when the number of state increases, the HMM
assigns many states to segment the half turning zone. This is because that the
conditions to decide demonstrator’s behaviors are complicated so that the HMM
needs to represent detailed information about the environment.

2.5 Discussion: Environment as Output

The proposed method looks little bit strange because it handles environment
as output from states rather than as input to state transitions. As mentioned
above, input-output HMMs seems more reasonable to model relations between
agents and environments, in which the environment is treated as input to state-
transitions [BF95,JGS97a]. There are the following different points between these
two methods:

– When we handle the environment as input, we can apply the HMM for
planning. Suppose that initial and goal situations of environment (e〈0〉 and
e〈T 〉) are given. Then, the planning can be formalized as follows:

To get the most likely path of state transitions that maximizes the
probability Pr(e〈0〉, e〈T 〉|Agent).

When the environment is handled as output like the proposed method,
we can seek the most likely path simply using well-known algorithm like
Viterbi’s one. On the other hand, we need an additional simulator or inverse
model of environment when the environment is handled as input.

– When we use continuous value for input of HMM, we need to use gradi-
ent ascent methods like neural networks to learn the parameters in a cycle,
which requires more computation power. On the other hand, in the pro-
posed method, we can apply the one-shot adaptation algorithm derived in
Section 2.2.

2 The transitions B →D and C →A are extracted from the probability matrix of state
transitions of the trained HMM.
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Fig. 5. Changes of Segmentation (Pr(s|e)) by the Number of States (in Ex.2).

3 Symmetrically Coupled HMM

3.1 Symmetricity Assumption

In Section 2, we handle environment and agent’s intention by a single HMM.
However, the number of states increases exponentially when the agent has more
complex intentions. This is significant when HMM handles interactions among
agents in multi-agent systems(MAS). In this case, we will face generalization
performance problem. As the number of states or learning parameters increases,
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Fig. 5. (Continued).

the huge number of examples are required to guarantee the generalization per-
formance. In order to avoid this problem, I introduce symmetricity assumption
among agents as follows:

symmetricity assumption
Agents in a MAS are symmetric, that is, every agent has the same rules
of behavior. In the HMM context, every agent shares the same state
transition rules with each other.
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Fig. 6. Coupled HMMs of Agents and Environment.

To reflect the above assumption in HMM, first, I divide the internal state
into two states, environment state se and agent state sa, and form a coupled
HMM as shown in Figure 6-(a). In this model, sensor data e〈t〉 and action com-
mands a〈t〉 are determined by environment states s

〈t〉
e and agent states s

〈t〉
a re-

spectively. Transitions of both states are determined as follows: The next en-
vironment state s

〈t+1〉
e is determined according to the current environment and

agent states {s
〈t〉
e , s

〈t〉
a }. The next agent state s

〈t+1〉
a is determined according to

the current agent and the new environment states {s
〈t〉
a , s

〈t+1〉
e }. Then I introduce

the second agent who cooperates with the first agent as shown in Figure 6-(b). In
this coupling, both state transitions become affected by the second agent state
s̄

〈t〉
a in the following manner:

Pr(s〈t+1〉
e |∗) = Pr(s〈t+1〉

e |s〈t〉
e , s〈t〉

a , s̄〈t〉
a )

Pr(s〈t+1〉
a |∗) = Pr(s〈t+1〉

a |s〈t〉
a , s̄〈t〉

a , s〈t+1〉
e )

In order to complete the state transition for Figure 6-(b), we must consider about
transitions of the second agent state s̄a. Here, I apply symmetricity assumption
for the second state transition, that is, the probabilities of state transitions of
the second agent are determined by the same one of the first agent. The most
naive implementation of this assumption is that the probabilities are described
as follows:

Pr(s̄〈t+1〉
a |∗) = Pr(s̄〈t+1〉

a |s̄〈t〉
a , s〈t〉

a , s〈t+1〉
e )

= Pr(s〈t+1〉
a = s̄〈t+1〉

a |s〈t〉
a = s̄〈t〉

a , s̄〈t〉
a = s〈t〉

a , s〈t+1〉
e )
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Fig. 7. Symmetrically Coupled HMM. sAgent and sEnv correspond to sa and se in the
agent definition respectively.

This formulation is valid when both agents share the same environment state.
In general, however, two agents may have different environment state inside of
them, because the environment state in this formalization is a kind of internal
world state that each agent has. Such a situation is not avoidable especially when
the sensor data e〈t〉 is represented from the viewpoint of each agent. In order
to overcome this problem, I propose a symmetrically coupled HMM (sCHMM)
shown in Figure 7. In this model, the second agent has its own environment state
s̄〈t〉. Using this, the transition of s̄

〈t〉
a are represented as follows:

Pr(s̄〈t+1〉
a |∗) = Pr(s〈t+1〉

a = s̄〈t+1〉
a |s〈t〉

a = s̄〈t〉
a , s̄〈t〉

a = s〈t〉
a , s〈t+1〉

e = s̄〈t+1〉
e ),

where the transition of the second environment state s̄〈t〉 follows:

Pr(s̄〈t+1〉
e |∗) = Pr(s〈t+1〉

e = s̄〈t+1〉
e |s〈t〉

e = s̄〈t〉
e , s〈t〉

a = s̄〈t〉
a , s̄〈t〉

a = s〈t〉
a )

3.2 Formalization and Learning Procedure

I summarize the sCHMM agent as the following tuple:

Agent = 〈Se,Sa,E,A,P e,P a,Qe,Qa,πe,πa〉 ,

where Sa = {sai} and Se = {sei} are sets of states for agent and environment
respectively, E = {ei} is a set of sensor data of environment, and A = {ai}
is a set of agent action symbols. P e = {peijkl|i ∈ Se, j, k ∈ Sa,∀t} and P a =
{pajklm|j, k ∈ Sa, m ∈ Se,∀t} are probability tensors of state transitions of
environment and agent, Qe = {qei(e)|i ∈ Se, e ∈ E,∀t} and Qa = {qaj(a)|j ∈
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Sa, a ∈ A,∀t} are probability tensors of is observed symbols of environment and
actions, and πe = {πei = Pr(s〈0〉

e = i)|i ∈ Se} and πa = {πaj = Pr(s〈0〉
a =

j)|j ∈ Sa} are probability vectors of initial states of environment and agent.
Each element of P e, P a, Qe, and Qa represents the following probability.

peijkl = Pr(s〈t〉
e = l | s〈t−1〉

e = i, s
〈t−1〉
a0 = j, s

〈t−1〉
a1 = k)

pajklm = Pr(s〈t〉
a = m | s

〈t−1〉
a0 = j, s

〈t−1〉
a1 = k, s〈t〉

e = l)

qei(e) = Pr(e〈t〉 = e | s〈t〉
e = i)

qaj(a) = Pr(a〈t〉 = a | s〈t〉
a = i)

We can derive a learning procedure for sCHMM as shown below. Suppose that
sequences of sensor information {e〈t〉}, agent’s own actions {a〈t〉}, and other’s
actions {ā〈t〉} are observed (0 ≤ t < T ). We can calculate agent’s own forward
and backward probabilities, α

〈t〉
lmn and β

〈t〉
ijk respectively, as follows:

α
〈t〉
lmn =

⎧⎪⎨⎪⎩
πelπamπanQ(lmn)(W 〈0〉) ; t = 0∑
(ijk)

α
〈t−1〉
ijk P(ijk)(lmn)Q(lmn)(W 〈t〉) ; otherwise

β
〈t〉
ijk =

⎧⎪⎨⎪⎩
1 ; t = T − 1∑
(lmn)

P(ijk)(lmn)Q(lmn)(W 〈t+1〉)β〈t+1〉
lmn ; otherwise ,

where

P(ijk)(lmn) = peijkl · pajklm · pakjln

Q(ijk)(W 〈t〉) = Q(ijk)(e〈t〉, a〈t〉, ā〈t〉)

= qei(e〈t〉) · qaj(a〈t〉) · qak(ā〈t〉)

In the same way, other’s forward and backward probabilities, ᾱ
〈t〉
lnm and β̄

〈t〉
ikj

respectively, can be calculated:

ᾱ
〈t〉
lnm =

⎧⎪⎨⎪⎩
πelπamπanQ(lnm)(W̄ 〈0〉) ; t = 0∑
(ikj)

ᾱ
〈t−1〉
ikj P(ikj)(lnm)Q(lnm)(W̄ 〈t〉) ; otherwise

β̄
〈t〉
ikj =

⎧⎪⎨⎪⎩
1 ; t = T − 1∑
(lnm)

P(ikj)(lnm)Q(lnm)(W̄ 〈t+1〉)β〈t+1〉
lnm ; otherwise ,

where W̄ 〈t〉 = {ē〈t〉, ā〈t〉, a〈t〉}, and ē〈t〉 is the sensor data received by the second
agent. Using these probabilities, we can adapt transition and output probabilities
peijkl, pajklm, qei, qej as follows:
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peijkl ←
∑
m

∑
n

P̂(ijk)(lmn)

pajklm ←
∑

i

∑
n P̂(ijk)(lmn)∑
i peijkl

qei(e) ←
∑

j

∑
k

∑
a

∑
ā

Q̂(ijk)(e, a, ā)

qaj(a) ←
∑

i

∑
k

∑
e

∑
ā

Q̂(ijk)(e, a, ā),

where

P̂(ijk)(lmn) =

∑
t ξ

〈t〉
(ijk)(lmn) +

∑
t ξ̄

〈t〉
(ikj)(lnm)∑

t γ
〈t−1〉
ijk +

∑
t γ̄

〈t−1〉
ikj

(2)

Q̂(ijk)(W ) =

∑
t,W 〈t〉=W γ(ijk)〈t〉 +

∑
t,W 〈t〉=W γ̄

〈t〉
ikj∑

t γ(ijk)〈t〉 +
∑

t γ̄
〈t〉
ikj

(3)

ξ
〈t〉
(ijk)(lmn) = α

〈t−1〉
(ijk) P(ijk)(lmn)Q(lmn)(W 〈t〉)β〈t〉

(lmn)

ξ̄
〈t〉
(ikj)(lnm) = ᾱ

〈t−1〉
(ikj) P(ikj)(lnm)Q(lnm)(W̄ 〈t〉)β̄〈t〉

(lnm)

γ
〈t〉
(lmn) = α

〈t〉
(lmn)β

〈t〉
(lmn)

γ̄
〈t〉
(lnm) = ᾱ

〈t〉
(lnm)β̄

〈t〉
(lnm)

3.3 Discussion: The Number of Parameters in the Model

As mentioned before, the number of parameters in HMM is an important factor
for generalization performance of learning. In the case of the coupled HMM,
especially, the number of parameters increases exponentially. Actually, if we
use the model shown in Figure 6-(b) without the symmetricity assumption, the
number of parameters in the state transition is

|Se|2 |Sa|N + N |Se| |Sa|N+1

where N is the number of agents. This is already reduced from (|Se| |Sa|N )2,
the number of parameters in the case we represent the same model using single
HMM. Compared with this, symmetrically coupled HMM has fewer parameters
as follows:

|Se|2 |Sa|N + |Se| |Sa|N+1

In addition to it, the symmetricity assumption can increase the virtual number
of examples. Eq. 2 and Eq. 3 mean that the same HMM is trained by using
both pairs of {e〈t〉, a〈t〉} and {ē〈t〉, ā〈t〉} for a given observation {e〈t〉, a〈t〉, ā〈t〉}.
As a result, the generalization performance is improved by the virtually doubled
examples.
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It is, however, true that an sCHMM still has too many parameters for real
applications. Therefore, it is meaningful to introduce additional assumptions to
reduce the number of parameter. Fortunately, in the case of cooperative inter-
action in the MAS, we can pick-up reasonable assumptions as follows:

– “no explicit communication” assumption: In the formalization of sCHMM,
the transition of the agent state is affected by the previous states of other
agents. This corresponds the case that agents use explicit communication
with each other in every action cycle. In the case of human cooperative
behaviors like soccer, on the other hand, we do not use so much explicit
communication, but model others via sensor information instead. In such
case, the transition of the agent state can be represented as follows:

Pr(s〈t+1〉
a |∗) = Pr(s〈t+1〉

a |s〈t〉
a , s〈t+1〉

e )

In this case, the total number of the parameters is reduced to:

|Se|2 |Sa|N + |Se| |Sa|2

– “filtering” assumption: Usually, when we write a code of agent behavior, we
classify states systematically. For example, in the code shown in Section 1
states are grouped by agent’s roles (agent states) first then branched by
world status (environment states) second. This can be represented by the
following manner in the transition of HMM:

Pr(s〈t+1〉
a |∗) = Pr(s〈t+1〉

a |s〈t+1〉
e ) · Pr(s〈t+1〉

a |s〈t〉
a )

In this case, the number of parameters are reduced to:

|Se|2 |Sa|N + |Se| |Sa| + |Sa|N+1

– “shared joint intention” assumption: During a cooperation of multiple agents
each agent believes that all agents share the joint intention. This means that
each agent thinks that all other agents will behave as the agent wants. In
this case, the transition of environment states can be represented as follows:

Pr(s〈t+1〉
e |∗) = Pr(s〈t+1〉

e |s〈t〉
e , s〈t〉

a )

This reduces the number of parameters to:

|Se|2 |Sa| + |Se| |Sa|N+1

Note that this assumption can not be applied with the “no explicit commu-
nication” assumption, because the sCHMM is reduced into a simple CHMM
like Figure 6-(a) that does not reflect cooperation among agents.
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3.4 Related Works

Uther and Veloso [UV98] have been attacked the problem of segmentation of the
continuous environment and proposed Continuous U Tree algorithm. Although
the algorithm is a powerful tool for segmenting a given continuous data space,
it is hard to apply for the purpose to find unobservable features like direction
feature in the experiments shown in Section 2.4. Han and Veloso [HV99] showed a
framework to recognize behaviors of robots by HMM in which the environment
is handled as output. In this work, they did not focused on acquiring state
transitions, but method to find an HMM from multiple pre-defined HMMs for
seen data.

Brand Et al. [Bra97,hMmfcar96] proposed coupled HMM and its learning
method, in which several HMMs are coupled via inter-HMM dependencies. Jor-
dan Et al. [JGS97b,GJ97,JGJS99] proposed factorial HMM and hidden Markov
decision trees. Both of works mainly focused on reducing the complexity in EM
processes. Even using these HMMs, the complexity of calculation of a naive im-
plementation increase exponentially, so that it is hard to handle the large number
of states. They use mean field approximation or N-heads dynamic programming
to reduce the cost of the approximation of posterior probabilities. However, they
does not focused on symmetricity in agent-interactions and generalization per-
formance problem.

These methods can be applicable to our model. Actually, a naive implementa-
tion of learning method derived in the previous section costs O(TN4M2), which
is too huge for dynamical application like soccer. Above methods will reduce the
cost into O(TN2M), which is reasonable cost for real application.

4 Concluding Remarks

In this article, we proposed two frameworks to learn behaviors of multiple agents
in dynamic environment using HMM. The first framework handles agent’s envi-
ronments as output of HMM rather than as input. As the result, the acquired
HMM represents suitable segmentation of environment explicitly in the states.
The explicit segmentation is expected to leads the following features to the
HMM:

– HMM can be used planning of agent’s behavior working in a dynamic envi-
ronment.

– Flexible segmentation can improve generalization performance of the learn-
ing.

The second framework is conducted to represent interactions among multi-
ple agents and environments. In order to avoid the explosion of the number of
parameters, I introduced symmetricity assumptions among agents, and propose
symmetrically coupled HMM (sCHMM) and its learning procedure.

There are the following open issues on the proposed model and method:
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– The cost of calculation increase exponentially when structures of agents and
environments become complicated. In order to reduce the complexity, several
techniques like mean field approximation and N-head dynamic programming
should be applied to these models.

– The incremental learning will suit to acquire high-level cooperative behav-
iors. We may be able to realize the step-by-step learning using dependency
of the initial parameters.
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Abstract. The area of agent modeling deals with the task of observ-
ing other agents and modeling their behavior, in order to predict their
future behavior, coordinate with them, assist them, or counter their ac-
tions. Typically, agent modeling techniques assume the availability of a
plan- or behavior-library, which encodes the full repertoire of expected
observed behavior. However, recent applications areas of agent modeling
raise challenges to the assumption of such a library, as agent model-
ing systems are increasingly used in open and/or adversarial settings,
where the behavioral repertoire of the observed agents is unknown at
design time. This paper focuses on the challenge of the unsupervised
autonomous learning of the sequential behaviors of agents, from obser-
vations of their behavior. The techniques we present translate observa-
tions of the dynamic, complex, continuous multi-variate world state into
a time-series of recognized atomic behaviors. This time-series is then
analyzed to find repeating subsequences characterizing each team. We
compare two alternative approaches to extracting such characteristic se-
quences, based on frequency counts and statistical dependencies. Our
results indicate that both techniques are able to extract meaningful se-
quences, and do significantly better than random predictions. However,
the statistical dependency approach is able to correctly reject sequences
that are frequent, but are due to random co-occurrence of behaviors,
rather than to a true sequential dependency between them.

1 Introduction

The area of agent modeling deals with the task of observing other agents and
modeling their behavior, in order to predict their future behavior, coordinate
with them, assist them, or counter their actions. For instance, agent modeling
techniques have been used in intelligent user interfaces [1,2], in virtual envi-
ronments for training [3,4], and in coaching and team-training [5]. Typically,
agent modeling techniques assume the availability of a plan- or behavior- library,
which encodes the complete repertoire of expected observed behavior. The agent

� As of July 2002, Gal Kaminka’s new contact information is galk@cs.biu.ac.il, Com-
puter Science Department, Bar Ilan University, Israel.

G.A. Kaminka, P.U. Lima, and R. Rojas (Eds.): RoboCup 2002, LNAI 2752, pp. 111–125, 2003.
c© Springer-Verlag Berlin Heidelberg 2003



112 Gal A. Kaminka et al.

modeling techniques typically focus on matching the observations with library
prototypes, and drawing inferences based on successful matches.

Recent applications areas of agent modeling raise challenges to the assump-
tion of an available complete and correct behavior library. Agent observers are in-
creasingly used in open and/or adversarial settings, where the behavioral reper-
toire of the observed agents are unknown at design time. Thus agents that are
engaged in modeling must be able to autonomously acquire the models used in
agent-modeling prior to using them in the agent modeling tasks. While there
have been reports on successful techniques that begin to address of the task of
constructing the behavior library (e.g., [6,2]), key challenges remain open.

In particular, this paper focuses on the challenge of autonomous unsuper-
vised learning of the sequential behavior of agents and teams from observations of
their behavior. Our approach combines plan-recognition techniques and symbolic
time-series sequence identification to translate raw multi-agent, multi-variate ob-
servations of a dynamic, complex environment, into a set of sequential behaviors
that are characteristic of the team in question. Our approach is appropriate for
domains in which recognizing the basic behaviors of agents and/or teams is a
tractable task, but the space of sequential combinations of these behaviors is
practically unexploreable.

In our approach, the observing agent first uses a set of simple basic-behavior
recognizers to parse the stream of raw observations and translate it into a stream
of recognized behaviors, which we call events. Unlike previous approaches, the
construction of such recognizers does not attempt to cover the entire multi-
agent behavioral repertoire of the team. Instead, the behavior recognizers focus
on recognizing only the most basic, atomic behaviors, without addressing how
they are combined together.

The stream of raw multi-variate, multi-agent observations is therefore turned
into a stream of labeled events. The recognized behavior stream is first broken
into segments, each containing the uninterrupted consecutive events of only one
team. Multiple segment are collected together in a trie-based data structure [7],
that allows for on-line, incremental identification of important and predictive
sequences (this data-structure is explained in Section 3.2).

For instance, given a stream of raw observations about soccer players’ po-
sition and orientation, and the position of the ball, the behavior recognizers
may produce a stream of recognized passes, dribbles, and other soccer-playing
behaviors, for instance

Pass(Player1, P layer2) → Pass(Player2, P layer3) → Dribble(Player3) → . . .

Identification of important (sub)sequences in this resulting stream can be dif-
ficult in dynamic settings. Ideally, the segments contain examples of coordinated
sequential behavior, where the execution of one atomic behavior is dependent on
the prior execution of another behavior, possibly by a different agent. However,
such coordinated sequences are sometimes disrupted by the need to respond to
dynamic changes in the environment or the behavior of other agents. Thus the
resulting segments are often noisy, containing only portions of the true sequences,
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intermixed with possibly frequent observations of reactive behaviors that are not
part of any sequence. For example, in the sequence above, the Dribble event may
have not been planned part of the team’s sequence, and may have been indepen-
dent of the coordinated two-pass sequence that preceded it. In other words, the
Dribble was possibly executed by Player3 to respond dynamically to the situ-
ation that it faced, independently of whom passed the ball to it. In this case, a
subsequence Pass(Player2, P layer3) ← Dribble(Player3) would not have been
a useful sequence to discover—it reveals nothing about the coordinated behavior
of the team.

We present a technique for processing such a stream of events, building on
earlier work by Howe and Cohen [8], and extending it in novel ways. The tech-
nique we present rejects such false sequences, by uncovering sequential statistical
dependencies between atomic observed behaviors of agents. We demonstrate the
efficacy of our approach in learning sequential behavior of several RoboCup sim-
ulation teams from observations, and compare the results of using frequency
counts [9] and statistical dependency detection [8], two important sequence-
mining techniques, in identifying important sequences. We show that while the
two techniques are both significantly better than random selection, statistical
dependency detection has important benefits in being able to distinguish causal
dependencies between observed behaviors, from frequent co-occurrence, due to
chance, of independent behaviors.

This paper is organized as follows. Section 2 presents the motivation for
our approach, and related work. Section 3 presents the behavior recognizers
and the trie-based data structure used in determining subsequences. Section
4presents the dependency-detection method and frequency counts. Section 5
discusses results of experiments, validating our approach. Section 6 presents
conclusions and directions for future work.

2 Learning Coordinated Sequential Behavior
in Open, Adversarial Settings

Most agent modeling techniques assume that an accurate behavior library is
available to the observing agent such that it has to match its observations with
the library, identify successful matches, and possibly select between them. As
noted, recent applications of agent modeling raise challenges to this assumption,
as agents are increasingly applied in settings that are open and/or adversarial.
In such settings, the behavioral repertoire of observed agents is unknown to
the observer. Indeed, such is the case in our application area in robotic soccer.
We are developing a coach that is able to improve the performance of a team by
analyzing its behavior, and that of the opponent [5]. Since both the coached team
and the opponent are unknown at the time of the design, an accurate behavior
library describing their expected behavior is unavailable to the coach agent.
In particular, a key challenge here is to determine what sequential behaviors
best characterize a team, and best serve for predicting its goals and its future
behaviors.
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Unfortunately, this challenge of constructing an agent-modeling library from
observed sequences has only partially been addressed. Bauer [6] presents an
approach using clustering to find clusters of similar sequences which are then fed
into a specialized supervised plan-acquisition algorithm that determines abstract
plans from these clusters. This approach does not attempt to rank sequences by
frequency or discover statistical dependencies. Also it has not been applied in
multi-variate continuous domains: It assumes that actions are discrete and are
executed by a single agent. In addition, Bauer’s method depends on the manual
selection of a clustering factor parameter (in the range [0, 1]), a process which
we seek to avoid.

Davidson and Hirsh present the IPAM algorithm [2] that successfully pre-
dicts a user’s next shell command from prior commands, and accumulates such
predictions from unsupervised training data. However, IPAM focuses solely on
prediction of the next command, and is unable to support modeling in service of
more sophisticated tasks that requires analysis. Such analysis, however, is very
much needed in the coaching application which motivates our research. Zaki et
al. [9] use an efficient sequence clustering algorithm to determine causes for fail-
ures in plan execution, by analyzing sequences of plans ending with failure and
success. Their approach focuses on labeled examples, and assumes that spurious
or irrelevant details may be observed, and must therefore be filtered out from
the result. Their approach relies heavily on frequency counts to assess the signif-
icance of discovered sequences, and on the user manually fine-tuning frequency
and support thresholds. In contrast, we seek sequence detection with unlabeled
data, and wish to avoid any manual threshold settings.

Howe and Somlo [10] present an approach, called dependency-detection, to
identifying sequences in an incoming data stream, which ignores frequency counts
in favor of statistical dependency checks. They thus discover sub-sequences which
are statistically significant, in that they appear too often compared to random
chance. However, their approach is only applicable to categorical time-series, and
cannot be used as is to discover sequential patterns in multi-variate, multi-agent,
continuous domains.

To address multi-variate, multi-agent, continuous data, we investigate an
approach whereby the basic behaviors of a team are recognized by manually-
constructed set of recognizer, which parses a stream of multi-variate, multi-
agent observations and translates it to a stream of recognized atomic behaviors,
annotated by the agents taking part in them. We note that in many domains,
the different basic behaviors of agents and teams are often easily described by
domain experts, and are often easily recognizable. For instance, in the soccer
domain, behaviors such as passing, shooting to the goal, intercepting the ball,
etc. are all easily recognized. However, teams differ in how they sequence these
basic behaviors, to form coordinated activities which attempt to achieve the
team’s goals.

This stream of annotated behaviors provides a symbolic abstraction of the
raw observations. It is a categorical time-series, amenable to sequence learning
of the type investigated by Howe and Somlo [10]. However, while they focused
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on extracting patterns limited by length, our algorithm extracts all sequences of
any length, and facilitates prediction and analysis based on either statistical de-
pendency checks, or on frequency counts. Indeed, one of the contribution of this
paper is its comparison of these two techniques and their relative performance.

3 Discovering Sequences of Behavior

This section provides a detailed description of the approach we present in this
paper. Our approach takes several stages. First, the raw multi-variate observation
stream is turned into a stream of recognized atomic behaviors. This is achieved
by utilizing a set of atomic behavior recognizers that parse the observations,
and determine what behavior is being executed by players at any given moment.
This process is described in Section 3.1. The resulting event stream is segmented
to distinguish one team’s behaviors from its opponent, and these segments are
stored in a trie for analysis (Section 3.2). The next section will describe methods
for identifying important sequences using this representation (Section 4).

3.1 Atomic Behavior Recognition

The incoming observation stream is a multi-variate time-series of sensor readings.
Each observation is a snapshot of the sensors. In our application, these report
state of the soccer field including the coordinate position and orientation of each
player and its identification (team and uniform number), the position of the ball,
and the state of the game (e.g., goal scored, normal play, free kick, off-side). As
such, these sensor snapshots do not offer any information about actions taken
by agents, only about the state of the environment and agents embodied in it.
However, by contrasting consecutive snapshots one can estimate the movement
and rotation velocity of the players and ball, and from those, infer (with some
uncertainty) what actions have been taken. For instance, the observer may be
able to infer that a player had kicked the ball, based on observations of the
changes to the ball’s velocity vector that had occurred when the ball was in
proximity to the player.

The multi-variate stream is fed, one raw observation after another, into a
set of independent atomic-behavior recognizers, working in parallel. These op-
portunistically parse the observed world-state snapshots and extract from them
a summary: a series of recognized atomic behaviors, that each summarizes the
team activity during a time interval.

Each recognizer is built as a logical combination of quantifiers and predicates,
indexed by time, testing spatial relationships between the ball and player, and
organizational relationships between players. Here are a few of the ones we used:

– Possessor(p, t) true if, as of time t, player p is able to kick the ball, i.e., it is
within its kicking range. Note this may be true of several players at time t.

– Owner(p, t) true if, as of time t, player p was the last player to kick the ball.
This will hold true after the ball leaves the control of the player, until it is
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either kickable by another player (i.e., another player becomes a possessor),
or the game mode changes (e.g., a goal is scored or the ball goes outside of
the field).

– Receiver(p, t) true if, as of time t, player p was within the region defined
by an angle of 10◦ centered around the ray defined by the velocity vector of
the ball. In other words, true if the ball was possibly aimed at the player. A
receiver may be of any team.

– Teammate(p, q, T ) true if players p, q are both on team T .
– Moved(p, t1, t2) is true if the player p has moved more than 2 meters between

time t1 and time t2.

For instance, a pass between two members of team T is recognized as occurring
between times t − k and t (where k is a positive integer) if the ball has been
kicked by one player p at time t − k, and then the ball came into the control of
another player q at time t, where p, q are on the same team. A final condition
is that during the interval [t − k + 1, t − 1] the ball should not have been under
the control of any player, nor the game play interrupted. Thus a pass would be
recognized if the following holds: (1) the ball possessor at time t − k and the
ball possessor at time t are teammates in T , but (2) are not the same player;
(3) the ball possessor at time t − k is was the ball owner during the interval
[t − k + 1, t − 1], but was no longer in control of the ball:

Possessor(q, t) ∧ Possessor(p, t − k)
∧ ¬Possessor(q, t − k) ∧ Teammate(p, q, T )
∧ ∀i ∈ [t − k + 1, t − 1] ⇒ (Owner(p, i) ∧ ¬Possessor(p, i))

Here is another example. An atomic dribble is recognized when a player runs
while maintaining the ball under its control, or when it shoots the ball a bit
forward and then runs up to catch it. Thus the following conditions must hold:
(1) a player d was a possessor at time t − k, and is a possessor at time t; (2)
d moved more than a specified minimum distance between t − k and t; and
either (3a) d remained possessor during [t−k, t− 1], or (3b) d was owner during
[t − k, t − 1]:

Possessor(d, t − k) ∧ Possessor(d, t)
∧ Moved(d, t − k, t)
∧ ∀i ∈ [t − k, t − 1] ⇒ (Owner(d, i) ∨ Possessor(d, i))

Each such behavior recognizer is essentially a rule that captures an atomic
behavior, typically of only one or two teammates, and ignores most of what is
happening in the world. Its design obviously builds much on the expertise of the
domain experts, and their ability to describe the behavior and differentiate it
from others using the predicates.

As is commonly recognized in the literature, observations can often lead
to ambiguous interpretations. For instance, the ball velocity vector may be a
complex function of the kick actions taken by several players, environmental
noise, and the timing of agents’ actions. Thus the actual kicker or kickers may
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not be known with certainty: The observer may only be able to narrow it down
to three possible players, for instance. It is therefore possible that recognized
behaviors may have overlapping times.

However, we believe that in many domains, much like in the soccer domain,
simple atomic behaviors are easily describable by domain experts, and would
be easily recognizable with little uncertainty. Our hypothesis is that in these
domains, it is the sequential combinations of such behaviors that gives rise to
the complexity of the recognition task, and the uncertainty that associates it.
Indeed, these sequential combinations of these atomic behaviors by a team of
agents that are difficult to describe in advance, since the open nature of the
applications causes a variety of sequences to appear. For instance, the basic
Unix shell commands are common to all users. However, users differ in how they
interact with the shell using these commands [2].

Furthermore, since behaviors typically span over several actions and game
states taken in aggregate, uncertainty can often be reduced by looking at the
results of an hypothesized action several time-steps after it has taken place.
For instance, suppose two players of opposing teams were both within a kick-
ing range of the ball just before it changed its velocity. Though it cannot be
decided from this observation snapshot which one (if any) has kicked the ball,
if the ball is observed to be headed towards a teammate, than a pass could be
recognized despite the uncertainty about the kicker. While it is possible that
this interpretation is wrong, our results have shown that this is only rarely the
case1. Our system treats any ambiguity in recognized behaviors using a set of
domain-dependent heuristic rules, that prefer specific interpretations over other,
and preprocess the stream of recognized behaviors. For instance, an uninter-
rupted sequence of atomic dribbles is combined together into a longer-duration
recognized dribble.

Using the recognizers and these heuristic rules, the stream of world state
observation is to turned into a steam of symbols called events, each denoting
a recognized atomic behavior. For instance, a resulting event stream may look
like:

Pass(Player1, P layer2) → Pass(Player2, P layer3) → . . .

. . . → Dribble(Player3) → Pass(Player3, P layer4) → . . .

. . . → Intercept(Player16) → Pass(Player16, P layer20) → . . .

3.2 Storing Sequences in a Trie

The event stream is processed in several stages to discover sequences of behav-
iors that characterize the observed teams. First, the event stream is segmented
by team, such that the event sequence of one team is separated from the events
of its opponent team. This creates multiple segments for each team, each seg-
ment composed of an uninterrupted sequence of recognized behaviors that were
1 We point the reader to [11] for a more systematic method of recognizing such coor-

dinated activities, and to [12] for an approach dealing explicitly with uncertainty in
recognizing behaviors.
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Pass(P1,P2) Pass(P1,P2) Pass(P2,P3) Dribble(P3) Pass(P3,P4) Shot(P18)Intercept(P16) Pass(P16,P18)

Team 1 Team 2

Fig. 1. A sample segmentation of a stream of events, based on agent team membership.

executed by the team in question. The next stage stores these segments in a
trie (one for each team), such that all possible subsequences are easily accessible
and explicitly represented. Finally, the trie is traversed to calculate statistical
dependencies between events and extract useful subsequences.

We begin by describing the segmentation process. Every event—recognized
atomic behavior—is annotated by the agents that take part in the recognized
activity. Based on the agents that are involved, the events can be categorized
as describing one of three parties to the game: the two teams and the referee.
All consecutive events belonging to one party are grouped together, in order,
into a segment. Each segment is therefore made from a series of uninterrupted
activities of only one team (or the referee).

For instance, Figure 1 presents the segmentation of a portion of an event
stream. The resulting segments are stored and processed separately, to focus
the learning on examples of only one team at a time. In other words, separate
models are learned for each team. From this point on, our description will focus
on the learning task as it is carried out for one team. The learner is therefore
presented with multiple segments, each composed of a number of events, in order,
describing an uninterrupted sequence of behavior. Ideally, each such sequence is
an example of a well-executed pre-planned coordinated activity leading to a goal.
However, though agents may try to carry out pre-planned coordinated activities,
their behavior in the simulated environment has to address the dynamic, complex
nature of the game, the autonomy of their teammates (each with its own limited
sensing and noisy actions) and the behavior of the opponents. Thus, the segments
are very rarely the same.

Each segment represents the emergent results of complex interactions be-
tween teammates, opponents, and the dynamic, noisy environment in which all
of them are embodied. Thus each segment may contain examples of coordinated
sequential behavior, but also examples of independent responses to dynamic sit-
uations, which are not sequentially dependent on prior decisions by the agents.
With sufficient examples, one hopes to uncover repeating patterns of behavior,
and capture significant pieces of the team’s coordinated plans.

To find such repeating sequences, the learner stores all segments in a trie
[7], inserting each segment, and each of its suffixes. A trie is a tree-like data
structure, which efficiently stores sequences such that duplicated sub-sequences
are stored only once, but in a way that allows keeping a count of how many
times they had appeared. In the trie, every node represents an event, and the
node’s children represent events that have appeared following this event. Thus
a path from the root to a node represents a (sub)sequence that has appeared in
at least one, but possibly more, segments. An entire segment would therefore be
represented as a complete path through the trie, root node to leaf. Each node
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Fig. 2. A trie in construction. Numbers in parentheses are the node counts.

keeps track of the number of times an event has been inserted on to it, and the
number of times a segment ended with this node. These two values are called
the node’s count and the node’s end-count, and are marked C(x) and N(x) for
a node x.

For example, suppose the learner has seen two segments, ABCA and BCAD,
where A, B, C, D stand for different events. Suppose that it is starting with an
empty trie. It would first insert ABCA into it, resulting in a trie in Figure 2-
a. It would then insert the three remaining suffixes of ABCA: {BCA, CA, A},
resulting in the trie in Figure 2-b. Note that the insertion of the suffix A does not
entail creating a new node. Instead, the count in the top node representing A is
updated to 2. Next, the learner would insert the next segment and its suffixes,
{BCAD, CAD, AD, D}, into the trie, resulting in the trie in Figure 2-c. Note
that in this final trie, the most common single-event sequence is A, the most
common two-event sequence is CA and the most common three-event sequence
is BCA.

4 Sequential Behavior Identification

Two methods have been discussed in the literature for evaluating the significance
of subsequences. The first one, frequency counting, determines the significance
of sub-sequences from their frequency in the data [9]. The second method uses
statistical dependency checks to determine sequences whose constituent events
are deemed statistically dependent on each other; that is, their co-appearance
is not due to chance [10]. While the frequency-count method has the benefit of
simplicity and intuitive appeal, and the second method has better filtering of
sequences that appear common, but in fact are not characteristic of a team. We
describe these two methods in detail below, and show how the trie representation
can be used efficiently for either method.

We begin by describing how the trie representation can be used for frequency
counting. As previously discussed (Figure 2), the simple insertion of the two
segments ABCA and BCAD (with their suffixes) almost immediately reveals
frequent sub-sequences of different lengths: A (three times), CA (twice), and
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Table 1. A contingency table relating a prefix and a single event. n1, n2, n3 and n4

are frequency counts that are derived from the trie.

X Not X

Prefix n1 n2 Prefix margin
Not Prefix n3 n4 Not-Prefix margin

X margin Not-X margin Table total

BCA (twice). The count in each node can therefore be used to calculate fre-
quencies of different sequences: A count in a node is exactly the number of times
the sequence beginning with the root and ending with the node has appeared in
the data. A simple traversal through the trie can determine all high-frequency
sequences at any given length. However, there is a difficulty with this method, in
that it may incorrectly determine that sequences are significant even when in fact
they are due to common, but independent, co-occurrence of two highly-frequent
events (see a detailed example in Section 5).

Fortunately, a second method for evaluating the significance of sequences
exists. This method is called Dependency Detection, and was first used by Howe
and Cohen in analyzing how plan failures were effected by recovery actions in
the Phoenix planner [8]. This method works by statistically testing for the a
dependency between a prefix (a sequence containing at least one event) and an
event that follows it. In other words, it tests whether the co-occurrence of the
prefix and the event is due to chance.

This is achieved by constructing a 2 × 2 contingency table, relating four
different frequency counts (Table 1): (a) the number of times the prefix was
followed by the event (n1); (b) the number of times the prefix was followed by
a different event (n2); (c) the number of times a different prefix (of the same
length) was followed by the event (n3); and (d) the number of times a different
prefix was followed by a different event (n4).

The prefix margin is simply the number of times the prefix was seen (that
is, it is equal to n1 + n2). The not-prefix margin is similarly n3 + n4. The X
margin stands for the number of times X was seen, independently of the prefix,
and is n1 + n3, the not-x margin is n2 + n4. The table total is

∑4
i=1 ni. Once

the counts are known for a given prefix and an event X, a statistical test can
be applied to determine the likelihood that X depends on its prefix, i.e., that a
sequence composed of a prefix followed by X is unlikely to be due to a random
co-occurrence of the prefix and of X. One such test is the G statistic test, which
is calculated as follows

G = 2
4∑

i=1

nilog(
ni

Ei
)

where Ei is the expected frequency in each cell. These expected frequencies
are calculated by multiplying the margins and dividing by the table total:
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E1 = (Prefix margin) ∗ (X margin)/(Table Total)
E2 = (Prefix margin) ∗ (not X margin)/(Table Total)
E3 = (not Prefix margin) ∗ (X margin)/(Table Total)
E4 = (not Prefix margin) ∗ (not X margin)/(Table Total)

The G statistic test is a well-known statistical dependency test, similar in
nature to the familiar chi-square test. The result of the computation is a positive
number, and the greater it is, the greater the likelihood that the prefix and
X are dependent on each other. That is, X is more likely to appear after the
prefix, compared to random chance2. One can establish the significance of this
dependency, by consulting statistical tables, however, in general, we use it to rank
hypothesized sequences, and thus simply take greater values to signify stronger
dependencies.

With the addition of one data-structure, the trie-based representation sup-
ports calculation of the G statistic for each node, i.e., for any sub-sequence. This
additional data structure is a two-dimensional table that records, for each se-
quence length and event, how many events of the given length ended with this
event. This table can be updated during the insertion of each event into the trie,
with access time O(1). For a given event e and sequence length l, we denote this
number by α(e, l).

Given a node x, representing a subsequence ending with the event e, we use
the node’s count C(x) and end-count N(x) and the event-length entries α(e, l),
to calculate its associated G statistic, which is the G rank for the sequence
beginning with the root and ending with the node. The following algorithm
recursively calculates this for all nodes in a trie, when called with the root
node and depth 0. Once the algorithm has calculated a G value for every node,
a traversal of the trie can sort sub-sequences by their G value, thus ranking
hypothesized sequences, and highlighting those that are likely to be indicative
of coordinated sequential behavior.

Algorithm 1 CalcG(trienode T , depth D)
1: s ← ∑

e α(e, D) {Calculate the total number of strings of the depth D}
2: for all children X of T do
3: n1 ← C(X), smargin ← C(T ) − N(T )
4: n2 ← smargin − n1

5: n3 ← α(X, D) − n1

6: n4 ← s − smargin − n3

7: Calculate margins and expected frequencies Ei

8: G ← 2
∑4

i=1 nilog( ni
Ei

) {This is child X’s G}
9: CalcG(X, D + 1)

10: end for

2 Negative dependencies (where X is less likely to appear after the prefix) are also
discovered, but are filtered out in our approach.
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5 Experiments and Results

To evaluate our approach, we have fully implemented a system that observes
recordings (logs) of RoboCup soccer simulation games, and is able to identify
and extract important sequences of coordinated team behaviors, for the two
opposing teams. The system is able to identify 16 different events, corresponding
to basic behaviors by agents and game-state changes (such as referee decisions
or goals scored). It is able to learn and identify sequences from only a single
game or from a number of games, and outputs all the sequences found for each
team, together with their frequency counts and with their G statistic ranks.

We have conducted several experiments using this system, intended to test
the ability of the different techniques to identify sequences that were charac-
teristic of the team. This was evaluated by using each technique to pick the
top 10, 25, 50 and 100 sequences for an observed team, on training data. Then,
each technique was used to pick the top 10, 25, 50, and 100 sequences out of
test data, for the same observed team. Finally, the size of the overlap in these
selections was computed. The hypothesis underlying this test was that greater
overlap between the selections based on the training data and the test data,
would indicate greater ability to pick sequences that were characteristic of the
team, rather than arbitrary.To provide a baseline for this task, random selection
of sequences was also used.

This set of experiments used a 5-fold cross-validation design, conducted on
a series of 75 games conducted between the Andhill97 team [13] and itself, all
using the exact same settings, down to machines and network settings. Andhill
was chosen because of its simplicity—we believed that its game play will indeed
contain repeating patterns. The games were arbitrarily divided into 5 groups,
each containing 15 games. In each experiment, 4 groups (60 games) were used
as a training set, and the remaining group (15 games) used as a test set. Five
experiments were run, each one using a different training and test groups. In each
experiment, a trie for the left team was built and maintained, using all observed
behavior segments from the games in the training set. Frequency counts and G
statistics were then calculated for all nodes in the trie. On average, 4600 different
sub-sequences were found for each of the training sets (left team only), and 1200
sub-sequences were found for each test set.

The results of this first set of experiments were very surprising, with fre-
quency counts having an accuracy of 90%-100% in all ranges, and the G statistic
method having only a 30%, 51%, 70% and 86% success rate in the top 10, top
25, top 50 and top 100 tests, respectively. However, we quickly found out that
the high accuracy for the frequency counts was mostly due to it picking, as the
most frequent, sequences containing only a single event. Since single events often
occur much more frequently than any sequences they are part of, they were likely
to be present in the test set as well. In contrast the G statistic technique flagged
two-event and three-event sequences as being representative of the team.

This initial result of course made us reconsider the usefulness of the frequency-
count technique, since it was obvious that its result were simply not indicative
of any real sequential behavior in the observed team. To make it comparable
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Fig. 3. Prediction accuracy using random selection, G statistics, and frequency counts.

to the G statistic technique, we restricted the considered length to two events
and above, and re-ran the test. The results of this second set of experiments are
presented in Figure 3. The Y-axis in Figure 3 shows the percentage of sequences
picked by each technique, that were included both in the training set and the test
set. The X-axis shows the three different ranges of prediction that were tested:
Top 10 sequences, top 25, top 50, and top 100. For each of these categories, three
bars are shown, contrasting the performance of the frequency counts with that
of G statistic and random selection. The error bars on each column show the
minimum and maximum results across the 5 test.

The figure shows that both frequency counts and G do significantly better
than random selection at predicting what sequences will be picked in the test set.
Indeed, random selection success is almost nil. Frequency counts do better than
G. However, the advantage for frequency counts grows weaker with narrower
selection ranges, i.e., with the selection becoming more critical for evaluation.
Furthermore, as the error bars show, the range of performance for frequency
counts is well within the range of performance for G for the top-10 selection.

Building on our experience with misleading results with frequency counts, we
examined closely the sequences selected by the two techniques, and found inter-
esting discrepancies. In particular, highly frequent two-event sequences found by
frequency counts sometimes had relatively low G rankings. Closer examination
showed that indeed, the events in these sequences were not always dependent
on each other. For instance, player 7 in the observed team sometimes chose
the Clear-Ball behavior (kicking it outside or to a free location on the field,
essentially giving it up). Since it was an active player in many of the games,
sequences involving its recognized behavior of clearing the ball were all fairly
frequent. Some of the training sets showed that when player number 7 plays
Keepaway (i.e., keeps the ball to itself, away from opponents, but not moving
forward), then the next behavior it is likely to display is clearing of the ball.
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Other sequences that involved player 7 clearing the ball showed that in fact this
Clear-Ball behavior also commonly occurred after the ball has been passed to
player 7 by his teammates (regardless of whom passed), or if player 7 dribbled
the ball first.

The G rankings for the same sequences were considerably different. The G
method indicated that indeed player 7 is likely to clear the ball when it first plays
keepaway. However, all other sequences received much lower rankings—often not
even in the top 100. The reason for this difference is that the G statistic judged
that the Clear-Ball behavior was not dependent on the passes leading to it, but
was only dependent on whether player 7 played keepaway. In other words, the
G technique, unlike the frequency counts, correctly identified that player 7 was
not any more likely to clear the ball if the ball was passed to it by a teammate.
However, player 7 was indeed likely to clear the ball if it first attempted to keep
it away from opponents. The G technique was thus able to correctly distinguish
a sequential pattern that was not due to random co-occurrence, but instead was
due to a particular sequence of executed behaviors.

6 Conclusions and Future Work

We presented a hybrid approach to learning the coordinated sequential behavior
of teams, from a time-series of continuous multi-variate observations, of multiple
interacting agents. The hypothesis underlying this approach is that such a com-
plex time-series can be parsed and transformed into a single-variable categorical
time-series, using a set of behavior recognizers that focus only on recognizing
simple, basic, behaviors of the agents. Once the categorical time-series is avail-
able, it is segmented and stored in a trie, an efficient representation amenable
to statistical analysis of the data.

We demonstrated the usefulness of the trie representation in supporting two
important methods of statistical analysis—frequency counting and statistical de-
pendency detection—in service of discovering important sequences of behaviors.
We evaluated these two techniques in a rigorous set of experiments, and con-
cluded that statistical dependency detection may be more suitable to discovering
coordinated sequential behavior, since it is able to reject frequently observed se-
quences whose constituent behaviors have co-occurred due to chance.

We are currently investigating ways to build on our approach in several direc-
tions. First, we are investigating ways of using both frequency counts and the G
rankings on-line, such that predictions of the next k events can be made, based
on an observed prefix. Second, we are investigating a method for transforming
the discovered sequences into a graphical model, essentially a probabilistic finite
state automata, that can be used for deeper analysis of team behavior. In this
task, we are aided by prior work by Howe and Somlo [10].
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Abstract. One problem in robotic soccer (and in robotics in general)
is to adapt skills and the overall behavior to a changing environment
and to hardware improvements. We applied hierarchical reinforcement
learning in an SMDP framework learning on all levels simultaneously.
As our experiments show, learning simultaneously on the skill level and
on the skill selection level is advantageous since it allows for a smooth
adaption to a changing environment. Furthermore, the skills we trained
turn also out to be quite competitive when run on the real robotic players
of the players of our CS Freiburg team.

1 Introduction

The RoboCup context provides us with problems similar to those encountered by
robots in real world tasks. The agents have to cope with a continuously changing
environment, noisy perception and a huge state space [6]. Mid size robots are
additionally confronted with a complex motion model and non-trivial ball han-
dling problems. Programming robots overcoming all these difficulties is a tedious
task. Furthermore, with changes in the environment or hardware improvements,
previous solutions may not work any longer and it is necessary to reprogram
the robots. Reinforcement Learning (RL) offers a rich set of adaptive solutions
which have also proven to be applicable to complex domains [4]. However, before
one can apply RL, it is necessary to reduce the state space. In particular, often
one uses generalization techniques on the input space. We reduce the size of the
state space by tile coding [1,2] which is a widely used method for linear function
approximation in RL.

In addition, it is advantageous to decompose the task into skills that are
selected on a higher level, instead of trying to learn a “universal” control strategy.
For example, dribbling, shooting, and taking the ball are three different skills that
can be learned individually. Once the robots have learned these skills, the robots
can learn when to apply them – similar to layered learning [12].

While decomposing a task might simplify the learning problem, it can lead
to problems when we want to adapt to new environmental conditions. Using a
� This work has been partially supported by Deutsche Forschungsgemeinschaft (DFG)
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“layered” approach and assuming that a new kicking device is used or that the
carpet has changed, one would be forced to first adapt the basic skills to the
new situation and then to adapt the selection strategy. However, it is not clear
what the best setting would be to re-train the lower level skills in this case. As
a matter of fact, we would like to confront our robots with the new situation
and train both levels simultaneously. In other words, we want them to adapt
their low level skills to the new environments as well as learning to decide which
skill to apply in which situation [5]. The ultimate goal in this context is to build
robotic soccer agents that improve their skills during their whole life and doing
this as efficiently and quickly as possible.

In order to address these problems we decided to apply hierarchical RL based
on Semi Markov Decision Processes (SMDPs), as introduced by Bradtke and
Duff [3,7] and further developed by Sutton [13]. In contrast to Markov Decision
Processes (MDPs), which are defined for an action execution at discrete time
steps, SMDPs are providing a basis for learning to choose among temporally
abstract actions. Temporally abstract actions are considered in standard SMDPs
as black box skills, which execute a sequence of actions in a defined partition of
the state space for an arbritrary amount of time.

RL methods have already successfully been applied to the simulation league
in the Karlsruhe Brainstormers [8] and CMUnited [10] teams. This work is differ-
ent from ours since both teams are focusing mainly on the multi-agent problem of
robotic soccer and use different techniques for state space generalization. Stone
and Sutton [11] have shown how RL trained agents can beat even hand-coded
opponents in the keepaway scenario. Their skill selection has also been learned
by SMDP techniques. However, their skills are hand-coded.

One team applying RL in the mid size league are Osaka Trackies, which
use a method building self-organized hierarchical structures [14]. In contrast
to other approaches which favor the decomposition to “standard” soccer skills,
the resulting hierarchy consists of small, but very flexible skills. In contrast to
our work that is build upon a world model, their system can be considered as
behavior-based, because the state space is defined by uninterpreted images from
the vision system.

The rest of the paper is structured as follows. In the next section we specify
the SMDP learning model. In Section 3, we sketch how to apply our hierarchical
RL approach to robotic soccer. In Section 4, we describe our experimental results,
and in Section 5 we conclude.

2 Learning in (S)MDPs

The framework of MDPs provides a formal description for time discrete interac-
tions between an agent and its environment. It is assumed that the agent chooses
at discrete time steps t an action at according to the state st previously received
from the world. An MDP is defined by the tuple (S,A,T,R), where S is the set
of world states, A is the set of actions, T : S × A × S′ ⇒ [0, 1] is the transition
model and R : S × A ⇒ � is the reward function. The transition model T is
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defined by p(st+1|at, st) which returns for every world state st and action at the
probability distribution over world states st+1. Furthermore, the reward func-
tion R(s, a) defines real valued rewards returned by the environment according
to the agent’s last state and action taken.

An MDP is solved when the agent has identified a policy π which maximizes
rewards received over time. By RL methods this can be achieved by identifying
the optimal value function V ∗(s), indicating the maximal future (discounted)
rewards to be expected from state s. Once the optimal value function is found,
the agent can behave optimally by selecting actions greedily according to V ∗(s).

There are well known methods to approximate the optimal value function by
successive steps through the state space. One widely used method is known as Q-
Learning [16] which allows learning without the transition model T . Rather than
learning a mapping from states to values, this method learns an approximation
for Q∗(s, a) which maps from state-action pairs to values. The update rule for
one-step Q-Learning is defined as

Qk+1 (st, at) := (1 − α) Qk (st, at)+α

[
R (st, at) + γ max

a∈A
Qk (st+1, at+1)

]
, (1)

where α denotes the learning rate, and γ a discount factor.
Convergence speed of Q-Learning and other RL methods can be improved

by considering eligibility traces [2]. The idea is, roughly speaking, to keep track
of previously visited states and update their value when visiting states in the
future. This yields the effect that a whole trace can be updated from the effect of
one step. The influence of states on the past can be controlled by the parameter
λ. Q-Learning with eligibility traces is denoted by Q(λ).

In Q-Learning the value Qπ(s, a) of a state s is the approximated utility for
selecting a in s and following the greedy policy afterwards. Therefore the traces
have to be cut off when selecting a non-greedy-action for execution (e.g. for
exploration). However, when replacing maxaQk(st+1, at+1) by Qk(st+1, at+1) in
equation 1 and selecting at+1 according to the policy selecting actions, we get
the update for an on-policy method, known as Sarsa [9] that allows updates of
the whole trace.

In SMDPs, actions are allowed to continue for more than one time step.
An SMDP is an extension to the definition for MDPs and defined by the tuple
(S,A,T,R,F). F is defined by p(t|s, a) and returns the probability of reaching
the next SMDP state at time t when the temporally abstract action a is taken in
state s. Q-Learning has been extended for learning in SMDPs [3]. The method is
guaranteed to converge [7] when similar conditions as for standard Q-Learning
are met.

The update rule for SMDP Q-Learning is defined as

Qk+1 (st, at) := (1 − α) Qk (st, at) + α

[
r + γt max

a∈A
Qk (st+1, at+1)

]
, (2)

where t denotes the sampled time of execution and r the accumulated discounted
reward received during the execution. Like the transition model T , the time
model F is sampled by experience and has not to be known in advance.
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In recent work, a unification of MDPs and SMDPs has been proposed [13]. It
also has been shown that there is a clear advantage of interrupting temporally
abstract actions during their execution and switch among them if the change is
profitable. Our work, however, is based on the standard framework for SMDPs.

3 Applying Hierarchical Reinforcement Learning
to Robotic Soccer

The learner’s state space is based on the world model of a CS Freiburg player
[17]. The world model is continuously updated in 100 msec intervals and consists
basically of positions and velocities of the ball and robots on the field. Each sensor
has a specific field of view which means that the world model can be incomplete.

The robot’s trajectory is controlled by a differential drive. Furthermore, the
robot is equipped with a custom manufactured kicking device for handling the
ball. This device consists of a kicker to shoot and two ”fingers” mounted on the
left and righthand side of the kicker to control the ball. We noticed that effects
of the kicking device and differential drive might vary on different robots of our
team. It is one of the goals of our work to cope with these differences.

Experimental results presented in this paper have firstly been achieved using
a simulation of our robots. The simulation is implemented as a client-server
architecture and executes asynchronously to world model updates. Since the
world models generated on the real robots and generated from the simulation
are the same, the learner can switch between them on the fly.

Given a constant cycle time, the interface can be used for learning in MDPs.
Within cycle ct the learner receives the current world state st, and consequently
returns the selected action at which causes st+1 to be emitted in the successive
cycle ct+1. Since the world model provides reliable “high-level” features of the
robot’s perception, simulated and real perception can be considered as almost
equivalent.

The application of RL to our players has been carried out in a straight-
forward manner, similar to the way humans would train soccer. Firstly, basic
skills, namely shootGoal, shootAway, dribbleBall, searchBall, turnBall, approach-
Ball and freeFromStall [18,17] have been trained in simple, static scenarios.
Secondly, the appropriate selection of these skills and their embedding into the
task has been trained in a realistic scenario which was a game against a CS
Freiburg player from 2001. Finally, the simulation-trained soccer player has been
executed on one of our real robots.

Early experiments have shown that Sarsa(λ) performs better than Q(λ) when
learning the skills above. We assume that this is mainly caused by the necessary
cuts of eligibility traces after non-greedy actions when applying the off-policy
method. Therefore, skills have been trained by Sarsa(λ). We set γ = 1.0 (due to
the presence of an absorbing state), α = 0.1 (small, due to the non-determinism
of the environment), ε = 0.05 (small, since high exploration could lead to failures)
and λ = 0.8 (a common value when learning with n-step updates).

The state space of each skill consists of features extracted from the world
model, e.g. distance and angle to the ball or to the opponent. These features
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were chosen according to their relevance for the behavior to be learned. The
automation of this selection will be subject of future work. The action space
of each skill is given by two discretized scalar values for the translational and
rotational velocity and one binary value for kicking. For each skill, terminal states
have been defined depending on the skill’s natural goal. The skill approachBall,
for example, terminates when either the ball has been approached successfully
or could not be seen by the robot anymore. We defined a reward of 100 when
the goal state was reached, a reward of −100 when the robot failed its task and
a reward of −1 for each action taken.

For the learning of the skill-selection SMDP we decided to allow a high degree
of exploration to guarantee the recurrent selection of all skills. Exploration on
the skill selection level supports the selection of skills with low expectation of
future rewards. This leads to more training of those skills and therefore to their
improvement which might lead to higher expectations. Hence, we applied Q(λ),
since it is an off-policy method that learns the optimal policy, regardless of
performing explorative actions1. During learning, goals made by the learner were
rewarded with 100, goals made by the opponent with −100 and steps taken in
a skill with −1. The state space of the SMDP was defined by the scalars angle
and distance to ball, angle and distance to opponent, angle and distance to goal,
and the binary values ball is visible and opponent is visible.

4 Experimental Results

The results presented in this section are selected from a series of experiments
and are representative. Each experiment has been carried out with a learner
that was equipped with previously trained skills that had been learned in simple
scenarios. All graphs shown in this section are smoothed by averaging over 100
episodes.

In the first series of experiments the task of the learner was to learn the
selection of skills when playing against a static goalkeeper. We intentionally chose
a simple scenario in order to give a first impression of the learner’s performance.
During each episode the goalkeeper was placed on an arbritrary position in
front of the goal, whereas learner and ball were placed anywhere on the field.
We compared two learners, one and that was focusing on the learning of skill
selection, and a second that was additionally allowed to improve its skills further.
Figure 1 shows the progress of the two learners.

The baseline indicates the average of the accumulated rewards a CS Freiburg
Player achieves during one episode. In both settings a good action selection
strategy was learned after 500 episodes. Learning within skills, however, leads
to a noticeably better performance. Although the scenario in the experiment
was similar to the one used to pre-learn the skills, the learning within the skills
enables the learner to adapt more flexibly to the game-playing situation.

1 Note, due to the much smaller number of steps during an SMDP episode, the negative
effect of Q-Learning on eligibility traces is of minor importance.
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Fig. 1. Learner versus static goalkeeper with and without learning within skills

Fig. 2. Learner versus a CS Freiburg player with a normal and with a strong kicker.
The initial skills were trained with a strong kicker. Both players reach an adequate
level of play after some time of training

The results presented in Figure 2 demonstrate how the system reacts on a
significant change of the environment. We compared learners with a normal and
a strong kicker. The strong kicker was able to accelerate the ball much faster, but
less precise. The task now was to compete against a CS Freiburg player that was
slowed down to a third of its normal velocity. At the beginning of each episode
the learner and ball were placed randomly into one half, facing the opponent.

Again, the baseline indicates the average of the accumulated rewards a CS
Freiburg Player with normal velocity achieves during one episode. Due to the
fact that skills were pre-trained with a strong kicker the learner using the normal
kicker reaches less reward during the first 1000 episodes. After 6000 episodes,
however, playing with a normal kicker turns out to be more successful than
playing with the strong one. The learner with the normal kicker develops a
different way of playing: He is dribbling more often to the front of the goal and
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Table 1. Selected skills if learner was ball owner (in %)

DribbleBall ShootGoal ShootAway TurnBall
Normal Kicker 48.9 37.0 4.8 9.3
Strong Kicker 30.3 57.6 4.5 7.7

performs a rather precise shoot from small distance. Table 1 shows the frequency
of selecting particular offensive skills.

The learner with the normal kicker tends to select dribbleBall more often,
whereas the player with the strong kicker continues to shoot from further dis-
tances. Finally, both learners reach a similar level of performance that is winning
against their opponent.

The previous experiments evaluated the learner’s overall performance. It is
also important, however, how the skills themselves improve over time. Figure 3
documents the learning progress of the skill shootGoal.

Fig. 3. Learning of the skill shootGoal while playing against a CS Freiburg player

The result shows that the simultanous learning of skills and their selection
leads to higher rewards. The learner improving skills and skill selection reached
an accumulated reward of nearly 50, whereas the other learners could not reach
more than −25. Without learning the skill selection, skills are executed randomly,
and thus also in inadequate situations. For example, ShootGoal could be chosen
when facing the own goal. Certainly, it is possible that ShootGoal learns to handle
such situations as well, but this could take a very long time of learning. In fact,
the slowly improving curve for learning without skill selection indicates this
learning process. On the other hand, without learning inside the skills, skills are
executed as they were trained for static scenarios. Figure 3 shows that adaption
of skills to the task at hand benefits the overall result.

Finally, we started a first experiment with our best learned skills and skill-
selection on a real robot. The task was, as also evaluated in the simulation, a
static scenario with a goalkeeper in front of the goal. The learner started an
episode from the center of the field, whereas the ball was placed randomly. As
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we expected, the learner started to chose reasonable skills, such as searchBall to
locate the ball on the field, approachBall to get close to it and turnBall to get
the right direction. To our surprise, most skills executed impressively well. The
learner was robustly playing the ball without losing quality in skill selection or
execution.

While playing for one hour the learner was able to score 0.75 goals per minute.
In contrast, the hand-coded CS Freiburg player scores 0.94 goals per minute
when limited to one third of its maximal velocity and 1.37 goals per minute
when playing with maximal velocity. Although the performance of the player is
superior, the result is remarkable, since the learner was completely trained in
the simulation. Note that the learners result was achieved by far less time for
design and parametrization.

In order to evaluate how the total performance improves over time, more than
one hour of playing will be necessary. A long-term evaluation will be presented
in future work.

5 Conclusion and Discussion

We studied the applicability of hierarchical reinforcement learning to robots in
the mid size league. For our particular setting, RL methods perform remarkably
well. Our learner was able to compete with one of our hand-coded players, even
when environmental conditions were changed. Additionally, the low amount of
learning time indicates that there is still potential for learning in hierarchies with
more than two levels.

The experiments show that learning inside skills improves the overall perfor-
mance significantly. Thus, the results lead to two important conclusions: Firstly,
the whole system achieves higher adaptivity to changes in the environment while
acting stable without tending to aimless behavior. Secondly, based on the fact
that skills adapt themselves to the global task, it seems to be possible to reuse
these skills for a different task, such as ball passing or general team cooperation.

Our final experiment on a real soccer robot has shown that knowledge learned
in our simulation can be reused for a real-world task. It can be assumed that
the hierarchical structure supports the stable behavior of the robots.

In future work we will investigate how the process of adaption can be accel-
erated further by using more flexible hierarchies. Furthermore it will be inter-
esting, whether our implementation can be scaled-up to the game of more than
one robot, particularly, in which way single players are able to adapt their skill
selection when they are exposed to the multi-agent problem.
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Abstract. We describe an algorithm that adaptively synchronises an
agent with its environment enabling maximal deliberation time and im-
proved action success rates. The method balances its reliance upon noisy
evidence with internal representations, making it robust to interaction
faults caused by both communication and timing. The notion of action
correctness is developed and used to analyse the new method as well as
two special cases: Internal and External synchronisation. Action correct-
ness is determined online by a novel action accounting procedure that
determines the outcome of commanded actions. In conjunction, these el-
ements provide online analysis of agent activity, action confirmation for
model prediction, and a coarse measure of the agent’s coherence with
the environment that is used to adapt its performance.

1 Introduction

Distributed systems, with relevant coordination, can be more efficient and pro-
ductive than independent entities. This fact has not escaped those in search
of a computational model of intelligence where intelligent, distributed agents
also promise more efficient and productive solutions. Accordingly, multi-agent
systems have become an important and widely researched topic. For example,
robot soccer was presented as a suitable domain for exploring the properties of
situated, multi-agent systems [9] and has since been developed into a popular
yearly competition between artificial soccer teams [7].

However, distributed systems are subject to problems such as partial fail-
ure, incomplete observability, and unreliable communication. Therefore, it is an
important property for successful distributed systems to be able to efficiently co-
ordinate between individuals, including the environment. Unified operation — a
synchronised system — can be achieved using accurate system specification [4] or
through sufficient communication [6,12]. Asynchronous operation can result in ir-
relevant sensing, inconsistent representations, and delayed or failed action; prob-
lems which can affect event the most sophisticated skills and plans [2,5,10,14].

Considerable research has been done in the related areas of clock skew detec-
tion and distributed system monitoring [6,8], particularly given recent interest in
streaming multimedia. In the RoboCup Simulation league, however, the commu-
nication protocol is too restrictive to support the standard solutions developed
in these efforts. Accordingly, simple solutions have been adopted often entailing
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unjustified assumptions. In this paper, we describe a new adaptive algorithm for
synchronising the agent with its environment that is robust to communication
delays, lost messages, and timing faults.

In Section 2, we develop the notion of correct action, which defines criteria
for a solution and forms the basis of our evaluation and analysis. Section 3
presents a taxonomy of practical issues which is used to motivate and compare
typical synchronisation techniques in Section 4. Sections 5 and 6 present a novel,
adaptive synchronisation algorithm based on an online accounting procedure for
action commands. Finally, the results of an empirical comparison of the presented
techniques are included and discussed in Section 7.

2 Robots that Act Correctly

In general, a robotic system is the coupling of a robot with its environment.
Further, a robot can be viewed as a controller embedded in a plant, through which
the robot senses and acts in the environment. A general robotic system is shown
in Fig. 1. In the RoboCup Simulation league, two distinct software programs (the
agent and SoccerServer) interact through a lossy communication channel. This
can be viewed as a robotic system where the SoccerServer is the environment,
the communication channel is the plant, and the agent is the controller.

Controller
(Agent)

Plant
(Communication Channel) (SoccerServer)

Environment
percept

command

stimuli

action

Robot

Fig. 1. A general robotic system showing the interactions between the robot’s controller
and plant as well as with the environment.

The environment effects action and provides stimuli to the robot. SoccerServer,
shown in Fig. 2, simulates real-life robotic soccer and disseminates stimulus to
each of the competing agents [11]. The simulation cycles with a period of 100
milliseconds and can be described by four states. Each cycle begins in the SB state
(where sense body stimulus describing the agent’s condition is provided) and
ends in the E state (where the domain dynamics are simulated). SoccerServer
accepts actions in the R state and enters the SE state every one and a half
cycles to provide visual sensor data in the see stimulus. Because of the inherent
frequency mismatch, state-space is traversed sequentially through three distinct
cycle types: type 1 (SB → SE → R → E), type 2 (SB → R → SE → R → E), and
type 3 (SB → R → E).

The controller supplies a command trace to the plant to achieve the desired sys-
tem behaviour. For simplicity, we assume an agent capable of rational thought
based on a sense-plan-act architecture, as shown in Fig. 3. This agent receives
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Fig. 2. States and state transitions for the SoccerServer environment. To emphasize
the three cycle types, state transitions are multiplied out and the cycle type is denoted
by a subscript to the state label.

P AA
ge

nt

percept
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Fig. 3. States and state transitions for the agent.

percepts while in state S, then deliberates in state P, and finally commands the
desired action in state A.

Successful agents must generate action that is consistent with the current
environment. To achieve this coherence, an agent must make decisions based
on sensor data and command action in such a way that it is effected while the
relevant sensor data is still valid. We call this correct action.

Definition 1 (Correct action). In the RoboCup Simulation domain, an
agent’s actions are correct when the following temporal precedence constraints
are satisfied, where X ≺ Y constrains state X to happen before state Y.

1) A ≺ E
2) SB ≺ P ∧ SE ≺ P1

The first constraint is strict: SoccerServer must receive one action command
before it begins simulating the dynamics. If A �≺ E, the agent will remain idle un-
til the next simulation cycle. If SoccerServer receives more than one command
in a single cycle, the second and any subsequent command is ignored. There-
fore, whether action is effected on time is determined not only by the command
reception time, but also by that of the previous cycle as described in Table 1.
1 In cycle type 3, which does not include the SE state, the second term of the conjunc-

tion is ignored. Otherwise, where SB ≺ SE is considered a tautology, the first term
can be ignored.
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Table 1. SoccerServer rules for effecting action based on command reception times.

Command reception Current action

Aprev ≺ Eprev ∧ A ≺ E Effected on time
Aprev 	≺ Eprev ∧ A ≺ E Failed
Aprev ≺ Eprev ∧ A 	≺ E Effected late
Aprev 	≺ Eprev ∧ A 	≺ E Effected late

The second constraint is soft: the agent should consider action only after suf-
ficient sensing. If this constraint is violated then the agent is basing its action on
possibly inconsistent sensor data. For example, the CMUnited98 agent acts at
the beginning of each simulation cycle [13]. This virtually ensures the first con-
straint by abandoning the second: all decisions are based on dead-reckoning from
the previous cycle and not from current sensor data. Though this method has
proven successful in competition where the environmental dynamics are struc-
tured and easy to simulate, this approach is ill-advised in general.

3 Desired System Behaviour

Given the required computation for sensor processing, deliberation, and simu-
lation, the constraints in Definition 1 imply that there is an optimal time, t∗,
within the simulation cycle when actions should be commanded. If commanding
at the optimal time, the agent will receive relevant stimuli, have the maximum
amount of time to deliberate, and have all action occur as expected. This ideal
behaviour is shown in Fig. 4.

RSESB

S P

SB R ESE

P A

E

SA S

SB R

P

E

A S

R

1 2 3

SoccerServer

Agent

Time

Fig. 4. An event timing diagram depicting ideal, coherent behaviour for each of the
three cycle types: all three actions are correct.

In practice, however, there are several factors that disrupt the ideal be-
haviour. The simulation cycle is not observable by the agent and appears to
fluctuate in its periodicity. These fluctuations are the result of one or more of
the following practical considerations which make acting correctly difficult. For
example, see Fig. 5.

Clock inaccuracies. The quartz oscillations that computers use to keep time
are inaccurate. Typically, a clock can deviate from real time by as much as 30
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milliseconds over a 10 minute period [12]. Also, since the system is typically
not run over a real-time operating system, interval timers tend to overrun
when the processor is overly taxed. These anomalies occur independently
across the system which, over the course of a full game, can incur timing
deviations that constitute significant portions of the simulation cycle period.

Varying communication reliability. Varying network traffic causes unob-
servable and unpredictable communication delays. Further, since the system
uses a lossy communication protocol, messages can arrive out of order or be
lost entirely in the transport layer. Therefore, the sensitivity of a synchroni-
sation method to such communication faults is extremely relevant.

RSESB

S

ESEE

SA

SB R E

A S

R

P SAP P

RSB

1 32

Fig. 5. An example showing possible faults associated with clock inaccuracies and
varying network reliability. In the first cycle, the sense body is delayed, arriving out of
order with the see stimulus. Also, the SoccerServer’s interval timer overruns causing
the next sense body (which ends up being lost in transit) to be delayed. In the second
cycle, the action command is delayed and not effected until the third cycle. Since this
action arrives late, the agent remains idle and the action commanded in the third cycle
is ignored by SoccerServer.

4 Synchronisation Algorithms

In order to synchronise with the environment, each agent must determine its best
estimate of the environment’s state, which is not directly observable. This section
presents two estimation techniques based on internal and external evidence and
compares them based on their likelihood of producing correct aciton.

4.1 Synchronisation Using Internal Evidence

Internal synchronisation uses internal evidence to coordinate with the environ-
ment. The evidence commonly used is the expiration of an interval timer that
mimics the simulation periodicity: the agent assumes a new simulation cycle
upon the timer’s expiry every 100 milliseconds [3]. The agent then commands
an action at some fixed internal time, t̂∗. An example is shown in Fig. 6.

Due to the internal nature of this algorithm, there are no observed fluctua-
tions due to network variation. However, there will always exist a temporal offset,
δ, between the true simulation cycle and the agent’s internal representation:
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...

...δ

Time

SoccerServer cycle

Agent cycle

The fundamental assumption behind Internal synchronisation is that the
internal and external cycles are in phase (i.e., δ = 0 2). If this assumption
holds the internal method produces excellent results, but assuming correlation
is unjustified. In general, δ is uniformly distributed depending on when the agent
is initiated and varies dynamically due to clock inaccuracies.

P (δ = t) ≡
{ 1

100 if t ∈ [−50, 50]
0 otherwise (1)

t*

RSESB ESEE SB R ERRSB

1 2 3

100 ms

P A A AS S S P

Fig. 6. An example of Internal synchronisation where an internal cycle is initiated
upon expiration of an interval timer. The first and third cycles show correct action,
although the agent is not fully utilizing the available deliberation time. In the second
cycle, the action is scheduled before the see stimulus. Therefore, the action decision is
based on previous (possibly inconsistent) sensor data.

In order to determine how violation of this fundamental assumption effects
action correctness, we consider how likely it is that Definition 1 will hold under
these conditions. Taking Table 1 into consideration, the probability of correct
action is

P (Correct action) ≡ P ((Aprev ≺ Eprev ∧ A ≺ E) ∧ (SB ≺ P ∧ SE ≺ P)) (2)

To proceed, we assume that the communication channel introduces a trans-
mission delay, Tdelay, that is exponentially distributed with expected delay τ ,
and independent of time [1].

P (Tdelay = t) ≡
{

1
τ e− t

τ if t ≥ 0
0 if t < 0

(3)

2 Unless otherwise specified, this paper describes time in integer milliseconds. Units
will be omitted for the remainder of the paper.
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If Tsee is the external cycle time that the see stimulus is provided (or the
sense body stimulus during cycle type 3), then

P (Tsee = t) ≡
⎧⎨⎩

2
3 if t = 0
1
3 if t = 50
0 otherwise

(4)

Finally, if Tdelib and Tsim are the time required to decide on and to simulate
an action respectively (both of which are assumed constant) then the probability
of correct action using Internal synchronisation follows directly from Equation 2:

P

(
Correct
action

∣∣∣∣ Internal
synchronisation

)
=P

⎛⎜⎜⎝
(
δ − 100 + t̂∗ + T

(1)
delay + Tsim ≤ 0

)
∧

(
δ + t̂∗ + T

(2)
delay + Tsim ≤ 100

)
∧

(
Tsee + T

(3)
delay + Tdelib ≤ δ + t̂∗

)

⎞⎟⎟⎠ (5)

Equation 5 can be computed analytically, and a partial elevation plot is
shown in Fig. 7. It shows that Internal synchronisation is not very sensitive to
network variation, but that the probability of correct action is low because δ is
unlikely to fall in the desired range.
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Fig. 7. The probability of correct action using Internal synchronisation.

4.2 Synchronisation Using External Evidence

As demonstrated in Section 4.1, the probability of correct action is directly
related to the validity of the internal representation. External synchronisation
abandons the internal timer and uses an external indicator to achieve a more



142 Jefferson D. Montgomery and Alan K. Mackworth

favourable δ distribution. Perception of a sense body stimulus is used as evi-
dence of the SB state and of a new SoccerServer cycle. As shown in Fig. 8, this
evidence triggers a new internal cycle and action commands are scheduled after
a fixed internal time, t̂∗ [3,10].

t* t*

RSESB

S

ESEE SB R ER

P P

RSB

SA SA

1 2 3

Fig. 8. An example of External synchronisation where action is commanded a fixed
time, t̂∗, after sense body perception. In the first cycle, the action command is not
received in time and the agent remains idle. In the second cycle, the sense body message
is lost: no internal cycle is initiated, and no action is commanded. The second action
(in the third cycle) is correct.

The fundamental assumption behind External synchronisation is that vari-
ation in communication delay is negligible and that an appropriate value for
the command time, t̂∗, is known. Under these conditions, this method produces
excellent results. In real systems these assumptions are often violated, however,
and reliance upon an external indicator introduces sensitivity to lost stimuli (as
shown in Fig. 8). The effect of this assumption on action correctness is shown,
continuing from Equation 2, by the corresponding likelihood of correct action in
Equation 6 and Fig. 9.

P

(
Correct
action

∣∣∣∣ External
synchronisation

)
=P

⎛⎜⎜⎝
(
T

(1)
delay + t̂∗ + T

(2)
delay + Tsim ≤ 100

)
∧

(
T

(3)
delay + t̂∗ + T

(4)
delay + Tsim ≤ 100

)
∧

(
Tsee + T

(5)
delay + Tdelib ≤ T

(3)
delay + t̂∗

)

⎞⎟⎟⎠ (6)

If the communication assumptions are valid then the sense body percept is a
good indicator of a new simulation cycle. This is clear from the peak in probable
correct actions for low τ , but when transmission delay varies the probability
decreases rapidly. This is particularly evident with large communication delays
where, as shown in Fig. 10, External synchronisation can perform worse than
the naive Internal synchronisation.

5 Adaptive Synchronisation

The analysis in Section 4 (specificly Fig. 10) motivates a more robust synchro-
nisation algorithm. Ideally, such an algorithm would combine the reliability of
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Fig. 9. The probability of correct action using External synchronisation.
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Fig. 10. A comparison of the Internal and External synchronisation algorithms when
Tsim +Tdelib = 10. As communication delays increase, External synchronisation perfor-
mance degrades more rapidly. In this case, Internal synchronisation becomes favourable
when τ ≥ 7.3.

Internal synchronisation with external information to improves the δ distribu-
tion.

The proposed Dynamic Action Index algorithm uses an interval timer as the
internal representation of the simulation cycle, and schedules action commands
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at the action index, I, as shown in Fig. 11. The action index is the agent’s
estimate of the optimal internal time to command an action, t̂∗ − δ, which is
approximated using separate estimates of δ and t∗:

I ≡ t̂∗ − δ̂ (7)

As described in Sections 5.1, 5.2, and Table 3, the Dynamic Action Index
algorithm generalises Internal and External synchronisation and relaxes their
fundamental assumptions by using improved, adaptive estimates.

t*

...SB E

δ

SoccerServer cycle

Agent’s internal cycle

Time
I

A... ...

Fig. 11. Synchronisation using a Dynamic Action Index (showing correct estimates),
where action is commanded at an internal time, I, which is modified based on its
inferred validity.

5.1 Estimating the Internal Cycle Offset

The internal cycle offset, δ, is estimated by modeling noise in sense body per-
ception times. The model is based on the conservative assumption that a quick
transmission is likely to occur within a small number of simulation cycles [4,1].
If we assume that one out of N sense body messages will be delivered promptly,
then a good estimate of the cycle offset is given by Equation 8, where t

(i)
sense body

is the internal perception time of the ith previous sense body.

δ̂ = min
N⋃

i=1

{
t
(i−1)
sense body

}
(8)

Although δ̂ is always an over-estimate (because it includes the transit time
of the quickest message), the bias can be neglected by considering necessary
communication delays while estimating the optimal time to command action,
i.e., by assuming known cycle offset.

5.2 Estimating the Optimal Time to Command Action

Because both network delays and processor strain vary over time, so too does
the optimal time, t∗, to command action. Therefore, it is beneficial to adapt the
estimate of the optimal command time, t̂∗, during operation. The validity of the
current estimate can be inferred if the agent can confirm how action is being



Adaptive Synchronisation for a RoboCup Agent 145

Table 2. Inferring the validity of the optimal command time estimate assuming known
cycle offset.

Action Cause Inference

Effected on time I ≤ t∗ − δ t̂∗ ≤ t∗

Effected late I > t∗ − δ t̂∗ > t∗

Failed (I + δ) mod 100 � 0 t̂∗ mod 100 � 0

Table 3. The internal cycle offset and optimal command time estimates used in the
Internal, External, and Dynamic Action Index synchronisation algorithms.

Algorithm Estimates
Internal cycle offset (δ̂) Optimal command time (t̂∗)

Internal 0 constant (e.g., 70)
External t0sense body constant (e.g., 70)
Dynamic Action Index min

⋃N−1
i=0

{
ti
sense body

}
inferred and modified online

effected. This inference is summarised in Table 2 and because it operates on
the timescale of cycles (where communication delay can be deemed negligible)
and does not depend on sense body perception times, reliance upon network
responsiveness is minimal.

If the action was effected on time, then the action index was not too large.
However, if the estimate is less than optimal then it can be increased (thereby
increasing sensing and deliberation) while still commanding action on time. Be-
cause the optimal time is not observable, there is little indication of how much
to increase the estimate where there is risk of commanding future actions late.

If the action was effected late, then the action index was too large and should be
decreased. Because the true amount is unknown, the estimate is decreased by
some fixed amount for each late action.

If the action failed, then the command was either lost in transport (which has no
implication on synchronisation), or it was ignored by SoccerServer. The latter
case occurs often if the estimate is on the simulation cycle boundary (in which
case the estimate can be reset to its initial value) or intermittently when a single
command is excessively delayed (which does not imply an incorrect estimate).

Each inference case can be adversely affected by periodic communication
delays. This side effect can be avoided by assuming that each delay is independent
and identically distributed and by requiring successive evidence of any inference.

6 Confirming Commanded Action

The validity of the optimal command time estimate is inferred based on the
outcome of commanded action. Each action is classified by assigning it to one
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of two disjoint sets: P is an ordered set of pending action, and C is a set of
confirmed action. Actions initially belong to P and only become members of C
if they obey a specific causal relationship between time and the count of effected
actions, ne

3.

Definition 2 (Action age). The age of a commanded action is the number of
sense body’s perceived while waiting for its confirmation.

Definition 3 (Confirmed action). The ith pending action is confirmed, if
ne ≥ ‖C‖ + i.

If a pending action of age 1 is confirmed, that action was effected on time.
Otherwise, it can be difficult to distinguish between late and failed action. The
distinction can be made by imposing a bound, τmax, on communication delays,
above which unaccounted messages are assumed lost. The confirmation relation-
ship is made explicit in Table 4.

Table 4. Inferring the outcome of an unambiguous action from the count of effected
actions.

Count of ith pending action
effected actions Age Confirmed outcome

ne ≥ i 1 Effected on time

ne ≥ i
[
2, 1 + 2

⌈
τmax
100

⌉)
Effected late

ne < i
[
1 + 2

⌈
τmax
100

⌉
, ∞)

Failed

However, ambiguities arise if a new action is commanded before a previous
action has been confirmed, which often occurs while waiting to distinguish be-
tween late and failed action. The ith pending action is ambiguous if i < ‖P‖.
In such circumstances, all hypotheses are maintained until the ambiguity can be
resolved or can be proven to be undecidable4.

The basis of the disambiguation procedure are the strict rules that govern how
an action command is handled by SoccerServer, based on when it is received
(see Table 1). In particular, we exploit the fact that an action cannot be effected
on time following late action. The procedure is outlined in Table 5.

7 Comparing of Synchronisation Algorithms

Synchronisation algorithms can be compared in a number of ways. Butler et al.
develop a system for automatically extracting team activity as well as idle and
3 A count of effected actions is included as part of the sense body stimulus. Any two

stimuli can be used to determine the number of actions effected between them.
4 Ambiguities are only undecidable when a failed action cannot be assigned to a specific

pending command. For the purpose of t̂∗ estimation, this does not matter because
failure is certain, but this does effect model prediction and activity analysis since
the agent does not know which action failed.
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Table 5. A procedure for disambiguating the set of pending actions, P = {p1, ...}
based on the property that late-on time action pairs can not exists in P .

if pi effected on time then
∀j ≤ i action pj effected on time

else if pi effected late ∨ne = ‖C ∪ P‖ then
∀j ≥ i action pj effected late

else if pi lost then
if pi−1 effected on time then

∀j ≤ i − 1 action pj effected on time
else if pi−1 effected late then

for each j in 1 up to i − 2 do
if pj effected late then

∀k ≥ j action pk effected late
else if i = ‖P‖ then

∀j ≤ i action pj ambiguous, ‖C ∪ P‖ − ne of which are lost

failure ratios from game log files [3]. However, these measures do not encode
the notion of action correctness (for example, late and failed actions increase
activity). The online procedure described in Section 6 provides information that
is more expressive. In fact, the measures used in [3] can be directly calculated
using counts of correct, late, and failed actions. The ability is a special feature of
the online algorithm, which combines the intended action time with its inferred
outcome.

The three synchronisation methods described in this paper were tested in
competition against previous RoboCup competitors [15]. All algorithms were
implemented using the Dynamic Action Index framework (i.e., action commands
were scheduled t̂∗ − δ̂ after internal cycle initiation) using the parameters spec-
ified in Table 3. The outcome of approximately ten thousand commanded ac-
tions was recorded throughout several partial games played using a network that
introduced varying transmission delays of approximately 20 ± 15 milliseconds.
The fraction of correct action varied with synchronisation algorithm as shown
in Fig. 12.

The higher variance observed using Internal synchronisation is significant. It
corresponds to the uniform distribution of possible cycle offsets. If the internal
cycle happens to be synchronised with the external cycle the agent is able to
perform a high fraction of correct action. However, poor synchronisation is just
as likely.

External synchronisation was observed to produce fewer correct actions than
the other algorithms on average. For External synchronisation, variance from the
average is a result of sensitivity to sense body perception times: small changes
in communication delay can cause a large change in the fraction of actions that
are correct.
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Fig. 12. Experimentally observed distributions of correct, late, and failed action for
agents using the Internal, External, and Dynamic Action Index synchronisation algo-
rithms.

The Dynamic Action Index synchronisation algorithm produces the most
correct actions on average. Also, the observed variance is low because the δ and
t∗ estimates continually converge on optimal values making the algorithm robust
to varying conditions.

8 Conclusion

This paper introduces the Dynamic Action Index synchronisation algorithm that
estimates internal cycle offset and optimal action command times online. We
have shown that the Internal and External synchronisation algorithms are each
extremal special cases of the new algorithm, providing a satisfying theoretical
framework. Moreover, our experimental results show that our new algorithm
outperforms the other two approaches under varying network delays. We have
shown that combining an internal synchronisation algorithm with estimates de-
rived from the external SoccerServer performs better than either alone. In
general, any agent must weight and integrate its internal representation with ex-
ternal evidence for optimal performance. Our results demonstrate how this can
be achieved for even the low-level task of synchronisation. Practically, agents us-
ing the algorithm can choose the optimal time to act and make good decisions,
approaching the rational ideal.
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Abstract. Team formation, i.e., allocating agents to roles within a team
or subteams of a team, and the reorganization of a team upon team mem-
ber failure or arrival of new tasks are critical aspects of teamwork. They
are very important issues in RoboCupRescue where many tasks need
to be done jointly. While empirical comparisons (e.g., in a competition
setting as in RoboCup) are useful, we need a quantitative analysis be-
yond the competition — to understand the strengths and limitations of
different approaches, and their tradeoffs as we scale up the domain or
change domain properties. To this end, we need to provide complexity-
optimality tradeoffs, which have been lacking not only in RoboCup but
in the multiagent field in general.
To alleviate these difficulties, this paper presents R-COM-MTDP, a for-
mal model based on decentralized communicating POMDPs, where
agents explicitly take on and change roles to (re)form teams. R-COM-
MTDP significantly extends an earlier COM-MTDP model, by introduc-
ing roles and local states to better model domains like RoboCupRescue
where agents can take on different roles and each agent has a local state
consisting of the objects in its vicinity. R-COM-MTDP tells us where
the problem is highly intractable (NEXP-complete) and where it can be
tractable (P-complete), and thus understand where algorithms may need
to tradeoff optimality and where they could strive for near optimal be-
haviors. R-COM-MTDP model could enable comparison of various team
formation and reformation strategies — including the strategies used by
our own teams that came in the top three in 2001 — in the RoboCup
Rescue domain and beyond.

1 Introduction

The utility of the multi-agent team approach for coordination of distributed
agents has been demonstrated in a number of large-scale systems for sensing and
acting like disaster rescue simulation domains, such as RoboCupRescue Simula-
tion Domain [5,10] and sensor networks for real-time tracking of moving targets
[7]. These domains contain tasks that can be performed only by collaborative
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actions of the agents. Incomplete or incorrect knowledge owing to constrained
sensing and uncertainty of the environment further motivate the need for these
agents to explicitly work in teams. A key precursor to teamwork is team forma-
tion, the problem of how best to organize the agents into collaborating teams that
perform the tasks that arise. For instance, in RoboCupRescue, injured civilians
in a burning building may require teaming of two ambulances and three nearby
fire-brigades to extinguish the fire and quickly rescue the civilians. If there are
several such fires and injured civilians, the teams must be carefully formed to
optimize performance.

Our work in team formation focuses on dynamic, multiagent environments,
such as RoboCupRescue Simulation Domain [5,10] and sensor networks [7]. In
such domains teams must be formed rapidly so tasks are performed within given
deadlines, and teams must be reformed in response to the dynamic appearance
or disappearance of tasks. The problems with the current team formation work
for such dynamic real-time domains are two-fold. First, most team formation
algorithms [12,4,2,3,7] are static. In order to adapt to the changing environment
the static algorithm would have to be run repeatedly.

Second, much of the work in RoboCupRescue has largely relied on experi-
mental work and the competitions have been very useful in comparing various
algorithms. A complementary technique is theoretical analysis. However, there
has been a lack of theoretical analysis of algorithms, such as their worst-case
complexity. This is especially important in understanding how algorithms work
if domain parameters change, how they will scale up, etc.

In this paper we take initial steps to attack both these problems. As the tasks
change and members of the team fail, the current team needs to evolve to handle
the changes. In RoboCupRescue [5,10], each re-organization of the team requires
time (e.g., fire-brigades may need to drive to a new location) and is hence expen-
sive because of the need for quick response. Clearly, the current configuration of
agents is relevant to how quickly and well they can be re-organized in the future.
Each re-organization of the teams should be such that the resulting team is ef-
fective at performing the existing tasks but also flexible enough to adapt to new
scenarios quickly. We refer to this reorganization of the team as ”Team Forma-
tion for Reformation”. In order to solve the “Team Formation for Reformation”
problem, we present R-COM-MTDPs (Roles and Communication in a Markov
Team Decision Process), a formal model based on communicating decentralized
POMDPs, to address the above shortcomings. R-COM-MTDP significantly ex-
tends an earlier model called COM-MTDP [9], by making important additions of
roles and agents’ local states, to more closely model current complex multiagent
teams. Thus, R-COM-MTDP provides decentralized optimal policies to take up
and change roles in a team (planning ahead to minimize reorganization costs),
and to execute such roles.

We use the disaster rescue domain to motivate the “Team Formation for
Reformation” problem. We present real world scenarios where such an approach
would be useful and use the RoboCup Rescue Simulation Environment [5,10] to
explain the working of our model. We show that the generation of optimal poli-
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cies in R-COM-MTDPs is NEXP-complete although different communication
and observability conditions significantly reduce such complexity. The nature
of observability and communication in the RoboCupRescue domain makes it
computationally intractable thus motivating the study of optimality-complexity
tradeoffs in approximation algorithms are necessary. R-COM-MTDPs provide a
general tool for analysis of role-taking and role-executing policies in multiagent
teams and for comparison of various approximate approaches. This will allow
us to model the agents we developed for this domain [8] (which finished third
at RoboCup 2001 and second at Robofesta, 2001) as an R-COM-MTDP and
determine how changes in the agents’ behavior could result in an improved per-
formance. It is important that we develop tools in RoboCup that are relevant
beyond RoboCup and contribute to the wider community. This work is aimed
at meeting that objective.

2 Domain and Motivation

The RoboCupRescue Simulation Domain [5,10], provides an environment where
large-scale earthquakes can be simulated and heterogeneous agents can collabo-
rate in the task of disaster mitigation. Currently, the environment is a simulation
of an earthquake in the Nagata ward in Kobe, Japan. As a result of the quake
many buildings collapse, civilians get trapped, roads get damaged and gas leaks
cause fires which spread to neighboring buildings. There are different kinds of
agents that participate in the task of disaster mitigation viz. fire brigades, am-
bulances, police forces, fire stations, ambulance centers and police stations. In
addition to having a large number of heterogeneous agents, the state of the en-
vironment is rapidly changing – buried civilians die, fires spread to neighboring
buildings, buildings get burnt down, rescue agents run out of stamina, etc. There
is uncertainty in the system on account of incorrect information or information
not reaching agents.

In such a hostile, uncertain and dynamically changing environment teams
need to continually form and reform. We wish to understand the properties
of such team formation and reformation algorithms. For instance, as new fires
start up or fire engines get trapped under buried collapsing buildings, teams
once formed may need to reform. While current algorithms in RoboCup Rescue
for such reformation (and outside) react to such circumstances based solely on
current information, in general, such reactive techniques may not perform well. In
fact, methods that plan ahead taking future tasks and failures into account may
be needed to minimize reformation, given that reformations take time. While
we can perform useful empirical comparisons of current algorithms within the
current competition settings,the field needs to analyze the performance of such
algorithms for a wide variety of settings of agent failure rates, new task arrival
rate, reformation costs, domain scale-up, and other factors. Theoretical analysis
can aid in such analysis, providing us techniques to understand general properties
of the algorithms proposed.

We focus in particular on a technique called ”Team Formation for Refor-
mation”, i.e.., teams formed with lookahead to minimize costs of reformation.
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The following real-world scenarios illustrate the need for such team formation
for reformation.

1. A factory B catches fire at night. Since it is known that the factory is empty
no casualties are likely. Without looking ahead at the possible outcomes of
this fire, one would not give too much importance to this fire and might
assign just one or two fire brigades to it. However, if by looking ahead, there
is a high probability that the fire would spread to a nearby hospital, then
more fire brigades and ambulances could be assigned to the factory and
the surrounding area to reduce the response time. Moving fire brigades and
ambulances to this area might leave other areas where new tasks could arise
empty. Thus, other ambulances and fire brigades could be moved to strategic
locations within these areas.

2. There are two neighborhoods, one with small wooden houses close together
and the other with houses of more fire resistant material. Both these neigh-
borhoods have a fire in each of them with the fire in the wooden neighborhood
being smaller at this time. Without looking ahead to how these fires might
spread, more fire brigades may be assigned to the larger fire. But the fire in
the wooden neighborhood might soon get larger and may require more fire
brigades. Since we are strapped for resources, the response time to get more
fire brigades from the first neighborhood to the second would be long and
possibly critical.

3. There is an unexplored region of the world from which no reports of any
incident have come in. This could be because nothing untoward has happened
in that region or more likely, considering that a major earthquake has just
taken place, that there has been a communication breakdown in that area.
By considering both possibilities, it might be best if police agents take on the
role of exploration to discover new tasks and ambulances and fire brigades
ready themselves to perform the new tasks that may be discovered.

Each of these scenarios demonstrate that looking ahead at what events may
arise in the future is critical to knowing what teams will need to be formed. The
time to form these future teams from the current teams could be greatly reduced
if the current teams were formed keeping this future reformation in mind.

3 From COM-MTDP to R-COM-MTDP

The COM-MTDP model[9] has two main advantages. First, COM-MTDP pro-
vides complexity analysis of team coordination given different communication
assumptions. Even though it does not focus on team formation or reformation
(which are topics of this paper), it serves as a basis for developing a new computa-
tional framework called R-COM-MTDP that provides such an analysis. Second,
COM-MTDP was used to analyze different general team coordination algorithms
based on the joint intentions theory, including the STEAM algorithm, part of
the ISIS teams that participated in RoboCup soccer [11]. COM-MTDP analysis
revealed the types of domains where the team coordination behaved optimally,



154 Ranjit Nair, Milind Tambe, and Stacy Marsella

and specific domains where the algorithm communicated too much or too little
— and the complexity of optimal communication strategies. Such analysis may
in turn provide guidance in developing a new generation of team coordination
algorithms which can intelligently engage in optimality-complexity tradeoffs. We
attempt to do something similar with R-COM-MTDP.

3.1 COM-MTDP

Given a team of selfless agents, α, a COM-MTDP [9] is a tuple, 〈S, Aα, Σα, P ,
Ωα, Oα, Bα, R〉. S is a set of world states. Aα =

∏
i∈α Ai is a set of com-

bined domain-level actions, where Ai is the set of actions available to agent
i. Σα =

∏
i∈α Σi is a set of combined communicative actions, where Σi is the

set of messages that agent i can broadcast to the other team members. The
effects of domain-level actions obey the specified transition probability function,
P (sb,a, se) = Pr(St+1 = se|St = sb, A

t
α = a).

Ωα =
∏

i∈α Ωi is a set of combined observations, where Ωi is the set of
observations that agent i may receive. The observation function (or information
structure), Oα, specifies a probability distribution over the joint observations that
the agents may make, conditioned on the current state and combined actions of
the agents: Oα(s,a, ω) = Pr(Ωt

α = ω|St = s, At−1
α = a). We can define classes

of information structures as in [9]:

Collective Partial Observability: We make no assumptions about the ob-
servability of the world state.

Collective Observability: There is a unique world state for the combined
observations of the team: ∀ω ∈ Ω, ∃s ∈ S such that ∀s′ �= s, Pr(Ωt =
ω|St = s′) = 0.

Individual Observability: Each individual’s observation uniquely determines
the world state: ∀ω ∈ Ωi, ∃s ∈ S such that ∀s′ �= s, Pr(Ωt

i = ω|St = s′) = 0.

In domains that are not individually observable, agent i chooses its actions
and communication based on its belief state, bt

i ∈ Bi, based on the observations
and communication it has received through time t. Bα =

∏
i∈α Bi is the set

of possible combined belief states. Agent i updates its belief state at time t
when it receives its observation, ωt

i ∈ Ωi, and when it receives communication
from its teammates, Σt

α. We use separate state-estimator functions to update
the belief states in each case: initial belief state, b0

i = SE0
i (); pre-communication

belief state, bt
i•Σ = SEi•Σ(bt−1

iΣ•, ω
t
i); and post-communication belief state, bt

iΣ• =
SEiΣ•(bt

i•Σ , Σt
α).

Finally, the COM-MTDP reward function represents the team’s joint utility
(shared by all members) over states, as well as both domain and communicative
actions, R : S × Σα × Aα → R. We can express this overall reward as the
sum of two rewards: a domain-action-level reward, RA : S × Aα → R, and a
communication-level reward, RΣ : S × Σα → R. We can classify COM-MTDP
(and likewise R-COM-MTDP) domains according to the allowed communication
and its reward:
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General Communication: no assumptions on Σα nor RΣ .
No Communication: Σα = ∅.
Free Communication: ∀σ ∈ Σα, RΣ(σ) = 0.

Analyzing the extreme cases, like free communication (and others in this pa-
per) helps to understand the computational impact of the extremes. In addition,
we can approximate some real-world domains with such assumptions.

3.2 R-COM-MTDP Extensions to COM-MTDP Model

We define a R-COM-MTDP as an extended tuple, 〈S, Aα, Σα, P, Ωα, Oα, Bα, R,
PL〉. The key extension over the COM-MTDP is the addition of subplans, PL,
and the individual roles associated with those plans.

Extension for Explicit Sub-plans. PL is a set of all possible sub-plans that
α can perform. We express a sub-plan pk ∈ PL as a tuple of roles 〈r1, . . . , rs〉. rjk

represents a role instance of role rj for a plan pk and requires some agent i ∈ α
to fulfill it. Roles enable better modeling of real systems, where each agent’s
role restricts its domain-level actions [13]. Agents’ domain-level actions are now
distinguished between two types:

Role-Taking actions: Υα =
∏

i∈α Υi is a set of combined role taking actions,
where Υi = {υirjk

} contains the role-taking actions for agent i. υirjk
∈ Υi

means that agent i takes on the role rj as part of plan pk. An agent’s role
can be uniquely determined from its belief state.

Role-Execution Actions: Φirjk
is the set of agent i’s actions for executing

role rj for plan pk [13]. Φi=
⋃

∀rjk
Φirjk

. This defines the set of combined
execution actions Φα=

∏
i∈α Φi.

The distinction between role-taking and role-execution actions (Aα=Υα ∪Φα)
enables us to separate their costs. Within this model, we can represent the
specialized behaviors associated with each role, and also any possible differences
among the agents’ capabilities for these roles. While filling a particular role, rjk,
agent i can perform only those role-execution actions, φ ∈ Φirjk

, which may not
contain all of its available actions in Φi. Another agent � may have a different set
of available actions, Φ	rjk

, allowing us to model the different methods by which
agents i and � may fill role rjk. These different methods can produce varied
effects on the world state (as modeled by the transition probabilities, P ) and
the team’s utility (as modeled by the reward function, RΦ). Thus, the policies
must ensure that agents for each role have the capabilities that benefit the team
the most.

In R-COM-MTDPs (as in COM-MTDPs), each decision epoch consists of
two stages, a communication stage and an action stage. In each successive epoch,
the agents alternate between role-taking and role-execution epochs. Thus, the
agents are in the role-taking epoch if the time index is divisible by 2, and are in
the role execution epoch otherwise. Although, this sequencing of role-taking and



156 Ranjit Nair, Milind Tambe, and Stacy Marsella

role-execution epochs restricts different agents from running role-taking and role-
execution actions in the same epoch, it is conceptually simple and synchroniza-
tion is automatically enforced. As with COM-MTDP, the total reward is a sum
of communication and action rewards, but the action reward is further separated
into role-taking action vs. role-execution action: RA(s,a) = RΥ (s,a)+RΦ(s,a).
By definition, RΥ (s, φ) = 0 for all φ ∈ Φα, and RΦ(s, υ) = 0 for all υ ∈ Υα. We
view the role taking reward as the cost (negative reward) for taking up differ-
ent roles in different teams. Such costs may represent preparation or training or
traveling time for new members, e.g., if a sensor agent changes its role to join
a new sub-team tracking a new target, there is a few seconds delay in tracking.
However, change of roles may potentially provide significant future rewards.

We can define a role-taking policy, πiΥ : Bi → Υi for each agent’s role-
taking action, a role-execution policy, πiΦ : Bi → Φi for each agent’s role-
execution action, and a communication policy πiΣ : Bi → Σi for each agent’s
communication action. The goal is to come up with joint policies πΥ , πΦ and πΣ

that will maximize the total reward.

Extension for Explicit Local States: Si. In considering distinct roles within
a team, it is useful to consider distinct subspaces of S relevant for each individual
agent. If we consider the world state to be made up of orthogonal features (i.e.,
S = Ξ1 ×Ξ2 ×· · ·×Ξn), then we can identify the subset of features that agent i
may observe. We denote this subset as its local state, Si = Ξki1×Ξki2×· · ·×Ξkimi

.
By definition, the observation that agent i receives is independent of any features
not covered by Si: Pr(Ωt

i = ω|St = 〈ξ1, ξ2, . . . , ξn〉 , At−1
α = a) = Pr(Ωt

i = ω|St
i =〈

ξki1 , . . . , ξkimi

〉
, At−1

α = a).

4 Applying R-COM-MTDP in RoboCupRescue

The notation described above can be applied easily to the RoboCup Rescue
domain as follows:

1. α consists of three types of agents: ambulances, police forces, fire brigades.
2. Injured civilians, buildings on fire and blocked roads can be grouped together

to form tasks. The designer can choose how to form tasks, e.g. the world could
be broken into fixed regions and all fires, hurt civilians and blocked roads
within a region comprise a task. We specify sub-plans for each task type.
These plans consist of roles that can be fulfilled by agents whose capabilities
match those of the role.

3. We specify sub-plans, PL, for each task type. Each sub-plan, p ∈ PL com-
prises of a number of roles that need to be fulfilled by agents whose capa-
bilities match those of the role in order to accomplish a task. For example,
the task of rescuing a civilian from a burning building can be accomplished
by a plan where fire-brigades first extinguish the fire, then ambulances free
the buried civilian and one ambulance takes the civilian to a hospital. Each
task can have multiple plans which represent multiple ways of achieving the
task.
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4. Each agent receives observations about the objects within its visible range.
But there may be parts of the world that are not observable because there are
no agents there. Thus, RoboCupRescue is a collectively partially observable
domain. Therefore each agent, needs to maintain a belief state of what it
believes the true world state is.

5. The reward function, R can be chosen to consider the capabilities of the
agents to perform particular roles, e.g., police agents may be more adept at
performing the “search” role than ambulances and fire-brigades. This would
be reflected in a higher value for choosing a police agent to take on the
“search” role than an ambulance or a fire-brigade. In addition, the reward
function takes into consideration the number of civilians rescued, the number
of fires put out and the health of agents.

The R-COM-MTDP model works as follows: Initially, the global world state
is S0, where each agent i ∈ α has local state S0

i and belief state b0
i = SE0

i () and
no role. Each agent i receives an observation, ω0

i , according to probability dis-
tribution Oα(S0,null, ω0) (there are no actions yet) and updates its belief state,
b0
i•Σ = SEi•Σ(b0

i , ω
0
i ) to incorporate this new evidence. In RoboCupRescue, each

agent receives the complete world state before the earthquake as its first observa-
tion. Each agent then decides on what to broadcast based on its communication
policy, πiΣ , and updates its belief state according to b0

iΣ• = SEiΣ•(b0
i•Σ , Σ0

α).
Each agent, based on its belief state then executes the role-taking action accord-
ing to its role-taking policy, πiΥ . Thus, some police agents may decide on per-
forming the “search role”, while others may decide to “clear roads”, fire-brigades
decide on which fires “to put out”. By the central assumption of teamwork, all of
the agents receive the same joint reward, R0 = R(S0, Σ0

α, A0
α). The world then

moves into a new state, S1, according to the distribution, P (S0, A0
α). Each agent

then receives the next observation about its new local state based on its position
and its visual range and updates its belief state using b1

i•Σ = SEi•Σ(b0
iΣ•, ω

1
i ).

This is followed by another communication action resulting in the belief state,
b1
iΣ• = SEiΣ•(b1

i•Σ , Σ1
α). The agent then decides on a role-execution action based

on its policy πiΦ. It then receives new observations about its local state and the
cycle of observation, communication, role-taking action, observation, communi-
cation and role-execution action continues.

5 Complexity of R-COM-MTDPs

R-COM-MTDP supports a range of complexity analysis for generating optimal
policies under different communication and observability conditions.

Theorem 1. We can reduce a COM-MTDP to an equivalent R-COM-MTDP.

Proof. Given a COM-MTDP, 〈S, Aα, Σα, P, Ωα, Oα, Bα, R〉, we can generate an
equivalent R-COM-MTDP, 〈S, A′

α, Σα, P ′, Ωα, Oα, Bα, R′〉. Within the R-COM-
MTDP actions, A′

α, we define Υα = {null} and Φα = Aα. In other words, all
of the original COM-MTDP actions become role-execution actions in the R-
COM-MTDP, where we add a single role-taking action that has no effect (i.e.,
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P ′(s,null, s) = 1). The new reward function borrows the same role-execution and
communication-level components: R′

Φ(s,a) = RA(s,a) and R′
Σ(s, σ). We also

add the new role-taking component: R′
Υ (s,null) = 0. Thus, the only role-taking

policy possible for this R-COM-MTDP is π′
iΥ (b) = null, and any role-execution

and communication policies (π′
Φ and π′

Σ , respectively) will have an identical
expected reward as the identical domain-level and communication policies (πA

and πΣ , respectively) in the original COM-MTDP. ��

Theorem 2. We can reduce a R-COM-MTDP to an equivalent COM-MTDP1.

Proof. Given a R-COM-MTDP, 〈S, Aα, Σα, P, Ωα, Oα, Bα, R, PL〉, we can gen-
erate an equivalent COM-MTDP, 〈S′, Aα, Σα, P ′, Ωα, Oα, Bα, R′〉. The COM-
MTDP state space, S′, includes all of the features, Ξi, in the original R-COM-
MTDP state space, S = Ξ1×· · ·×Ξn, as well as an additional feature, Ξphase =
{taking, executing}. This new feature indicates whether the current state cor-
responds to a role-taking or -executing stage of the R-COM-MTDP. The new
transition probability function, P ′, augments the original function with an al-
ternating behavior for this new feature: P ′(〈ξ1b, . . . , ξnb, taking〉 , υ, 〈ξ1e, . . . , ξne,
executing〉) = P (〈ξ1b, . . . , ξnb〉 , υ, 〈ξ1e, . . . , ξne〉) and P ′(〈ξ1b, . . . , ξnb, executing〉,
φ, 〈ξ1e, . . . , ξne, taking〉) = P (〈ξ1b, . . . , ξnb〉 , φ, 〈ξ1e, . . . , ξne〉). Within the COM-
MTDP, we restrict the actions that agents can take in each stage by assign-
ing illegal actions an excessively negative reward (denoted −rmax): ∀υ ∈ Υα,
R′

A(〈ξ1b, . . . , ξnb, executing〉 , υ) = −rmax and ∀φ ∈ Φα, R′
A(〈ξ1b, . . . , ξnb, taking〉,

φ) = −rmax. Thus, for a COM-MTDP domain-level policy, π′
A, we can extract

role-taking and -executing policies, πΥ and πΦ, respectively, that generate iden-
tical behavior in the R-COM-MTDP when used in conjunction with identical
communication-level policies, πΣ = π′

Σ . ��
Thus, the problem of finding optimal policies for R-COM-MTDPs has the

same complexity as the problem of finding optimal policies for COM-MTDPs.
Table 1 shows the computational complexity results for various classes of R-
COM-MTDP domains, where the results for individual, collective, and collective
partial observability follow from COM-MTDPs [9] (Proof of COM-MTDP results
are available at http://www.isi.edu/teamcore/COM-MTDP/ ). In the individual
observability and collective observability under free communication cases, each
agent knows exactly what the global state is. The P-Complete result is from a
reduction from and to MDPs. The collectively partial observable case with free
communication can be treated as a single agent POMDP, where the actions cor-
respond to the joint actions of the R-COM-MTDP. The reduction from and to a
single agent POMDP gives the PSPACE-Complete result. In the general case, by
a reduction from and to decentralized POMDPs, the worst-case computational
complexity of finding the optimal policy is NEXP-Complete.

Table 1 shows us that the task of finding the optimal policy is extremely hard,
in general. However, reducing the cost of communication so it can be treated as
if it were free has a potentially big payoff in complexity reduction. As can be
1 The proof of this theorem was contributed by Dr. David Pynadath
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Table 1. Computational complexity of R-COM-MTDPs.

Ind. Obs. Coll. Obs. Coll. Part. Obs.

No Comm. P-Comp. NEXP-Comp. NEXP-Comp.
Gen. Comm. P-Comp. NEXP-Comp. NEXP-Comp.
Free Comm. P-Comp. P-Comp. PSPACE-Comp.

seen from table 1, when communication changes from no communication to free
communication, in collectively partially observable domains, the computational
complexity changes from NEXP-Complete to PSPACE-Complete. In collectively
observable domains, like the sensor domain, the computational savings are even
greater, from NEXP-Complete to P-Complete. This emphasizes the importance
of communication in reducing the worst case complexity. Table 1 suggests that
if we were designers of a domain, we would increase the observability of the
domain so as to reduce the computational complexity. However, in using existing
domains, we don’t have this freedom. The following section describes how R-
COM-MTDPs could be useful in combating the computational complexity of
“Team Formation for Reformation” in RoboCupRescue.

6 Analysis of RoboCupRescue

In RoboCupRescue, agents receive visual information of only the region in its
surroundings. Thus no agent has complete knowledge of the global state of the
world. Therefore the RoboCupRescue domain is in general Collectively Partially
Observable. The number of communication messages that each agent can send
or receive is restricted and in addition, communication takes up network band-
width and so we cannot assume a communication policy where the agents com-
municate everything they see. Hence, RoboCupRescue comes under the General
Communication case. Thus, the computational complexity of finding the opti-
mal communication, role-taking and role-execution policies in RoboCupRescue
is NEXP-Complete (see Table 1).

However the observability conditions are in our control— because we can
devise agents that can try to provide collective observability. Thus what our
results provide is guidance on “How to Design Teams” in Rescue, and what
types of tradeoffs may be necessary based on the types of teams. What our results
show is stunning – if we do collective observability and free communication then
the complexity of our planning drops substantially. Now, as we know, this is not
going to be possible — we can only approximate collective obesrvability and free
communication. However, we could then treat our result as an approximation –
the resulting policy would be near-optimal but may be not optimal.

But, one of the biggest problems with developing agents for RoboCupRescue
is not being able to compare different strategies easily. Owing to external fac-
tors like the packet loss and non-determinism internal to the simulation, a large
number of simulations would be necessary to determine for certain if one strat-
egy dominates another. However, just as in COM-MTDPs[9], where different
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approximate strategies for communication were analysed, RoboCupRescue can
be modeled as an R-COM-MTDP. We could then treat alternative strategies as
alternative policies and evaluate these. This would be very useful in making im-
provements to existing agents as well. For example, we could evaluate the policies
specified by our agents[8], and evaluate their performance in the RoboCupRes-
cue R-COM-MTDP. This would allow us to make changes to this policy and
determine relatively quickly if this change resulted in an improvement. Such
kind of incremental improvements could greatly improve the performance of our
agents which finished in third place in RoboCup 2001 at Seattle and in second
place in Robofesta 2001.

7 Summary and Related Work

This work addresses two shortcomings of the current work in team formation
for dynamic multiagent domains: i) most algorithms are static in the sense that
they don’t anticipate for changes that will be required in the configuration of
the teams, ii) complexity analysis of the problem is lacking. We addressed the
first shortcoming by presenting R-COM-MTDP, a formal model based on de-
centralized communicating POMDPs, to determine the team configuration that
takes into account how the team will have to be restructured in the future.
R-COM-MTDP enables a rigorous analysis of complexity-optimality tradeoffs
in team formation and reorganization approaches. The second shortcoming was
addressed by presenting an analysis of the worst-case computational complexity
of team formation and reformation under various types of communication.

While there are related multiagent models based on MDPs, they have focused
on coordination after team formation on a subset of domain types we consider,
and they do not address team formation and reformation. For instance, the decen-
tralized partially observable Markov decision process (DEC-POMDP) [1] model
focuses on generating decentralized policies in collectively partially observable
domains with no communication; while the Xuan-Lesser model [14] focuses only
on a subset of collectively observable environments.

Modi et al.[7] provide an initial complexity analysis of distributed sensor team
formation, their analysis is limited to static environments (no reorganizations)
— in fact, illustrating the need for R-COM-MTDP type analysis tools. Our
complexity analysis illustrate where the problem is tractable and where it is
not. Thus, telling us where algorithms could strive for optimality and where
they should not. We intend to use the R-COM-MTDP model to compare the
various team formation approaches for RoboCupRescue which were used by our
agents in RoboCup-2001 and Robofesta 2001, where our agents finished in third
place and second place respectively. It is important that tools be developed in
RoboCup that step beyond RoboCup and contribute to the wider community.
This work is a step in that direction.
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Abstract. Simulations are an excellent tool for studying artificial intelli-
gence. However, the simulation technology in use by and designed for the
artificial intelligence community often fails to take advantage of much of
the work by the larger simulation community to produce stable, repeat-
able, and efficient simulations. We present the new system Middleware
for Parallel Agent Discrete Event Simulation (MPADES) as a simulation
substrate for the artificial intelligence community. MPADES focuses on
the agent as a fundamental simulation component. The “thinking time”
of an agent is tracked and reflected in the results of the agents’ actions.
MPADES supports and manages the distribution of agents across ma-
chines while being robust to variations in network performance and ma-
chine load. We present the system in detail and give experimental results
for a simple world model and set of agents. MPADES is not tied to any
particular simulation, and is a powerful new tool for creating simulations
for the study of artificial intelligence.

1 Introduction

Simulations are an excellent tool for studying artificial intelligence. They can
allow the systematic modification of parameters of the environment, execute
the large number of trials often required for machine learning, and facilitate the
interaction of agents created by different research groups. However, many general
simulation environments do not address the special concerns of the artificial
intelligence community, such as the computation time of the agent being an
integral part of its behavior. On the other hand, many simulators created in the
artificial intelligence community fail to take advantage of the vast work in the
simulation community for designing stable, repeatable, and efficient simulations.

This paper covers the MPADES (Middleware for Parallel Agent Discrete
Event Simulation) system. The system is designed to support simulations for the
AI community without being tied to any particular simulated world. MPADES
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provides support for simulations with agents running in parallel across multiple
machines, and for tracking the computation time used by those agents. By taking
advantage of work in discrete event simulation, the middleware eases the design
of a simulation by taking care of many of the system details required to handle
distribution in an efficient and reproducible way.

The system is implemented and is described in detail in this paper. In order
to test the efficiency of the system, a simulation of a simple world and agents
was created. Experimental results with this world model are given, but it should
be emphasized that MPADES is not tied to any particular world model.

2 Related Work

The problem of creating efficient simulations has attracted diverse attention
from a wide range of sources, including the AI community, scientific computing,
industry, and government.

A division in the simulation literature is between discrete event and continu-
ous simulations. A discrete event simulation is one in which every system change
takes place in the form of events which occur at a particular time. Continuous
simulations simulate worlds which evolve continuously over time, typically by
using a small time step and advancing all components of the simulation step by
step. MPADES is a hybrid of the two. The agents’ interactions with the world
are through discrete events, but the underlying world model can be a continuous
simulation. When an event is ready to be realized (that is cause a state change
in the simulation), the world is first stepped forward to the appropriate time.
However, all the reasoning about distributed messages and timing is done in the
discrete event framework.

MPADES is a conservative simulator (such as [1]); events are not realized
until it can be guaranteed that casual event ordering will not be violated. Opti-
mistic simulations [2], on the other hand, support a back up mechanism in case
events are executed out of order. Debates over the merits of conservative and
optimistic simulation are common and several surveys discuss the issues [3,4].

Agent-based or agent-oriented simulation seems to be a relatively new idea
for the simulation community. There are still differing ideas about what “agent-
based” simulation actually means. MPADES reflects ideas similar to Uhrmacher
[5], where the deliberation (i.e. thinking) time of the agent is considered to be
part of the simulation events. Uhrmacher also provides an overview of the current
state of agent-oriented simulation [6].

Agent simulation has existed for much longer in the AI community. Perhaps
the most comprehensive work on simulations that track the thinking time of the
agents is the MESS system by Anderson [7,8]. MESS allows the computation
of the agents to be tracked at a level as low as primitive LISP instructions, as
well as providing perfectly reproducible results. However, MESS requires that
all agents are written in LISP and provides no support for distributed, parallel
simulation.

One widely used agent simulation from the AI community is the SoccerServer
[9], which provides a simulation of a soccer game among agents. While the Soc-
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cerServer supports distribution of agents and effectively limits the computation
time that the agents have, there are a myriad of problems with the structure of
the SoccerServer.

The SoccerServer operates in fairly large discrete time steps (100ms by de-
fault), commonly called a cycle, and all agents take actions simultaneously. Dis-
cretizing what is fundamentally a continuous problem is always a difficult task
and large discrete steps cause problems with action and interaction modelling.
MPADES allows agent actions to take place over many cycles, helping to create
a more realistic simulation. The SoccerServer could run at smaller time steps to
achieve better simulation. However, the smaller the time step, the more random
effects like network performance and machine load can affect the result of the
simulation (see below). In addition, the SoccerServer rigidly requires that all
agent actions begin at synchronized discrete cycles.

In order to limit the computation time of the agents, the SoccerServer relies
on a hard limit of wall clock time. Each discrete cycle, the SoccerServer sends
sensations in the form of network packets to the agents based on a fixed wall clock
time schedule. The agents send actions as network packets, and if the actions
do not arrive before the specified wall clock time in the server, the actions are
not applied. Thus, any change to the network configuration, network load, or
machine load can cause the outcome of the simulation to vary considerably. This
makes it extremely difficult to run reproducible simulations unless every aspect
of the network can be carefully controlled. Even then, it is not clear whether
the results from a simulation in one network and machine configuration are
directly comparable to a simulation in another configuration. One of the major
goals of MPADES is to avoid this dependency on the network and machine
configurations.

Also, the SoccerServer performs very poorly in terms of efficiency of CPU
usage. Because of the many wall clock timings in the server, it is difficult to
avoid having the CPU idle for lengthy times. When running all components on
a single machine, MPADES always achieves 100% CPU usage.

TeamBots (previously known as JavaBots) is another simulation environment
which comes from the robotics community [10]. The primary focus of TeamBots
is in creating control algorithms which can then be applied directly to robots
without rewriting. Similar to the SoccerServer, the world advances in time steps
with all agent actions synchronized. TeamBots requires all agents to be writ-
ten in Java, and while agents could be distributed across machine with Java
remote method calls, there is no mechanism for achieving a parallel speedup
by distributing the agents. However, the TeamBots interface provides a mecha-
nism for creating reusable control and learning algorithms, which is an issue not
addressed with MPADES.

The High-Level Architecture (HLA) [11] is one example of a general architec-
ture for creating distributed simulations. Rather than dealing with specific sim-
ulation algorithms, HLA and similar architectures provide interface and mecha-
nism specifications to support reusable and inter-operable simulations. MPADES
supports a smaller set of simulations, but provides more structure to aid in the
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construction of any particular world model. In essence, MPADES makes it easier
to write agent based simulation of the sort described here, while HLA is designed
to support a broader class of simulations. The algorithms of MPADES could be
implemented using an HLA interface.

3 System Features

This section covers the major features of the MPADES simulation system.
Briefly, these relevant features:

– Agent based execution, including explicit support for modelling latencies in
sensation, thinking, and acting.

– Agents can be distributed among multiple machines.
– The result of the simulation is unaffected by network delays or load variations

among the machines.
– The architecture for the agents is unconstrained, and does not require that

the agents are written in a particular programming language.
– The agents’ actions do not have to be synchronized in the domain.

Before discussing these features, an important point of terminology must be
clarified. When we use the term “simulation time” or simply “time”, we will be
referring to the time in the simulated world. For example, if we say that event A
occurs 5 seconds after event B, we mean 5 seconds in the simulated world, not
5 seconds to a person outside watching the simulation run. If we want to refer
the latter time, we will explicitly say “wall clock” or “real world” time.

MPADES supports agent-based execution, as opposed to agent-based mod-
elling or implementation [6]. In this context, agent-based execution means that
the system explicitly models the sensing, thinking, and acting components (and
their latencies) which are the core of any agent. Figure 1 represents a time line
of executions of this cycle. Consider the topmost cycle. Time point A represents
the point at which a sensation is generated, such as the frame of video from a
robot’s camera or a snapshot of stock market prices. The time between points A
and B represents the time to transfer/process a sensation to be used by the
thinking component starting at point B. Between points B and C, some com-
putation is done to determine which actions to take. Between points C and D,
the messages are sent to the effectors and those actions begin to take effect at
point D. Note that we are not claiming that there is a fundamental difference
between the computation that happens in the sense and act components of the
cycle and the think component. A simulation system must necessarily create an
abstraction over whatever world is being modelled. Since the simulation provides
information and receives actions in a processed form, the use of an explicit la-
tency allows the simulation to account for the time that that would be needed in
the real world to convert to and from that processed form. Note that MPADES
does not require that all sensations and actions have the same latency.

In many agents, the sense, think, and act components can be overlapped in
time as depicted in Figure 1. MPADES explicitly allows all overlaps except that
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Time ThinkSense Act
ThinkSense Act

Sense Think

A B C D

Fig. 1. Example timeline for the sense-think-act loop of an agent

think cycles may not overlap in time because it is assumed that each agent has
a single processing unit.

Another important feature of the agent-based execution of the MPADES
system is that the computation resources used by the agent are tracked in order
to determine the latency of the thinking of the agent. This provides an incentive
for agents to use as little computation as possible in the same way that the
real world does: if an agent takes a long time to think, the world will have
evolved while it was thinking. Thinking faster leads to a tighter control loop and
generally better execution.

Unlike many other simulators which support the tracking of an agent’s think-
ing latency (see Section 2 for a brief discussion), MPADES supports the distri-
bution of agents across machines. Creating efficient parallel simulations is no-
toriously hard [3], and MPADES provides efficient distributed simulation for
environments with the right properties (see Sections 6 and 7 for more details).

In spite of distributing the simulation across machines and in contrast to
other AI simulation systems (notably the SoccerServer [9]) MPADES provides
a reproducibility property: changes in network topology, network traffic, or ma-
chine loads does not affect the result of the simulation, only the efficiency.

In order to provide maximum inter-operability, MPADES makes no require-
ments on the agent architecture (except that it supports the sense-think-act
cycle) or the language in which agents are written (except that they can write
to and from Unix pipes). In the same spirit as the SoccerServer [9], MPADES
helps provide an environment where agents built with different architectures or
languages can inter-operate and interact in the simulated world.

As discussed in Section 2, MPADES is a discrete event simulator in the
interaction with the agents, and a continuous simulator for the world model.
This means that all of the distributed reasoning is done in the discrete event
framework, while the world model works in small time steps. This notably means
that the agents’ actions are not necessarily synchronized; any subset of the agents
can have actions take effect at a given time step. Many simulations, especially
in the AI community, require that all agents choose an action, then the global
effect of those actions is then applied, then the agents choose again.

4 System Architecture

Figure 2 gives an overview of the entire MPADES system, along with the compo-
nents users of the system must supply (shaded in the diagram). The simulation
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Communication
Server Simulation

Engine
World
Model

Agent

Fig. 2. Overview of the architecture of the MPADES system. The shaded components
are provided by the users of the system, not by the middleware itself. The dotted lines
denote machine boundaries

engine and the communication server are supplied as part of MPADES. The
world model and the agents are created by a user to simulate a particular envi-
ronment.

The simulation engine is the heart of the discrete event simulator. All pend-
ing events are queued here, and the engine manages all network communication.
A communication server must be run on each machine on which agents run. The
communication server manages all communication with the agents (through a
Unix pipe interface) as well as tracking the CPU usage of the agents to cal-
culate the thinking latency. The communication server and simulation engine
communicate over a TCP/IP connection1.

The world model is created by a user of the middleware to create a simulation
of a particular environment. The simulation engine is a library to which the world
model must link, so the simulation engine and world model exist in the same
process. The world model must provide such functionality as advancing the state
of the world to a particular time and realizing an event (changing the state of
the world in response to an event occurring). MPADES provides a collection
of C++ classes from which objects in the world model can inherit in order to
interact with the simulation engine.

The agents communicate with the communication server via pipes, so the
agents are free to use any programming language and any architecture as long
as they can read and write to pipes. From the agent’s perspective, the interaction
with the simulation is fairly simple:

1. Wait for a sensation to be received
2. Decide on a set of actions and send them to the communication server
3. Send a “done thinking” message to indicate that all actions were sent

One of the communication server’s primary jobs is to track the thinking time
of the agent. When sending a sensation to an agent, the communication server
begins tracking the CPU time used by the agent, information provided by the
1 Since the simulation needs the lowest latency traffic possible in order to achieve

efficient simulation, Nagle’s algorithm is turned off on the TCP sockets (using the
TCP NODELAY socket option in the Linux socket interface). Manual bundling of mes-
sages is done to avoid sending an excessive number of small packets.
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Linux kernel. When the “done thinking” message is received, the communication
server puts the agent process into a wait state and calculates the total amount
of CPU time used to produce these actions. The CPU time is translated into
simulation time through a simple linear transformation2. All actions are given
the same time stamp of the end of the think phase.

The CPU time used by the process is a reasonable measure for thinking time
since it avoids many machine load and memory usage variation issues. However,
there may still be slight effects of machine load based on, for example, the number
of interrupts and cache performance. Also, the current time slice reported by
the Linux kernel is in 10ms increments, a fairly large amount of computation on
today’s computers. With the randomness in interrupts and other system activity,
CPU usage numbers are unfortunately not perfectly reproducible, in contrast to
a more language specific time tracking system like [8,7]. However, tracking the
CPU time via kernel-provided information allows much more flexibility in the
implementation of the agents and provides a better substrate for interoperability
of agents designed by separate groups.

The agents have one special action which MPADES understands: a “request
time notify.” The agent’s only opportunity to act is upon the receipt of a sensa-
tion. Therefore if an agent wants to send an action at a particular time (such as a
stop turning command for a robot), it can request a time notify. A time notify is
an empty sensation. On the receipt of the time notify, the agent can send actions
as normal. In order to give maximum flexibility to the agents, MPADES does
not enforce a minimum time in the future that time notifies can be requested.
However, all actions, whether resulting from a regular sensation or a time notify,
are still constrained by the action latency.

While the world model may create new events to be used in the simulation,
there are several special kinds of events which the simulation engine understands:

Sense Event. When a sense event is realized, a message is sent to the commu-
nication server representing that agent. The communication server forwards
this message to the agent and begins tracking agent computation time.

Time Notify. This event is an empty sensation event, and can be inserted in
the queue by the special action “request time notify” of the agent.

Act Event. When actions are received from the agents, an act event is inserted
into the queue. The simulation event does nothing on the realization of the
event, expecting the world model to handle the effects.

5 Discrete Event Simulator

This section describes the simulation algorithm used by MPADES. This algo-
rithm is a modification of a basic discrete event simulator.
2 The parameters of this linear transformation are a user controllable parameter. The

bogoMIPS value of the processor as reported by the Linux kernel is also used. How-
ever, if different types of machines are to be used in the same simulation, some
benchmarking would need to be done to determine what an equitable setting of
these CPU time to simulation time parameters would be.
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Table 1. Inner loop for basic conservative discrete event simulator

repeat forever
receive messages
next event = pending event queue.head
while (no event will be received for time less than next event.time)

advanceWorldTime (next event.time)
pending event queue.remove(next event)
realize (next event)
next event = pending event queue.head

(calculated by
comm. server)(> min_sense_latency) (> min_action_latency)

think latency act latencysense latency

Create Sense Event Act EventSense Event Act Sent

Fig. 3. The events in the sense-think-act cycle of an agent. The “Act Sent” time is
circled because unlike the other marks that represent events in the queue, “Act Sent”
is just a message from the communication server to the engine and not an event in the
event queue

The inner loop of a basic discrete event simulator is shown in Table 1. The
one primary difference is the “advanceWorldTime” call. This supports the one
continuous aspect of the simulation, the world model. This function advances
the simulated world to the time of the discrete event. The realization of the event
causes changes in the world, and notably can cause other events to be enqueued
into the pending events queue.

The key decision in parallel discrete event simulation is whether any event
will be received in the future which has a time less than that of the next event.
Typically, a “lookahead” value is determined such that the current time plus
the lookahead is the smallest time stamp of a message that can be received.
This problem is well studied (see [3] for a survey). This section is devoted to
the lookahead algorithm of MPADES. We will first cover a simple version which
covers some of the fundamental ideas and then describe the MPADES algorithm
in full.

An explanation of the events that occur in the normal think-sense-act cycle
of the agents must first be given. The nature of this cycle illustrated in Figure 3.
First, an event is put into the queue to create a sensation. Typically, the realiza-
tion of this event reads the state of the world and converts this to some string
of information to be sent to the agent. This string is encapsulated in a sense
event and put into the event queue. MPADES requires that the time between
the create sense event and the sense event is at least some minimum sense la-



170 Patrick Riley

tency, which is specified by the world model. When the sense event is realized,
this string will be sent to the agent to begin the thinking process. Notice that
the realization of a sense event does not require the reading of any of the current
world state since the string of information is fixed at the time of the realization
of the create sense event. Upon the receipt of the sensation, the communication
server begins timing the agent’s computation. When all of the agent’s actions
have been received by the communication server, the computation time taken
by the agent to produce those actions is converted to simulation time. All the
actions and the think latency are sent to the simulation engine (shown as “Act
Sent” in Figure 3). Upon receipt, the simulation engine adds the action latency
(determined by querying the world model) and puts an act event in the pending
events queue. Similar to the minimum sense latency, there is a minimum action
latency which MPADES requires between the sending time of an action and the
act event time. The realization of that act event is what actually causes that
agent’s actions to affect the world.

Note that a single agent can be have multiple sense-think-act cycles in
progress at once, as illustrated in Figure 1. For example, once an agent has
sent its actions (the “Act Sent” point in Figure 3), it can receive its next sensa-
tion even though the time which the actions actually affect the world (the “Act
Event” point in Figure 3) has not yet occurred. The only overlap MPADES
forbids is the overlapping of two think phases.

Note also that all actions have an effect at a discrete time. Therefore there is
no explicit support by MPADES for supporting the modelling of the interaction
of parallel actions. For example, the actions of two simulated robots may be
to start driving forward. It is the world model’s job to recognize when these
actions interact (such as in a collision) and respond appropriately. Similarly,
communication among agents is handled as any other action. The world model
is responsible for providing whatever restrictions on communication desired.

The sensation and action latencies provide a lookahead value for that agents
and allows the agents to think in parallel. When a sense event is realized for
agent 1, it cannot cause any event to be enqueued before the current time plus
the minimum action latency. Therefore it is safe (at least when only considering
agent 1) to realize all events up till that time without violating event ordering.

The quantity we call the “minimum agent time” determines the maximum
safe time over all agents. The minimum agent time is the earliest time which an
agent can cause an event which affects other agents or the world to be put into the
queue. This is similar to the Lower Bound on Timestamp (LBTS) concept used
in the simulation literature. The calculation of the minimum agent time is shown
in Table 2. The agent status is either “thinking,” which means that a sensation
has been sent to the agent and a reply has not yet been received, or “waiting,”
which means that the agent is waiting to hear from the simulation engine. Besides
initialization, the agent status will always be thinking or waiting. The current
time of an agent is the time of the last communication with the agent (sensation
sent or action received). The receipt of a message from a communication server
cannot cause the minimum agent time to decrease. However, the realization of
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Table 2. Code to determine the minimum time that an agent can affect the simulation

calculateMinAgentTime()
∀i ∈ set of all agents

if (agenti.status = Waiting) agent timei = ∞
else agent timei = agenti.currenttime + min action latency

return mini agent timei

Table 3. Main code for parallel agent discrete event simulator

repeat forever
receive messages
next event = pending event queue.head
min agent time = calculateMinAgentTime()
while (next event.time < min agent time)

advanceWorldTime (next event.time)
pending event queue.remove(next event)
realizeEvent (next event)
next event = pending event queue.head
min agent time = calculateMinAgentTime()

an event can cause an increase or a decrease. Therefore, the minimum agent time
must be recalculated after each event realization.

Based on the calculation of the minimum agent time, we can now describe
a simple version of parallel agent discrete event simulator, which is shown in
Table 3. The value min agent time is used to determine whether any further
events can appear before the time of the next event in the queue.

While this algorithm produces correct results (all events are realized in order)
and achieves some parallelism, it does not achieve the maximum amount of
possible parallelism. Figure 4 illustrates an example with two agents. When the
sense event for agent 1 is realized, the minimum agent time becomes A. This
allows the create sense event for agent 2 to be realized and the sense event for
agent 2 to be enqueued. However, the sense event for agent 2 will not be realized
until the response from agent 1 is received. However, as discussed above, the
effect of the realization of a sense event does not depend on the current state of
the world. If agent 2 is currently waiting, there is no reason not to realize the
sense event and allow both agents to be thinking simultaneously.

However, this allows the realization of events out of order; agent 1 can send
an event which has a time less the time of the sense event for agent 2. Certain
kinds of out of order realizations are acceptable (as the example illustrates). In
particular, we need to verify that out of order events are not causally related.
The key insight is that sensations received by agents are casually independent of
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Create Sense Event
for Agent 1

Sense Event
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Fig. 4. An example illustrating possible parallelism that the simple parallel agent al-
gorithm fails to exploit

sensation received by other agents. In order to state our correctness guarantees,
we will define a new sub-class of events “fixed agent events” which have the
following properties:

1. They do not depend on the current state of the world.
2. They affect only a single agent, possibly by sending a message to the agent.
3. Sense events and time notify events are both fixed agent events.
4. Fixed agent events are the only events which can cause the agent to start a

thinking cycle, but they do not necessarily start a thinking cycle.

The correctness guarantees that MPADES provides are:

1. All events which are not fixed agent events are realized in time order.
2. All events which send sensations to the agents are fixed agent events.
3. The set of fixed agent events for a particular agent are realized in time order.

In order to achieve this, several new concepts are introduced. The first is
the notion of the “minimum sensation time.” This is the earliest time that a
new sensation (i.e. fixed agent event) other than a time notify can be generated
and enqueued. The current implementation of MPADES requires that the world
model provide a minimum time between the create sense event and the sense
event (see Figure 3), so the minimum sensation time is the current simulation
time plus that time.

The time notifies are privileged events. They are handled specially because
they affect no agent other than the one requesting the time notification.
MPADES also allows time notifies to be requested an arbitrarily small time
in the future, before even the minimum sensation time. This means that while
an agent is thinking, the simulation engine cannot send any more fixed agent
events to that agent without possibly causing a violation of correctness condi-
tion 3. However, if an agent is waiting (i.e. not thinking), then the first fixed
agent event in the pending event queue can be sent as long as its time is before
the minimum sensation time.

To insure proper event ordering, one queue of fixed agent events per agent
is maintained. All fixed agent events enter this queue before being sent to the
agent, and an event is put into the agent’s queue only when the event’s time is
less than the minimum sensation time.
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Table 4. Code for maintaining the per agent fixed agent event queues

checkForReadyEvents(a: Agent)
while (true)

if (agenta.status = thinking)
return

if (agenta.pending agent events.empty())
return

next event = agenta.pending agent events.pop()
realizeEvent(next event)

enqueueAgentEvent(e:Event)
a = e.agent
agenta.pending agent events.insert(e)
checkForReadyEvents(a)

doneThinking(a: Agent, t:time)
agenta.currenttime = t
checkForReadyEvents(a)

There are two primary functions for the agent queue. First, enqueueAgen-
tEvent puts a fixed agent event into the queue. The doneThinking function is
called when an agent finishes its think cycle. Both functions call a third function
checkForReadyEvents. Psuedo-code for these functions is shown in Table 4. Note
that in checkForReadyEvents, the realization of an event can cause the agent
status to change from waiting to thinking.

Using these functions, we describe in Table 5 the main loop that MPADES
uses. This is a modification of the algorithm given in Table 3. The two key
changes are that in the first while loop, fixed agent events are not realized, but
are put in the agent queue instead. The second loop (the “foreach” loop) scans
ahead in the event queue and moves all fixed agent events less that the minimum
sensation time into the agent queues. Note that in both cases, moving events to
the agent queue can cause the events to be realized (see Table 4).

6 Empirical Validation

In order to test the efficiency of the simulation and to understand the effects
of the various parameters on the performance of the system, we implemented a
simple world model and agents and ran a series of experiments. We tracked the
wall clock time required to finish a simulation as a measure of the efficiency.

The simulated world is a two dimensional rectangle where opposite sides
are connected (i.e. “wrap-around”). Each agent is a “ball” in this world. Each
sensation the agent receives contains the positions of all agents in the simulation,
and the only action of each agent is to request a particular velocity vector. The
dynamics and movement properties are reasonable if not exactly correct for
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Table 5. Code for efficient parallel agent discrete event simulator as used by MPADES

repeat forever
receive messages
next event = pending event queue.head
min agent time = calculateMinAgentTime()
while (next event.time < min agent time)

advanceWorldTime (next event.time)
pending event queue.remove(next event)
if (next event is a fixed agent event)

enqueueAgentEvent(next event)
else

realizeEvent (next event)
next event = pending event queue.head
min agent time = calculateMinAgentTime()

min sense time = current time + min sense latency
foreach e (pending event queue) /* in time order */

if (e.time > min sense time)
break

if (e is a fixed agent event)
pending event queue.remove(e)
enqueueAgentEvent(e)

small omni-directional robots moving on carpet, except that collisions are not
modelled. The world model advanced in 1ms increments.

We varied three parameters of the simulation:

– The number of machines. We used five similar Linux machines with varying
speeds. While this variation in machines is undesirable, we did not have a
uniform cluster available for testing. The machines were behind a firewall to
control the network traffic, but the use and processing of the machines was
not totally controlled. The machines used were all running Linux RedHat 5.2
with the following processors: Pentium II 450MHz, Pentium Pro 200MHz,
Pentium Pro 200MHz, Pentium II 233MHz, and Pentium II 233MHz.

– The number of agents, varying from 2 to 14.
– Computation requirements of the agents. To simulate agents that do more

or less processing, we put in simple delay loops (not sleeps, since we need the
processes to actually require CPU time) to change the amount of computa-
tion required by the agents. We used 3 simple conditions of fast, medium,
and slow agents. Fast agents simply parse the sensations and compute their
new desired velocity with a some simple vector calculations. The time this
takes is smaller than the resolution of CPU time reported by the Linux ker-
nel. The medium and slow agents add a simple loop that counts to 500,000
and 5,000,000 respectively. On a 1GHz Pentium III, this translates to ap-
proximately 1.2ms and 10.6ms average response time.
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Fig. 5. Timing results with the sample world model and agents. The x-axis is the
number of machines, the y-axis is the median wall clock time required to run the
simulation

Every experimental condition was run five times and the median of those
five times is reported. Each simulation was run for 90 seconds of simulation
time. In all experiments, the agents received sensations every 95–105 milliseconds
(actual value chosen uniformly randomly after each sensation). The sensation
latency and action latency was chosen uniformly randomly between 30 and 40
milliseconds for each sensation and action.

Figure 5 shows the wall clock time required to finish the simulations with
various parameters. First, note that the speed of the agent gives fundamentally
different trends in the parallel performance. With fast agents, distribution ac-
tually slows down the overall simulation. By distributing agents, the round trip
times between the world model and the agents increase. This latency increase
slows the simulation, and that effect will only be outweighed if a significant
amount of computation is done in parallel on the machines. The medium speed
agents clearly express this trend. With two machines, the simulation slows (usu-
ally quite significantly), only improving once the number of machines becomes
large enough to balance the increased latency. The slow agents exhibit the same
trend, except that parallel speedups are finally achieved with the larger amount
of computation distributed.
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Table 6. Wall clock time to simulate 90 seconds of time, with parameters similar to
the SoccerServer

# Machines 1 2 3 4 5
Median Wall Clock Time 446.8 317.7 231.8 190.5 164.3

We cannot currently adequately explain the large times required for the
medium and fast speed agent simulations. We hypothesize that the network
performance becomes very poor with many small packets being transmitted fre-
quently. It should be noted that in spite of this, the simulation results are still
correct.

In order to more directly compare with the SoccerServer [9], we also ran a
small set of experiments with similar parameters. 22 agents were used for 90
seconds on simulation time. For the SoccerServer running at full speed, this
would take 90 seconds. We timed the ChaMeleons01 agents [12] and discovered
their average response time was 5ms, so we set the artificial delay in the agents
to that length.

Table 6 shows the wall clock run times with the parameters similar to the
SoccerServer. Note the slow speeds of the machines used here (see above), and
to run this simulation on 1GHz Pentium III, the server has to be slowed down
to 3 times slower than normal (which gives a run time of 270 seconds). Here,
significant parallel speedups are achieved. There are a significant number of
agents available to be distributed, and each one has reasonable computation
requirements.

Even though the parameters were set similarly, there are a few important dif-
ferences in these simulations. The MPADES based simulation has a step size of
1ms, where the SoccerServer has a step size of 100ms. The MPADES based simu-
lation has a simpler world model. The agents have fewer actions (just a velocity
request), where the SoccerServer has movement, ball control, communication,
and internal state updating actions. The SoccerServer likely sends more data
across the network because of the larger action set and especially the broadcast
communication. Therefore, while these results are suggestive about the compar-
ison in efficiency, no hard conclusions can be made.

7 Conclusion

We have presented the design of and experimental results for the MPADES sys-
tem to support efficient simulation. The system supports the tracking of com-
putation time of the agents in order to model the thinking time as part of the
simulation. Unlike other AI simulators, this is accomplished in a distributed
environment while being tolerant of network and machine load variations, and
without requiring the agents to be implemented in a particular programming ar-
chitecture or language. This provides an open agent environment where agents
designed by different groups can interact.
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Further, MPADES supports simulation where the smallest time step of the
simulation is much smaller than the typical sensation and action latencies of the
world being modelled. Agent actions do not have to be synchronized. These fea-
tures allow a much closer approximation to the continuous time frame underlying
most simulations.

With the implementation of a sample world model, we empirically tested the
system. The results show that good parallel speedups can be achieved when the
computation time of the agents is significant. Otherwise, the price paid by the
network latency can slow down the overall simulation. However, we have not
yet fully explored the issue of how the sensation and action latencies affect the
parallel speedups.

The system does suffer from several drawbacks. The simulation engine is a
centralized component and the system provides no direct support for the distri-
bution of the simulation of the world model, only the distribution of the agents
themselves. This makes it unlikely that the simulation will scale well to a large
number of agents in its current form. Support for such distribution could draw
on the extensive experience of other simulations, but has the potential to con-
siderably complicate the system.

MPADES provides no structure for the design of the agents other than in-
terface requirements. While this is a benefit in allowing a greater degree of
inter-operability, it does place more of a burden on the agent designers. Also,
the current implementation uses the CPU usage reported reported by the Linux
kernel. Since those reports are fairly coarse and can vary with the other activity
on the system, MPADES does not exhibit perfect reproducibility. There is a de-
gree of uncontrolled randomness in the tracking of the thinking latencies of the
agents. However, better tracking and reporting from the kernel could potentially
alleviate these problems.

MPADES provides a solid foundation for producing high-quality agent based
simulations. It handles many system and distribution details so that they can be
largely ignored by the world model and agent designers, while still maintaining
efficient and largely reproducible results. MPADES is a powerful new tool for
creating simulations for the study of artificial intelligence.
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Abstract. Object recognition and localization methods in RoboCup
work on color segmented camera images. Unfortunately, color labeling
can be applied to object recognition tasks only in very restricted en-
vironments, where different kinds of objects have different colors. To
overcome these limitations we propose an algorithm named the Con-
tracting Curve Density (CCD) algorithm for fitting parametric curves to
image data. The method neither assumes object specific color distribu-
tions, nor specific edge profiles, nor does it need threshold parameters.
Hence, no training phase is needed. In order to separate adjacent regions
we use local criteria which are based on local image statistics. We ap-
ply the method to the problem of localizing the ball and show that the
CCD algorithm reliably localizes the ball even in the presence of heavily
changing illumination, strong clutter, specularity, partial occlusion, and
texture.

1 Introduction

Currently in all three real robot soccer leagues (small-size, middle-size, and Sony
four-legged league) the task of visual perception is considerably simplified by two
restrictions: 1.) all objects on the pitch have a distinct color, 2.) the illumination
is constant and roughly homogeneous. Due to this restrictions classes of objects
(e.g. robots, ball, lines, color markers, goals) can roughly be identified by their
color. To the best of our knowledge, all robot soccer teams using cameras apply a
color labeling step to the sensed image data, e.g. [29,32,15,17,6,3]. In this labeling
or classification step the color value of a pixel is mapped to one of the distinct
colors. Labeling provides the advantage of a fast and substantial reduction of
the image data while maintaining the major part of the relevant information.
However even in the restricted RoboCup scenario for all color spaces the color
histograms, i.e. probability density functions (pdf), of different object classes do
overlap. Furthermore the pdf of an object class varies spatially. This causes an
uncertainty in the labeling process. Obviously in a less restricted environment
the uncertainty would be much higher.

To avoid this difficulty we use raw image data (in RGB space). Our method
refines iteratively a vague interpretation of the scene by alternating two steps1:
1 An initial vague interpretation may be obtained for example by a Monte Carlo

method or by prediction over time.
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Fig. 1. The CCD algorithm is able to localize the ball in natural environments (red:
initial ball contour, blue: estimated ball contour).

1.) based on a vague interpretation (e.g. the ball has the 3-D position X) local
pdfs are learned from the image data. These pdfs describe the local color dis-
tributions of different objects. 2.) in the second step the local pdfs are used in
order to refine the interpretation of the scene. The method naturally takes the
uncertainty into account caused by the overlapping pdfs. Model knowledge such
as the shape of the ball is used in order to reduce the uncertainty. Pixels are not
interpreted independently but based on the context and the model knowledge.

The CCD algorithm fits parametric curve models, also known as active con-
tours, deformable models, or snakes [5,18] into the image. Problems such as the
self-localization / pose estimation problem can be addressed by curve fitting [12].
Here the position of the ball with respect to the observing robot is estimated.
With our labeling-based approach [12] we experienced substantial inaccuracies
under some circumstances, especially if temporal derivatives, e.g. the ball speed,
are computed. The CCD algorithm achieves a substantially higher accuracy.
Even more important, we think that this work could be an important contribu-
tion towards the goal of playing robot soccer in natural environments, see Fig.
1.

The reminder of this paper is organized as follows: in section 2 the contour
of the ball is modeled as a function of the ball position. In section 3 an overview
of the Contracting Curve Density (CCD) algorithm is given. Sections 4 describe
the two main steps of the CCD algorithm. Section 5 contains an experimental
evaluation. In section 6 the body of related work is briefly summarized and finally
section 7 concludes the paper.

2 Modeling the Ball Contour

In this section the contour of the ball is described (modeled) as a function of the
ball position. In this modeling process knowledge of the ball (the object of inter-
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optical center

image plane

optical axis

ball

Fig. 2. Projection of the ball into the image plane: the projection of the ball’s center
point does not yield the center of the ball contour.

est) and the imaging device is incorporated. Here the ball is modeled as a sphere
with known radius. We use a camera with known internal and external camera
parameters. The method proposed here is developed for our non-omnidirectional
vision system. However, the method can easily be adapted to omnidirectional
vision systems which are quite popular in robotic soccer, e.g. [14,24,25].

We denote the center point of the ball in the coordinate system of the ob-
serving robot by Mr. We distinguish two cases: 1.) in the first case the ball is
assumed to lay on the floor. Hence the center point Mr = (x, y, r)T of the ball
has two degrees of freedom, namely x and y. The z-coordinate is given by the
radius r of the ball. 2.) in the second case we assume that the ball may fly, i.e.
not lay on the floor, which sometimes happens in robotic soccer. In this case the
ball position has three unknown coordinates: Mr = (x, y, z)T . While the second
case is more general, it requires an optimization for more parameters and tends
to be less precise, if the ball is on the floor. By Φ we denote the unknown pa-
rameters of the ball position Mr (for the first case Φ = (x, y)T , for the second
case Φ = (x, y, z)T ).

In the following the relation between Φ and the pixel coordinates of the
ball contour is derived. First the center point of the ball is expressed in camera
coordinates Mc by

Mc = R · (Mr − t) (1)

where R and t specify the orientation and location of the camera with respect
to the robot coordinate system. The set of tangent lines to the sphere (the ball)
passing through the optical center of the camera define a cone, see Fig. 2. As
known, the intersection of the cone with the image plane yields an ellipse [28].
Note the intersection is a circle only if the center point of the sphere lies on the
optical axis of the camera. In all other cases the projection of the center point
is not the center point of the ball contour, see Fig. 2. The set of contour points
can be described in undistorted image coordinates u by
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u(s) = mi + cos(s) · a1 + sin(s) · a2 (2)

where m is the center, a1 and a2 are the two axis of the ellipse in undistorted
image coordinates. The angle s ∈ [−π, ..., π[ specifies a particular point on the
ellipse. Our lens causes substantial radial distortions. According to Lenz et al.
[19] the distorted coordinates d can be approximated by

d = (dx, dy)T = 2u/(1 +
√

1 − 4κ|u|2) (3)

where κ is the distortion parameter of the lens. The corresponding pixel coordi-
nates c can be obtained by

c = (dx/Sx + Cx, dy/Sy + Cy)T (4)

where Sx and Sy define the pixel size and Cx and Cy specify the center point of
the camera.

3 Overview of the Contracting Curve Density (CCD)
Algorithm

The CCD algorithm fits parametric curve models to image data [11]. The al-
gorithm can roughly be characterized as an extension of the EM algorithm [10]
using additional knowledge. The additional knowledge consists of: (i) a curve
model, which describes the set of possible boundaries between adjacent regions,
and (ii) a model of the image generation process. The CCD algorithm, depicted
in Fig. 3, performs an iteration of two steps, which roughly correspond to the two
steps of the EM algorithm: 1. Local statistics of image data are learned
from the vicinity of the curve. These statistics locally characterize the two sides of
the edge curve. 2. From these statistics, the estimation of the model param-
eters is refined by optimizing the separation of the two sides. This refinement
in turn leads in the next iteration step to an improved statistical characterization
of the two sides. During the process, the uncertainty of the model parameters
decreases and the probability density of the curve in the image contracts to a
single edge estimate. We therefore call the algorithm Contracting Curve Density
(CCD) algorithm.

Input: The input of the CCD algorithm consists of the image data I∗ and the
curve model. The image data are local features, e.g. RGB values, given for each
pixel of the image. The curve model consists of two parts: 1.) a differentiable
curve function c describing the model edge curve in the image as a function of the
model parameters Φ, 2.) a Gaussian a priori distribution p(Φ) = p(Φ | m∗

Φ,Σ∗
Φ)

of the model parameters Φ, defined by the mean m∗
Φ and the covariance Σ∗

Φ.
(The superscript ∗ indicates input data.)

Output: The output of the algorithm consists of the estimate mΦ of the model
parameters Φ and the covariance ΣΦ describing the uncertainty of the esti-
mate. The estimate mΦ and the covariance ΣΦ define a Gaussian approximation
p(Φ | mΦ,ΣΦ) of the posterior density p(Φ | I∗).



Towards RoboCup without Color Labeling 183

Contracting Curve Density (CCD) algorithm
Input: image data I∗, differentiable curve function c, mean m∗

Φ and covariance Σ∗
Φ

Output: estimate mΦ of model parameters and associated covariance ΣΦ

Initialization: mean mΦ = m∗
Φ, covariance ΣΦ = c1 · Σ∗

Φ

repeat
1. learn local statistics of image data from the vicinity of the curve

(a) compute pixels v in vicinity V of the image curve from c, mΦ and ΣΦ

∀v ∈ V compute vague assignment av(mΦ,ΣΦ) to the sides of the curve
(b) ∀v ∈ V compute local statistics Sv of image data I∗

V
2. refine estimation of model parameters

(a) update mean mΦ by performing one iteration step of MAP estimation:

mΦ = arg min
mΦ

χ2(mΦ) with

χ2(mΦ) = −2 ln[p(IV = I∗
V | aV(mΦ,ΣΦ),SV) · p(mΦ | m∗

Φ,Σ∗
Φ)]

(b) updated covariance ΣΦ from Hessian of χ2(mΦ)
until changes of mΦ and ΣΦ are small enough

Post-processing: estimate covariance ΣΦ from Hessian of χ2(mΦ)
return mean mΦ and covariance ΣΦ

Fig. 3. The CCD algorithm iteratively refines a Gaussian a priori density p(Φ) =
p(Φ | m∗

Φ,Σ∗
Φ) of model parameters to a Gaussian approximation p(Φ | mΦ,ΣΦ) of

the posterior density p(Φ | I∗).

Initialization: The estimate mΦ of the model parameters and the associated
covariance ΣΦ are initialized using the mean m∗

Φ and covariance Σ∗
Φ of the a

priori distribution. The factor c1 (e.g. c1 = 9) increases the initial uncertainty
and thereby enlarges the capture range of the CCD algorithm.

4 Steps of the CCD Algorithm

The two basic steps of the CCD algorithm, depicted in Fig. 3, are briefly sum-
marized in this section. A more detailed description is given in [11].

4.1 Learn Local Statistics (Step 1)

The Gaussian distribution of model parameters p(Φ | mΦ,ΣΦ) and the model
curve function c define a probability distribution of the edge curve in the image.
This curve distribution vaguely assigns each pixel in the vicinity of the surmised
curve to one side of the curve. In step 1a the set V of pixels v in the vicinity
of the surmised curve is determined and for the pixels v ∈ V the vague side
assignments av(mΦ,ΣΦ) are computed. The components of the assignments av

specify to which extent pixel v is expected to belong to the corresponding side.
Fig. 4 row b.) depicts for pixels v ∈ V the assignments to the ball region. White
pixels indicate a quite certain assignment to the ball region.
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iteration 0 (initialization) iteration 2 iteration 7
a.) I∗

v, image date with superimposed mean curve

b.) av, vague assignment to the ball region

Fig. 4. a.) The initial error is iteratively reduced. b.) During the process also the
uncertainty of the curve is reduced and the vague side assignments av become certain.

In step 1b local statistics Sv, i.e. first and second order moments, of the
image feature vectors I∗

v are learned from pixels which are assigned to one side
with high certainty. This is done for each of the two sides separated by the
curve. In order to obtain the statistics locally adapted windows (weights) are
used. The windows are chosen such that the local statistics Sv can be computed
recursively. The resulting time complexity of computing Sv for all pixels v ∈ V
is O(|V|), where |V| is the number of pixels in the vicinity V. Note that the time
complexity is independent of the window size along the curve.

4.2 Refine the Estimation of Model Parameters (Step 2)

In the second step, the estimation of the model parameters is refined based on
a MAP optimization. Step 2a updates the estimate mΦ such that the vague
assignments av(mΦ,ΣΦ) of the pixels v ∈ V fit best to the local statistics Sv. The
feature vectors I∗

v of pixels v ∈ V are modeled as Gaussian random variables. The
mean vectors and covariances are estimated from the local statistics Sv obtained
from the corresponding side of pixel v. The feature vectors of edge pixels are
modeled as weighted linear combinations of both sides of the edge. In step 2a,
only one iteration step of the resulting MAP optimization is performed. Since the
vague assignments av(mΦ,ΣΦ) explicitly take the uncertainty (the covariance
ΣΦ) of the estimate into account the capture range is enlarged according to
the local uncertainty in the image. This leads to an individually adapted scale
selection for each pixel and thereby to a big area of convergence, see [11]. In step
2b, the covariance ΣΦ of the estimate mΦ is updated based on the Hessian of
the resulting χ2 objective function.

5 Experiments

In our experiments we apply the proposed method to several scenes. Fig. 5 shows
a mainly white non-RoboCup ball in front of a white and grey, partially textured
background. Despite the lack of color the method precisely segments the ball.
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Fig. 5. The white non-RoboCup ball is precisely segmented in front of a white-grey
background. This is hardly possible with color labeling. (red: initialization, black: es-
timated ball contour).

Fig. 6 shows several images where the ball is just partially in the image. But
this is enough in order to estimate the ball position. For close up views such
as the first three images in Fig. 6 the average error is just a few millimeters,
depending on the accuracy of the camera calibration.

In the next experiment we varied the background of the ball and the illu-
mination, see Fig. 7. For the five investigated images the standard deviation of
the ball estimates is 0.43 cm which is 0.62% of the estimated distance. Unfortu-
nately, we do not have a sufficiently precise ground truth to compare our results
with.

In order to evaluate the performance for a partially occluded ball, we took two
images with the same ball position, one with partial occlusion and one without
occlusion, see Fig. 8. The ball estimates of the two images differ by 2.0 cm, which
is just 2.5% of the ball distance. However, the number of necessary iterations is
about 3 times higher in the partially occluded case. The CCD algorithm not only
yields an estimate of the ball position, but also a covariance matrix describing
the expected uncertainty of the estimate. For the partially occluded ball the
expected uncertainty is about three times higher than for the not occluded case.
This allows a reasonable data fusion with other sensors data. For a partially
occluded ball the area of convergence is significantly reduced, compare Fig. 9
with Fig. 1.

The next example shows that the CCD algorithm can also be successfully
applied to objects of a non-spherical shapes. In Fig. 10 the 3-D pose of a cylin-
drical mug is estimated by fitting the cylinder contour to the image data. Such
a cylindrical model could also be used for the corner posts. Examples for radi-
ally distorted straight edges are given in [11]. Straight edges could be used for
polyhedral models (e.g. goals).

Finally the accuracy of the CCD algorithm is investigated. Semi-synthetic
images with a known ground truth are constructed as follows: from two images
one combined image is obtained by taking for one side of the curve the content
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Fig. 6. Refinement of the ball position: initial ball contour (red) and estimated ball
contour (black) after 7 iterations. The ball is just partially in the image. Furthermore,
the ball has strong specularity and black elements. Nevertheless, the CCD algorithm
reliably estimates the ball position.
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Fig. 7. The strong variations of background and illumination cause just small variations
of the ball estimates. For these five images the standard deviation of the ball estimates
is 0.43 cm which is 0.62% of the estimated distance.
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Fig. 8. The same ball position with and without occlusion: the estimates of the ball
position differ by 2.0 cm which is just 2.5% of the estimated ball distance.

of image one and for the other side of the curve the content of image two. For
pixels on the curve the pixel data are interpolated. In Fig. 11 a circle is fitted
to two semi-synthetic images. In both cases the errors for all three quantities
(x-coordinate, y-coordinate, radius) are less than 5% of a pixel. In both cases
the initial error is reduced by more than 99.8%.

The CCD algorithm as used in this paper is designed to achieve high accuracy.
The method is not optimized for speed. Hence, the runtime per image is several
seconds or even minutes, depending on the resolution and the initial uncertainty.
In order to apply the CCD algorithm to real-time object tracking we propose a
fast version of the CCD algorithm [13]. This version does not use all pixels in
the vicinity of the curve. Instead it uses just a few carefully selected pixels. This
method works within frame rate for simple objects such as a ball.

6 Related Work

In this section we first characterize image segmentation methods applied outside
RoboCup. Afterwards we discuss briefly related work applied in RoboCup. The
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magnification:

convergence to the right ball position convergence to a wrong ball position

Fig. 9. Due to the partial occlusion of the ball and the very heterogeneous non-ball
region, the area of convergence is strongly reduced. (red: initial ball contour, blue:
estimated ball contour).

body of work on image segmentation methods (developed outside RoboCup) can
be roughly classified into three categories: (i) edge-based segmentation, (ii)
region-based segmentation, and (iii) methods integrating edge-based
and region-based segmentation.

(i) Edge-based segmentation (which is also referred as boundary-based
segmentation) relies on discontinuities of image data. Methods for different edge-
profiles, i.e. types of discontinuities, exist (e.g. step-edge [2,26,7], roof-edge [2,26],
others [2,26]). The problem of edge-based segmentation is that in practice usually
the edge-profile is not known. Furthermore, the profile often varies heavily along
the edge caused by e.g. shading and texture. Due to these difficulties usually
a simple step-edge is assumed and the edge detection is performed based on
a maximum image gradient. However, methods maximizing the image gradient
have difficulties to separate regions with internal structure or texture.

(ii) Region-based segmentation methods such as [34,9] rely on the ho-
mogeneity of spatially localized features (e.g. RGB values). The underlying ho-
mogeneity assumption is that the features of all pixels within one region are
statistically independently distributed according to the same probability density
function. Contrary to edge-based methods region-based methods do not require
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Fig. 10. An example of a cylindrical mug: the cylinder contour fitted to the image data
matches the mug’s contour. The estimated parameters of the contour are the five pose
parameters of the cylinder. (red: initial contour, black: estimated contour).

errors in pixels (x-coordinate, y-coordinate, radius)
23.0, 10.0, -5.0 -.025, .028, -.033 35.0, 20.0, -5.5 -.040, -.013, -.044

initialization estimated contour initialization estimated contour

Fig. 11. Despite the inhomogeneity of the foreground and the background in both
cases the final error is less than 5% of a pixel for all three coordinates.

an edge-profile. Furthermore, they are able to exploit higher statistical moments
of the distributions. Hence, regions which have the same mean feature but dif-
ferent covariances (e.g. caused by texture) can be separated. However often the
underlying assumption of a spatially constant probability density function per
region does not hold.

(iii) Integrating methods: especially in recent years methods have been
published which aim to overcome the individual shortcomings of edge-based
and region-based segmentation by integrating both segmentation principles
[30,27,8,16]. These methods seek a tradeoff between an edge-based criterion, e.g.
the magnitude of the image gradient, and a region-based criterion evaluating
the homogeneity of the regions. However, it is questionable whether a tradeoff
between the two criteria yields reasonable results when both the homogeneity
assumption and the assumption regarding the edge profile do not hold. Due to
these difficulties we use local criteria in order to separate adjacent regions. These
separation criteria are iteratively obtained from local image statistics.
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Model-based methods optimize the fit between the model and the image data.
Global optimization methods like dynamic programming [1] and Monte Carlo
optimization (particle filters, condensation algorithm [5]) are very successfully
used (e.g., for tracking). However, dynamic programming requires a discretiza-
tion of the search space2, which leads to a limited accuracy, and particle filters
show a very slow convergence especially if the sensor noise is low [31].

Local optimization methods may achieve a fast, i.e. quadratic, conver-
gence. Approaches aiming to increase the area of convergence such as [21,33]
are edge-based. For methods maximizing the gradient, the area of convergence
depends on the window size used to compute the spatial derivatives. Scale-space
theory provides means for automatic scale selection [20]. However, blurring the
image data eliminates useful high frequency information. The CCD algorithm
does not blur the image data but the curve model. This yields a local and fast
optimization with an enlarged area of convergence. Furthermore, high frequency
information of the image data is not lost. Several segmentation methods integrate
different image cues such as texture and color or brightness [4,22,23,30].

To the best of our knowledge all RoboCup teams use color labeling
[29,32,15,17,6,3] which belongs to the category of region-based methods. Used
color spaces are for example YUV [32,17,6,3] and ĤSY [15]. The boundaries be-
tween the classes are usually defined as rectangles, boxes, or ‘pizza-slices’. Simon
et al. [29] propose spatially adapted thresholds. In order to infer the ball position
from the labeled image data Jonker et al. [17] use a circular Hough Transform.
This method is reported to be robust against partial occlusions. Weigel et al.
[32] perform a blob analysis and an inverse projection. Contrary to methods
based on color labeling, our method does not need known object specific color
distributions. Furthermore, knowledge on the ball contour is explicitly modeled
and exploited.

7 Conclusion

We have proposed a novel method, called CCD algorithm, for fitting parametric
curve models to image data and we applied this method to the problem of
localizing the ball. The CCD algorithm does not depend on prior knowledge
of object specific color distributions or properly adjusted threshold parameters.
Instead the method starts with a vague object model that can be used to infer
the expected object contour. The CCD algorithm alternately performs two steps:
local statistics of RGB values are computed describing the two sides of the
expected contour. Based on these statistics the model parameters are refined in
a MAP step by optimizing the separation of the adjacent regions.

We have shown that the method achieves high robustness and accuracy even
in the presence of heavy changes in illumination, strong texture, clutter, and
specularity. Knowledge of the object of interest and the imaging sensor is ex-
plicitly modeled and exploited. This allows a straightforward adaption to other
2 Often the contour is approximated by pixel coordinates, i.e. integers. Hence subpixel

positions cannot be obtained.
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imaging devices and other problems. Since the CCD algorithm provides a con-
fidence region for the estimates and a likelihood, a fusion with other sources of
uncertain information (e.g. multiple observer) can easily be accomplished.

While other methods applied in RoboCup use color information in order
to identify objects, in this paper we use shape information. However, vague
knowledge on object specific (local or global) color distributions can easily be
exploited and subsequently updated by the CCD algorithm. When applied to
tracking this could gain additional robustness and accuracy.
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Abstract. The introduction of a coach competition in the RoboCup-
2001 simulation league raised many questions concerning the develop-
ment of a “coachable” team. This paper addresses the issues of dealing
with conflicting advice and knowing when to listen to advice. An action-
selection architecture is proposed to support the integration of advice
into an agent’s set of beliefs. The results from the coach competition are
discussed and provide a basis for experiments. Results are provided to
support the claim that the architecture is well-suited for such a task.

1 Introduction

In the future, the complexity of the tasks agents will be expected to perform will
dramatically increase. It is not feasible to think one could hand-code execution
plans for agents to utilize in all situations. Instead, it is likely that agents will
employ a generalized architecture capable of integrating advice from external
agents tailored to its current goal. Advice is not necessarily a plan to reach a
goal, but rather hints or directions that will likely aid in the agent’s planning.

In the simulated robotic soccer domain, an online coach acts as an advice-
giving agent [11] [15]. The coach receives a global view of the world but it has
limited opportunities to communicate with the team. Therefore, it is impossible
for the coach to act as a centralized agent controlling the actions of the other
agents. However, a coach has the ability to periodically offer general advice or
suggest changes in the team’s strategy. It is clear that the coach has the potential
to greatly impact the performance of a team; whether it is for better or for worse
depends on how the team chooses to use the advice.

This work describes the issues one must consider while implementing a
“coachable” team. In addition, this work describes how coach advice is inte-
grated into the ChaMeleons-2001 action-selection architecture as well as how
advice from other agents (e.g., a “team captain”, others teammates, or even
humans) can be used [2].

A specific issue of consideration is whether to blindly follow all advice that
is given. For example, the ChaMeleon’s online coach, OWL, offers advice in
the form of passing rules [14] [13]. Consider the situation when an agent has a
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clear shot on goal but one of the coach’s passing rules is applicable - should the
agent follow the advice and pass the ball or should it attempt to score on the
open goal? In the same situation, a human is able to quickly reason about the
choices and realize that an open shot on goal must be an exception to one of the
coach’s rules. How does an agent know when to ignore the coach however? The
coach agent could attempt to make its advice rules more strict, incorporating
exceptions in the rules; however, this is not feasible. Instead, the players need a
mechanism to recognize exceptions to the advice given to them.

An agent should also be allowed to ignore pieces of advice in order to resolve
conflicting rules. As in the example above, a coach gives a rule for player one to
pass to player two given a specific state of the world. Later, the coach observes
that player one should shoot on goal in that very same state. Player one now has
two conflicting pieces of advice and cannot execute both actions simultaneously.
If it chooses to follow the advice of the coach, it must resolve this conflict and
choose only one rule to follow.

A third issue that must be considered is how to handle advice in such a way
that facilitates the inclusion of advice from several sources. The advice could
be weighted differently or organized as a hierarchical mixture of experts similar
to [6].

The design of the ChaMeleons-2001 addresses each one of these issues.

2 Related Work

There has been little research involving online coaches in the RoboCup simula-
tion community. Before RoboCup-2001, the most common uses of a coach were
to communicate formation/role information [1] [3] [4] and setplay information
[4] [12] [16]. Robocup-2001 introduced a standard coach language in which in-
formation is communicated to the players via condition-action rules [15]. With
the introduction of the coach competition in 2001, it is likely that more will
concentrate on developing “coachable” teams.

The idea of integrating advice from an external source is not new though;
McCarthy made the suggestion nearly 45 years ago [9]. However, the number of
systems that have done just this are limited and usually specific to a particular
problem, e.g., integrating advice in Q-learning to increase an agent’s overall
reward [7].

There has also been work that attempts to address how to handle conflicting
advice [5]. This is one of the very same issues soccer agents must address when
accepting advice from other agents. [5] offers four criteria to determine how to
resolve conflicts:

– Specificity - more constraining rules followed first
– Freshness - more recent advice followed first
– Authority - one agent has the ability to over rule another agent’s advice
– Reliability - follow the advice that has the highest probability of success

This technique is much different than how conflicts are resolved in
ChaMeleons-2001. Depending on the type of conflict, advice may be ignored
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or prioritized based on what type of advice is given. Modifications to the ar-
chitecture to support other types of complex conflict resolution, e.g., the ones
proposed by [5], would require implementing only a new behavior arbitrator.

One of the techniques used by the ChaMeleons-2001 to solve conflicts is very
similar to the soft enforcement method introduced by [10]. Soft enforcement gives
preference towards plans consistent with pieces of advice. Advice that introduces
conflicts however are ignored. In the ChaMeleons-2001, before advice is attached
as a child, it is verified as being both recommended and not discouraged by the
coach.

3 Architecture Overview

The ChaMeleons-2001 utilize a hierarchical, behavior-based architecture. Action-
selection for the agents presents itself in the three primary components of the
architecture:

– Individual Behaviors
– Behavior Manager
– Behavior Arbitrator

An agent executes the root behavior each cycle. The root behavior selects
which actions to consider depending on the current world state. The Behavior
Manager is responsible for actually instantiating the behaviors to consider as
well as including other considerations based on the coach’s advice. A Behav-
ior Arbitrator is used to ultimately determine which choice is executed. The
relationship between each component is shown in Figure 1.

Advice From Our Coach
Learned Rules
Formation Information
Set Play Plans

Behavior Manager
Behavior Spawning
Attachment of Coach Advice
Behavior Execution

Behavior Arbitrator
Behavior Selection

Agent

Action Selected

Fig. 1. Action Selection Architecture

3.1 Behaviors

A behavior is a means to achieve a goal. The goal is reached through the execu-
tion of a behavior and a chain of child behaviors. A child behavior is a way to
achieve the goal of its parent and it too may have children of its own. Every child
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of a behavior is an alternative way to achieve the goal of its parent. For example,
the passBall behavior may have many passToPlayer children corresponding to
the different passing options it has. Every behavior also possesses the following
properties:

– Applicability Conditions - Determines whether or not it is appropriate
for the behavior to execute given the current state of the world

– Probabability of Success - The likelihood that the behavior will execute
successfully

– Value - The value of the future world state assuming its execution is suc-
cessful

– Class - Used when integrating advice by adding those behaviors recom-
mended by the coach that match one of the classes of its children. Therefore,
a passToPlayer behavior recommended by the coach is added as a child of
passBall because its class matches one of passBall’s children.

– Source - A behavior is generated by its parent or as a result from advice.
A behavior’s source marks its origin, i.e., parent or coach

Behavior Organization. The behaviors are organized in a hierarchical fashion
with the most primitive actions being at the bottom and the root behavior at
the top. The hierarchy is organized as a directed acyclic graph with vertices and
edges (B, E) where:

B = {b : b is a behavior}
E = {(b1, b2) : b2 is a child of b1}

A behavior’s set of children can be defined in terms of the DAG as:

Children(b) = {c : (b, c) ∈ E}
A primitive action is a behavior at the lowest level of the hierarchy as it has no
children. Each primitive action in the robotic soccer simulator corresponds to
one of the possible actions to send to the server, e.g., kick, turn, dash [15]. The
set of primitive actions is defined as:

A = {a : a ∈ B ∧ (¬∃b)((a, b) ∈ E)}
Given a set of primitive actions, the DAG has the property that there exists a
path from every behavior to at least one primitive action:

(∀b ∈ B)(∃a ∈ A)(∃p)(p is a path from b to a)

Because there exists a path from every behavior to one of the primitive actions,
it is guaranteed that at every simulation cycle, an action will be selected to
execute.
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3.2 Behavior Manager

The Behavior Manager (BM) is the component responsible for all things related
to a behavior’s creation and execution, including the integration of advice. The
BM maintains a pool of fresh behaviors so that they do not have to be repeatedly
instantiated throughout the action-selection process or even across cycles. Stale
behaviors are periodically flushed from the pool in such a way to balance the time
needed to search for behaviors in the pool and the time required to instantiate
new behaviors.

Behaviors are also executed through the BM. The BM logs the execution
state of each behavior and if no action is selected, it may attempt to execute
another behavior [17]. The bookkeeping the BM maintains makes it possible to
trace the complete chain of behaviors considered and executed. As a result, the
architecture used to implement a “coachable” team is also convenient in tracing
and debugging behaviors during development.

Integration of Advice. The BM is also responsible for integrating advice
from the coach. Advice generates new behaviors to be added to a behavior’s
set of children. Given a set Badvice of coach recommended behaviors, the advice
integration is done as follows:

∀b ∈ B∃bc ∈ Children(b)∃ba ∈ Badvicebc.class = ba.class ⇒ E ← E ∪ {(b, ba)}
A behavior recommended by the coach is inserted into the set of children of all
behaviors for which it matches one of the behaviors’ classes of children. The inte-
gration of advice from other sources would be done in the same fashion. Because
all behaviors maintain its source as one of its properties, different arbitration
methods, e.g. a hierarchical mixture of experts, could potentially be developed
to decide among the children [6].

3.3 Behavior Arbitrator

A Behavior Arbitrator (Arb) is a function that chooses a single behavior to
execute among a behavior’s set of children. More specifically, given a set of
children a behavior is considering for execution, an arbitrator determines which
child to actually execute. In general, an arbitrator selects the argument c that
maximizes some function f(c):

Arb(b) = argmaxc c ∈ Children(b) ∧ f(c)

The type of arbitrator used depends highly on the class of the behavior, however
they all maximize some function that “scores” each child. Three arbitrators are
described below:

1. Value-Based - The child that maximizes the future state of the world:

Arbvalue(b) = argmaxc c ∈ Children(b) ∧ c.value
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2. Probability of Success - The child with the highest probability of success:

Arbprob(b) = argmaxc c ∈ Children(b) ∧ c.probabilityOfSuccess

3. Coach-Based - If there exists children recommended by the coach, arbitrate
among those choices. Otherwise, choose an alternative arbitration method:

Arbcoach(b) =

⎧⎪⎪⎨⎪⎪⎩argmaxc

c ∈ Children(b)∧
c.src = COACH∧
f(c)

, {c : c.src = COACH} �= ∅

Arb(b) , otherwise

⎫⎪⎪⎬⎪⎪⎭
The example arbitrators are all fairly straightforward. The complexity of the
arbitration depends highly on the scoring function, f(c). One could potentially
use decision trees to arbitrate among passing options [17] or neural networks
to determine when and where to shoot on goal [8]. One of the more complex
arbitrators used by the ChaMeleons-2001 is the handleBall BA.

handleBall Arbitrator. The handleBall arbitrator provides a way for the
players to choose what behavior to execute while having possession of the ball,
including when, and when not, to follow the advice of the coach. There exists a
set, P , of priority levels each having a behavior descriptor. Associated with each
priority level is a threshold for the behavior’s probability of success. The prob-
ability threshold, currently hand-coded, must be met in order for the behavior
to execute. When given a set of choices, the behavior with the highest priority
that meets its threshold is executed. A subset of the priority levels and thresh-
olds is shown in Table 1. Please note that it is possible for the same descriptor
to appear with different priorities and thresholds. This allows a behavior to be
considered for execution at more than one priority level based on its threshold
of success. For example, if a shot on goal has a .6 probability of success, it has
a fairly low priority, however, it still might have a higher priority than simply
clearing the ball down the field. A shot with a .8 probability of success has a
much higher priority and therefore would be one of the first behaviors considered
for execution.

There exists a relation, R, from handleBall’s set of children, C, to the set
of priority levels, P . It is possible for a behavior to be described by more than
one priority level. For example, pass forward and pass to less congested could
potentially describe the same behavior. The relation has the property that the
set of behaviors a priority level describes all have the same type:

∀p ∈ P∃b1 ∈ B∃b2 ∈ B
(b1, p) ∈ R ∧ (b2, p) ∈ R ∧ b1 �= b2 ⇒ b1.class = b2.class

In order to choose a single child to execute, the elements in the set of priority
levels are sorted based on the priority of each descriptor:

(∀pi ∈ P )(pi < pi+1)
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Table 1. One Possible Priority Level Ordering

Priority Descriptor Success Probability Threshold
1 shoot on goal .8
2 coach pass for shot .7
3 pass for shot .8
4 pass forward .75
5 dribble to goal .75
6 dribble to corner .8
7 pass to less congested .7
8 coach pass forward .8
9 pass to closer to goal .75
10 pass to better path to goal .8
11 shoot on goal .6

This allows the arbitrator to be defined as a function of a behavior’s probability
of success (probSucc) and its threshold:

ArbhandleBall = argmaxi,b

b ∈ {b : (b, pi) ∈ R}∧
pi ∧ b.probSucc∧
b.probSucc > pi.Threshold

The handleBall arbitrator maximizes both the priority level and the prob-
ability of success for all behaviors at that level, given the constraint that the
threshold is met. The ordering of the priority levels makes it possible to ignore
the coach when it is possible to execute a behavior that is given a higher priority.
For example, an agent should always choose to shoot when the probability of
success is high as opposed to making a coach-recommended pass.

4 Coach Advice

This section gives an overview of the type of advice given by the OWL coach,
which was also created at Carnegie Mellon [14] [13].

There are five main types of advice. The first four are given at the beginning
the game. The first gives a home position for each member of the team to define
a team formation. Next, static marking advice assigns defenders to mark the
opponent forwards, based on the expected opponent formation. Passing advice
is based on trying to imitate another team. Rules are learned about passing
behavior of a team by observing them. Those rules are then sent as advice to
try and mimic the observed team’s behavior. Similarly, rules are learned about
the opponent’s passing, and the advice the agents receive predicts the oppo-
nent’s passes. Finally, during the game play, the coach makes short passing and
movement plans for “set-play” situations, where our team has a free kick. For
information concerning how the advice is generated, please refer to [14] [13].
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Table 2. Results of the 2001 RoboCup Coach Competition

Coach Used
No Coach Wright Eagle Helli Respina Dirty Dozen ChaMeleons-2001

Wright Eagle 8:0 - 0:0 0:0 2:0
Helli-Respina 5:0 2:11 - 0:14 0:0
Dirty Dozen 0:10 0:28 0:29 - 0:20
ChaMeleons-01 0:4 0:6 0:6 0:9 -

5 Experimental Results

The RoboCup simulation league had its first coach competition in 2001. The
competition was open only to teams that supported the standard coach language
[15]. Teams played a baseline game without a coach against a fixed opponent.
A team’s coach is used with all the other teams against the same opponent,
Gemini, and the winner is determined based on a ranking of goal differentials.
The teams were not tested using their own coaches since the competition was
geared towards developing a coach capable of improving the performance of any
team. The goal differentials were determined by differences in goals scored, e.g.,
the goal differential for the Helli-Respina game using the Wright Eagle coach is
-14 (3 fewer goals scored, and 11 more goals allowed).

The results of the coach competition, given in Table 2, were very surprising.
It appeared as if using a coach hindered the performance of every team in every
game throughout the competition. It was believed that due to slight differences
in the interpretation of the coach language semantics, it was very difficult to
support another team’s coach.

What is also interesting is that, in addition to winning the competition with
its coach OWL, the ChaMeleon-2001 appeared to be the most coachable team in
the competition - the team with the largest overall goal differential. This raised
many questions, but statistically significant results cannot be inferred from such
a few number of games. It became obvious that in order to reach any conclusions
about the effects a coach has on a team, many experiments would need to be
conducted.

After RoboCup, hundreds of games were played using different coaches as well
as different advice taking strategies in an attempt to better understand exactly
what happened during the coach competition at RoboCup-2001 and determine
exactly how much impact a coach has on a team. For each experiment, a different
coach or advice-taking strategy was used during thirty regulation length games.
The goal differentials were based on a separate set of games using no coach - the
same as in the coach competition. The fixed opponent remained the same as in
the coach competition, Gemini.

Figure 2 shows the resulting goal differentials using the ChaMeleons-2001
with each of the coaches from that entered the coach competition with the ex-
ception of Wright Eagle. Wright Eagle’s coach was implemented in Windows and
the testing environment set up could not support its inclusion. A statistically
significant improvement in performance is shown by the ChaMeleons-2001 using
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Fig. 2. Goal Differentials Using Several Coaches

every coach tested. Using its own coach, OWL, the ChaMeleons-2001 experi-
enced a three times improvement over the baseline goal differential.

Figure 3 shows the results of the experiments using different advice taking
strategies with a single coach, OWL. The normal coach is the same coach used
above (with the same results). The strict strategy blindly follows all advice that
is given to the agents. As shown, it performs slightly worse though statistically
significant at a level p < .05 with a two-tailed t-test. The random strategy is one
in which truly random advice is sent to the agents. As expected, it performs far
worse than any of the other strategies including not listening to the coach at all.

6 Conclusion

The action-selection architecture for the ChaMeleons-2001 simulated robotic soc-
cer team was designed to integrate advice from many sources. This year, advice
from only the coach agent was used. It was shown experimentally that the ar-
chitecture is successful in its integration of advice and choosing when, and when
not, to listen to the coach agent’s advice. The team saw improvement while us-
ing every coach tested with. The success of the ChaMeleons is due to the agents
ability to ignore the coach when the agents believe they are able to execute a
higher priority action. It can also be concluded that a coach agent does indeed
have the potential to greatly impact the performance of a team.

Although it has been shown that the ChaMeleon’s are indeed a highly coach-
able team, other possibilities for the architecture lie ahead. For example, it is
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Fig. 3. Goal Differentials Using Different Advice-Taking Strategies

possible for the behavior descriptors used by the handleBall to also describe the
sequence of actions performed by an opponent. Given these sequences, rules can
be inferred to describe when an opponent performs an action or an opponent’s
equivalent ordering of priority levels can be learned. A team receiving this advice
from a coach could learn how to mimic the playing style of its opponents - hence
the name ChaMeleons.

Another possibility for the ChaMeleons is the inclusion of several advice
sources. Players could potentially receive advice from other players on the team,
including a “captain.” This raises many questions including which piece of advice
does an agent follow when more than one rule matches from different sources or
how to handle conflicting advice from multiple sources.

The action-selection architecture for the ChaMeleons-2001 was designed to
facilitate both the integration of advice into the agents set of beliefs as well as
other future learning tasks. An attempt was made to ensure that the architecture
was not domain-dependent and could easily be adapted to other problems as
well. As agent research shifts from learning to learning from other agents, the
architecture proposed will provide a framework for others considering some of
the issues involved with the integration of advice.
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Abstract. Fundamental principles and recent methods for investigating
the nonlinear dynamics of legged robot motions with respect to control,
stability and design are discussed. One of them is the still challenging
problem of producing dynamically stable gaits. The generation of fast
walking or running motions require methods and algorithms adept at
handling the nonlinear dynamical effects and stability issues which arise.
Reduced, recursive multibody algorithms, a numerical optimal control
package, and new stability and energy performance indices are presented
which are well-suited for this purpose. Difficulties and open problems are
discussed along with numerical investigations into the proposed gait gen-
eration scheme. Our analysis considers both biped and quadrupedal gaits
with particular reference to the problems arising in soccer-playing tasks
encountered at the RoboCup where our team, the Darmstadt Dribbling
Dackels, participates as part of the German Team in the Sony Legged
Robot League.

1 Introduction

RoboCup and Dynamics of Legged Robot Motion. The RoboCup scenario
of soccer playing legged robots represents an extraordinary challenge for the
design, control and stability of bipedal and quadrupedal robots. In a game, fast
motions are desired which preserve the robot’s stability and can be adapted
in real-time to the quickly changing enviroment. Existing design and control
strategies for bipedal and quadrupedal robots can only meet these challenges to
a small extent.

During the nineties, both trajectory planning methods relying on nonlinear
robot dynamics and model-based control methods have evolved into the state-of-
the-art for developing and implementing fast and accurate motions for industrial
manipulators. Successful control of the nonlinear robot dynamics is also the key
to fast and stable motions of bipedal and quadrupedal robots. Many subprob-
lems remain unsolved in fulfilling this objective. This paper contributes to this
ambitious goal by discussing fundamental principles and recent methods in the
modeling, simulation, optimization and control of legged robot dynamics.

G.A. Kaminka, P.U. Lima, and R. Rojas (Eds.): RoboCup 2002, LNAI 2752, pp. 206–223, 2003.
c© Springer-Verlag Berlin Heidelberg 2003



The Role of Motion Dynamics 207

Nonlinear Dynamics of Legged Robot Motion. A precise modeling of fast
moving legged locomotion systems requires high dimensional nonlinear multi-
body dynamics which can accurately describe the nonlinear relationships exist-
ing between all linear and rotational forces acting at each joint and the feet
on the one hand and the position, velocity and acceleration of each link in the
kinematic tree-structure on the other hand. It is thus a complex task to generate
and control stable motions for such systems. Biped and quadruped constructions
generally consist of a minimum of five bodies with two to six degrees of free-
dom (DoF) per leg in addition to the six DoF corresponding to the base body
in order to give the necessary amount of motion dexterity necessary for a wide
range of movement. Dynamic model simplifications in previous work, however,
have generally ranged from pendulum models [22] to multi-link planar models
[5,6,14,16] for bipeds and for quadrupeds [17] or to multi-link spatial models
[20,27]. Though these simplifications allow one to analyze certain predominant
behaviors of the dynamic system, many other important features are lost. A
complete and complex dynamical system description will contain much more of
the significant dynamical effects, yet a control solution for these models based
on an analytical approach is usually not possible and results must be sought for
numerically.

The dynamic effects characterizing bipedal and quadrupedal motion may be
further complicated by external disturbance factors and forces, quickly changing
system goals, low friction conditions, a limited power source, and inexact sensor
information resulting from fast movements and a highly dynamic environment.
These are all characteristics of the difficulties encountered in the Four-Legged
and Humanoid Leagues of the RoboCup soccer challenge.

Solutions for Multibody Dynamics of Legged Robot Models. Multibody
dynamical models for real legged systems are typically characterized by a high
number of DoF, relatively few contact constraints or collision events, and a va-
riety of potential ground contact models, actuator models, and mass-inertial
parameter settings due to changing load conditions. Such detailed multibody
dynamical models are generally required for the realistic reproduction of legged
system behavior in gait optimization (Sect. 4.2), tuning of construction design
parameters (Sect. 6), or in simulation and feedback control (Sect. 5). Closed-form
dynamical expressions are the most efficient form of evaluating the dynamics, but
are not well-suited to legged systems due to the many changing kinematic and
kinetic parameters. Recursive, numerical algorithms are also highly efficient for
large systems and permit the easy interchangeability of parameters and the intro-
duction of external forces without repeated extensive preprocessing (Sect. 2.2).
This approach has been used here. Reduced dynamical approaches appropriate
for legged robots are additionally presented in Sect. 2.2.

Dynamical Stability of Legged Robot Motion. There exists a wide spectrum
of previously presented approaches for generating dynamically stable motions in
bipeds and quadrupeds. Analytical methods [14,19,22] usually rely on simpli-
fied models and are not yet at a stage where the many influencing dynamical
effects previously mentioned can be considered. More complete 3-D modeling
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approaches [20,27] for bipeds generally rely on heuristic schemes to construct
dynamically stable motions. The dynamic stability criterion is usually based on
the Zero-Moment-Point [35] yet this criterion is limited in its ability to classify
stability [12] during, for example, periods of rolling motion of the feet, which for
fast-moving systems can be considerable. In the case of quadrupeds with point
contacts, a similar problem occurs. Such gait planning techniques also rarely
consider the stabilizing potential of the torso sway motion or that of arm swing-
ing which can be advantageous for increasing robustness and reducing power
consumption. Nonetheless, 3-D bipeds and quadrupeds have been constructed
which perform dynamically stable walking and running [18,34,37]. Though due
to excessive power consumption they were either not autonomous or required a
substantial battery supply for only a short operational period. In Sect. 3, alter-
native stability as well as energy-based performance measures suited for bipedal
and quadrupedal gait generation are presented.

Numerical Optimization and Feedback Control of Bipedal and Quad-
rupedal Robot Motions. Algebraic control strategies for legged systems cannot
yet handle the high dimension and many modeling constraints present in the
locomotion problem. Heuristic control methods, on the other hand, tend to have
poor performance with respect to power efficiency and stability and require much
hand-tuning to acquire an acceptable implementation in a fast-moving legged
system. The remaining proven approach is the use of sophisticated numerical
optimization schemes to generate optimal trajectories subject to the numerous
modeling constraints. The resulting trajectories may later be tracked or used to
approximate a feedback controller in the portion of state space of interest.

In our efforts to achieve dynamically stable and efficient gaits for the Sony
RoboCup quadruped (Figure1) and our own competition biped currently under
construction, we explore in this work a numerical optimization approach which
minimize performance or stability objectives in the gait generation problem. Nu-
merical optimization tools have advanced sufficiently [2,11,32] such that all the
above-mentioned modeling and stability constraints can be incorporated into
the problem formulation together with a relatively complete dynamical model
so as to obtain truly realistic energy-efficient, stable and fast motions. The op-
timization approach described in Sect. 4.1 has been developed during the last
decade and has already been successfully applied for gait planning in bipeds in
two dimensions [16] and for quadrupeds [17].

2 Dynamic Modeling of Legged Locomotion

2.1 Two Case Studies for Biped and Quadruped Dynamics

Two models of a bipedal and a quadrupedal robot are treated here. The presented
approach, however, is applicable to any other legged robot design.

Our model for the Sony quadruped (see Fig. 1) consists of a 9-link tree-
structured multibody system with a central torso attached to a relatively heavy
head at a fixed position and four two-link legs. Each leg contains a 2 DoF univer-
sal joint in the hip and a 1 DoF rotational joint in the knee. A (almost) minimum
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Fig. 1. Four-legged Sony robots
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set of coordinates consists of 19 position and 19 velocity states (q(t), q̇(t)) which
include a four-parameter unit quaternion vector for the orientation, a three-
dimensional global position vector, and their time derivatives for the torso, and
additionally three angles and their velocities for each leg. The 12 control variables
u(t) correspond to the applied torques in the legs. The required kinematic and
kinetic data for each link (length, mass, center of mass, moments of inertia) have
been provided by Sony. A refined model will be used in further investigations
which also includes the three motion DoF for the head.

The physical dimensions for our biped protype fall under the specifications
set for the 80 cm category of the RoboCup competition1. The biped (Fig. 2)
has six DoF (hip 3, knee, 1, foot 2) in each leg and 2 DoF in the shoulder so
that a coordinate set consists of 23 position and 23 velocity states (q(t), q̇(t))
including 7 position states with a quaternion and position vector to describe the
torso orientation and position. There are 16 actuated joints whose input torques
are represented in the control vector u(t). Different to quadruped gaits where in
many cases a foot contact model may be sufficient, a foot contact area must be
considered for a biped.

In both cases, the structure of the equations of motion are those for a rigid,
multibody system experiencing contact forces,

q̈ = M(q)−1
(
Bu − C(q, q̇) − G(q) + Jc(q)T fc

)
0 = gc(q) ,

(1)

where N equals the number of links, M ∈ RN×N is the positive-definite mass-
inertia matrix, C ∈ RN contains the Coriolis and centrifugal forces, G ∈ RN the
gravitational forces, and u(t) ∈ Rm are the control input functions which are
1 http://www.robocup.org/regulations/humanoid/rule humanoid.htm
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mapped with the constant matrix B ∈ RN×m to the actively controlled joints.
The ground contact constraints gc ∈ Rnc represent holonomic constraints on the
system from which the constraint Jacobian may be obtained Jc = ∂gc

∂q ∈ Rnc×N ,
while fc ∈ Rnc is the ground constraint force.

2.2 Robotic Dynamic Algorithms

Many methods exist for evaluating multibody robot dynamics. Symbolic meth-
ods construct efficient, closed form dynamics for the specific multibody systems
through symbolic simplifications [28]. This approach is not well-suited though to
legged systems due to the switching characteristic of the dynamics in different
contact states, varying parameter and exterior load conditions. The Composite
Rigid Body Algorithm (CRBA) [36] numerically solves the equations of motion
efficently by first assembling the entire mass matrix M and then solving the re-
sulting system. It is used in many commercial packages, and it permits an easy
change of parameters or the introduction of additional external forces directly.
These solution methods are, in general, superceded in modularity and in effi-
ciency for systems with more than 7–8 links by the articulated body algorithm
(ABA) of O(N) complexity [9].

The ABA [8,31] is a very exact and numerically stable multibody algorithm
superior to the CRBA as it introduces less cancellations [29]. It exploits the linear
relationship between accelerations and applied forces in a rigid-body system. The
definition of the articulated body inertia, the inertia of the ‘floppy’ outboard
chain of rigid bodies not subject to applied forces, permitted the construction of
a recursive forward dynamics algorithm [8]. Similarities to the Kalman filtering
algorithm then led to an alternative decomposition of the mass-inertia matrix
and, consequently, to an O(N) recursive algorithm for calculating the inverse
mass matrix M−1 [31]. A description of the original algorithms may be found
in [8,31] with improvements found in [15,25,29].

For numerical reasons, it is often convenient to work with a dynamical system
free of contact constraints. Many standard discretization or integration schemes
found in optimization or simulation software can then be applied. It is gener-
ally possible to convert the contact dynamics in legged systems into a reduced-
dimensional, unconstrained equation by projecting (1) onto a set of indepen-
dent states. The resulting ODE can be evaluated efficiently using a recursive
multibody algorithm [16]. The approach requires solving the inverse kinematics
problem for the dependent states. A closed-form solution exists for common leg
constructions with knowledge of the relative hip and foot contact locations by
defining the contact leg states as the dependent states.

The position state vector q may be partitioned into independent position
states q1 and dependent position states q2 obtained from q via a linear trans-
formation, q1 = Zq. The transformation Z ∈ R(N−nc)×N is in the case of
legged systems a constant full-rank matrix consisting of unit vectors or 0. The
dependent position states q2 are calculated from q1 with the inverse kinemat-
ics function i(·), q2 = i(q1), which for legged systems can generally be ex-
pressed in closed-form [15]. One may partition the constraint velocity equation
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Jcq̇ = 0 with respect to the independent q̇1 and dependent velocity states q̇2,
Jc,1q̇1 +Jc,2q̇2 = 0. This similarly provides a change of variables for the velocity
states,

q̇1 = Zq̇, q̇2 = −J−1
c,2 Jc,1q̇1 . (2)

Substituting q1, q2, q̇1, and q̇2 into (1) and multiplying (1) by Z then gives an
ODE of size (N − nc)

q̈1 = ZM(q1, i(q1))−1

×
(
Bu − C(q1, i(q1), q̇1,−J−1

c,2 Jc,1q̇1) − G(q1, i(q1)) + JT
c fc
)
. (3)

The principal advantage of this approach is that one need only perform the
optimization on the reduced dimensional state. The state must then be mon-
itored such that it remain within a well-defined region of the state space. In
Sect. 4.2, where the optimal amble gait is investigated for a quadruped, there
are always two legs in contact. As a result, instead of the full 36 states (q, q̇),
24 states can describe the system.

2.3 Constraints

An important aspect of formulating a gait optimization problem is establishing
the many constraints on the problem. Legged systems are examples of general
hybrid dynamical systems [17] as they periodically enter different discrete states
with each new contact state which (discontinuously) switch the dynamical model.
The numerical solution of hybrid optimal control problems is in its early stages
[3,33], yet when the discrete trajectory (contact events) is previously specified,
current numerical solution techniques have been shown to work well [5,16].

Specifying the order of contact events for a biped is easy as one need only dis-
tinguish between walking and running. The range of different quadruped gaits,
however, can be quite large. The problem of searching over all possible gaits in
a gait optimization problem has not yet been completely solved [17]. Biological
studies, however, can provide a good indication as to which quadrupedal gaits
are the most efficient at different speeds [1]. A numerical advantage for con-
sidering gaits with the left and right legs of a pair with equal duty factors is
that the problem can be completely formulated within half a gait cycle. This is
not a severe restriction as both symmetric and asymmetric gaits fit within this
framework; the relative phases of each leg are free.

Summary of the modeling constraints for a complete gait cycle in [0, tf ]:

Periodic gait constraints (enforced during gait optimization):

1. Periodicity of continuous state and control variables: q(tf ) = q(0), q̇(t+f ) =
q̇(0), where q̇(t+f ) := limε>0,ε→0 q̇(tf + ε).

2. Periodicity of ground contact forces: fc(t+f ) = fc(0).
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Exterior environmental constraints:

1. Kinematic constraints on the height (z-coordinate) of the swing leg tips.
The leg tip height qtip,z is calculated from a forward kinematics function
FK(·) of the position states q:

qtip,z = FK(q(t)) ≥ 0 . (4)

In the case of unlevel ground, the 0 may be replaced by a ground height
function of the horizontal position of the swing leg tips. We consider here
only level ground.

2. Ground contact forces lie within the friction cone and unilateral contact
constraints are not violated [10,30]. In the case of point contact, ground
linear contact forces F = [Fx Fy Fz]T must satisfy (otherwise a slipping
contact state is entered)√

F 2
x + F 2

y ≤ μtFz, Fz ≥ 0 (5)

with friction coefficient μt. The contact force vector fc which appears in (1)
is composed of all the contact linear force vectors {Fj} from each contact
leg j.
In the case of multiple contact, such as a foot lying flat on the ground, the
rotational contact force vector Tj = [Tj,x Tj,y Tj,z]T is additionally con-
strained

|Tx| ≤ 0.5Fzly, |Ty| ≤ 0.5Fzlx, |Tz| ≤ μdFz (6)

where μd is a friction coefficient, and lx and ly are the length and width of
the foot.

Interior modeling constraints:

1. Jump conditions in the system velocities due to inelastic collisions of the
legs with the ground. If the exterior constraint (4) is violated, a collision
occurs. The resulting instantaneous jump in the state velocities at the k-th
such collision event is

q̇(t+S,k) = Jumpq,q′(q(t−S,k), q̇(t−S,k)) (7)

where q(t−S,k) and q̇(t+S,k) indicate the values of q just before and after the
collision event respectively. The function Jump calculates the jump in the
state velocities resulting from the point of collision instantaneously reaching
a zero velocity. The jump is physically modeled as the consequence of an
impulsive force propagating throughout the system which may be calculated
using the law of conservation of angular momentum. This form is an approx-
imation to real collision phenomena and is better tractable numerically than
using mixed elastic-inelastic collision models.
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2. Magnitude constraints on states, controls and control rates:
Lq ≤ q ≤ Uq, Lq̇ ≤ q̇ ≤ Uq̇, Lu ≤ u ≤ Uu, Lu̇ ≤ u̇ ≤ Uu̇ .
L(·) and U(·) are constant vectors of length equal to their arguments.

3. Actuator torque-speed limitations. The applied torque at the actuated joint
i is constrained by the characteristic line of the motor-gear train: |ui| ≤
(θ̇max,i − |θ̇i|)G2

i ηi

mi
, where ui is the applied torque at joint i, θ̇i and θ̇max,i

are the joint i velocity and maximum absolute joint velocity respectively, Gi

is the gear ratio, ηi is the gear efficiency, and mi is the slope of the motor
characteristic line.

Numerical simulation of legged locomotion must not only enforce the interior
constraints and robot dynamics but must also supervise the environmental con-
straints. When the latter can no longer be enforced, the system enters a new
discrete state often leading to a switch in the system’s state and dynamics,
which in turn must reflect the interior modeling constraints.

3 Dynamic Stability and Performance

3.1 Measures of Stability

There exists a general agreement on the definition of static stability for legged
systems: the ground projection of the center of mass (GCoM) lies within the
convex hull of its foot-support area. Various forms of static stability margins
have been defined usually concerning the minimum distance between the GCoM
and the support boundary which have served to develop statically stable walking
motions in all types of legged systems. There exists, however, no general consen-
sus on a mathematical description for dynamic stability other than “its negation
implies a lack of static stability and an unsustainable gait” [12]. In [19], dynamic
stability was categorized into postural stability and gait stability. Postural sta-
bility is maintained when the posture (torso orientation and position) remains
within a bounded range of values. Gait stability refers to the dynamical system
definition of stability for limit cycles in periodic gaits. Numerical methods for
classifying or acquiring stable gait trajectories are presented in [21] and [26] re-
spectively. Due to the nonconvexity of the problem and the high dimensional
nonlinear dynamics, direct optimization methods cannot be readily applied to
the full-dimensional dynamical model and, thus, we do not consider this problem
here.

The zero-moment-point (ZMP) and its relationship with the support polygon
is often used for measuring postural stability [18,19,20,27,35]. The ZMP is that
point on the ground where the total moment generated due to gravity and inertia
equals zero or equivalently the point where the net vertical ground reaction force
acts. As pointed out in [12], this point cannot leave the support polygon and, in
the case when the foot is rotating about a point, it lies directly on the edge of the
support polygon. That is during periods of single foot support in biped walking
when the foot is rotating about the heel or the toe, the ZMP does not provide in-
formation as to the amount of instability in the system. This period can amount
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to up to 80% of a normal human walking gait. Evidently, fast dynamically stable
biped walking and running requires foot rotation for stability and efficiency. The
alternative measure proposed in [12], the foot-rotation-indicator (FRI), coincides
with the ZMP during periods of static equilibrium of the foot and otherwise pro-
vides information as to the foot’s rotational instability. Foot rotation instability
measured by the FRI is a more complete measure of postural instability, but it
still does not provide any information as to gait stability/instability.

Within all possible quadrupedal gaits [1] (pace, gallop, amble, etc.), there ex-
ist many configurations where the ZMP provides little useful information. The
FRI can also be extended to the quadrupedal case though other similar measures
specialized to quadrupeds have been introduced. In [24], the angular momentum
about the support edges was used to define a postural stability index. Like the
FRI, this method provides both directional information and a reference stabil-
ity quantity that can be used to quantify system instability. Though postural
stability measures are not rigorous dynamical system stability measures, these
measures provide a means to monitor the stability or instability present in legged
systems. Another advantage is that these measures may be directly incorporated
into controllers for on-line use and, additionally, they can treat aperiodic gaits,
a necessity in an environment containing obstacles.

3.2 Performance Specifications

The minimization of several, alternative performance functions measuring
(in-)stability and/or efficiency of the periodic motion enables (at least locally)
optimal and unique trajectories for the states q, q̇ and controls u.

Stability Performance 1: The FRI point may be computed as that point S for
which the net ground tangential impressed forces (FIx, FIy) acting on the foot
are zero. These forces are the acting forces and may differ from the constraint
forces F = [Fx Fy Fz]T [12]. If Nf feet/leg-tips are in contact with the ground,
S may be considered as the net point of action for all ground impressed forces
resulting from the robot gravity and inertial forces. It may be computed using
the rotational static equilibrium equation for the feet,

Nf∑
j=1

(
nj + SOj × fj − SGj × mjg

)
T

= 0 , (8)

where nj and fj are the moment and linear force vectors from contact foot j
acting on its connecting point Oj to the remainder of the robot, SOj and SGj

are the vectors from S to Oj and the foot center of mass Gj respectively, mj

is the foot mass, and g is the gravity vector. The subscript T indicates that
only the ground tangential x- and y-coordinates must satisfy the equation. A
stability performance index which may be used for maximizing postural stability
is the average distance in the ground plane between the point P and the ground
projected center of mass GCoM.

Js1[q, q̇,u] =
∫ tf

0
((GCoMx − Sx)2 + (GCoMy − Sy)2) dt (9)
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Stability Performance 2: The measure proposed in [24] is an alternative
measure based on the angular momentum and it takes into consideration the
momentum of the swing legs. It is however limited to gaits with at least two legs
in contact with the ground. The stability/instability margin is equal to:

SH(t) = min{Sl
H(t), l = 1, . . . , nl}, t ∈ [0, tf ], (10)

where nl is the number of edges in the support polygon. The stability values Sl
H

for each edge depend on whether the edge is a diagonal or non-diagonal edge.
In the case of a non-diagonal support edge, S l

H = H ref
l − Hl where the ref-

erence angular momentum H ref
l about edge l is defined as the minimum angu-

lar momentum to tip over the edge if the system were an inverted pendulum
H ref

l = (rl,CM × mtotalvref) · êl and Hl is the rotational tendency about that edge
Hl = HP · êl. Here, rl,CM is the orthogonal vector from edge l to the system center
of mass CoM, mtotal is the total system mass, vref is the reference velocity vector
computed from the kinetic energy required to attain the higher potential energy
at which the system CoM would lie above edge l, HP is the angular momentum
about a point P on the support edge, and êl is a unit vector along the edge.

In the case of a diagonal support edge, S l
H = {min (Hl − H ref

l , Hmax
l − Hl) :

two legs in contact & GCoM before diagonal edge, S l
H = Hmax

l −Hl : two legs in
contact & GCoM past diagonal edge, S l

H = Hmax
l −Hl : third support leg behind

diagonal support edge, S l
H = H ref

l − Hl : third support leg in front of diagonal
support edge}, where the maximum angular momentum about êl is defined as
Hmax

l = (rl,CM × mtotalvmax
tip ) · êl and vmax

tip is the maximum velocity vector of the
swing leg’s tip.

A worst-case stability measure is defined as the minimum value of SH over the
entire gait cycle which should be maximized to find the best worst-case perfor-
mance. Introducing an additional control parameter p1, the min-max objective
may be transformed to a standard Mayer-type, p1 := min0≤t≤tf

SH(t), where an
additional inequality constraint is needed, SH(t) − p1 ≥ 0 (0 ≤ t ≤ tf ), and the
performance index becomes

Js2[p] = −p1. (11)

Energy Performance 1: In the case of robots where a high torque is generated
by a large current in the motor, the primary form of energy loss is called the Joule
thermal loss [23]. Define Ri, Gi, and Ki as the armature resistance, gear ratio,
and torque factor for link i respectively. Also let dS be the forward distance
traveled during one gait cycle, then the normalized average energy loss to be
minimized is

Je1[u] =
1
dS

∫ tf

0

N∑
i=1

Ri

(
ui

GiKi

)2

dt . (12)

Energy Performance 2: In [13], the specific resistance ε was used to mea-
sure efficiency or more precisely an average power consumption normalized over
distance traveled. It is a dimensionless quantity, and by minimizing its integral
over the gait cycle, a normalized form of the kinetic energy is minimized. Let
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mg be the system weight of the system, θ̇i(t) is the joint i angle velocity con-
tained within the velocity state vector q̇(t), and v(t) is the forward velocity. The
performance index to be minimized is

Je2[q, q̇,u] =
∫ tf

0

∑N
i=1 |uiθ̇i|
mgv

. (13)

Summary: Stability performance 1 delivers a solution with a minimum average
level of postural instability during the gait while stability measure 2 is intended
towards improving the worst-case unstable configuration occurring in a gait.
Energy performance 1 is a direct measure of energy loss in the joints normalized
over the distance traveled, and energy performance 2 measures average power
consumption.

4 Trajectory Optimization and Numerical Investigations

The optimization of the stability or energy performance functions of Sect. 3.2
with respect to the controls u(t) over a period of time [0, tf ] and subject to the
system dynamics and constraints of Sect. 2 leads to optimal control problems.
Although the computation of the optimal, state feedback control is the ulti-
mate goal where the control is a function of the system state vector x, u∗(x), it
cannot be computed directly because of the system’s high dimension, nonlinear-
ity and constraints. However, with the help of numerical optimization methods
developed during the last decade, optimal open loop trajectories x∗(t), u∗(t),
0 ≤ t ≤ tf , can nowadays be computed efficiently [2,32].

4.1 Trajectory Optimization Framework

The optimization we are faced with is to find the unknown open-loop state
and control trajectories (x(t),u(t)) which minimize a performance function J
(Sect. 3.2) subject to a set of possibly switching differential equations fk (result-
ing from the legged robot dynamics of Sects. 2.1–2.3, i.e., x = (q, q̇)), nonlinear
inequality gk

i and equality hk
i constraints, and boundary conditions rk

i (resulting
from the constraints and conditions of Sect. 2.3). All constraints of the dynamic
optimization problem are formulated in the general first order form

ẋ(t) =

⎧⎨⎩
f1(x(t),u(t),d(t),p, t), t ∈ [0, tS,1],
fk(x(t),u(t),d(t),p, t), t ∈ [tS,k−1, tS,k], k = 2, . . . , m − 1
fm(x(t),u(t),d(t),p, t), t ∈ [tS,m−1, tf ],

gk
i (x(t),u(t),d(t),p, t) ≥ 0, t ∈ [tS,k−1, tS,k], i = 1, . . . , ngk

m
, k = 1, . . . , m,

hk
i (x(t),u(t),d(t),p, t) = 0, t ∈ [tS,k−1, tS,k], i = 1, . . . , nhk

m
, k = 1, . . . , m,

r1
i (x(0),u(0),d0,p, 0,x(tf ),u(tf ),df , tf ) = 0,

rk
i (x(t−S,k),u(t−S,k),d(t−S,k),p, tS,k,x(t+S,k),u(t+S,k),d(t+S,k))= 0,

i = 1,. . . , rk
m,

k= 2,. . . , m − 1.
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The integer-valued discrete state trajectory d(t) is assumed to be constant in
each phase [tS,j−1, tS,j ] and describes the sequence of switches of the system
dynamics, i.e., a quadrupedal gait, and must generally be provided. The pro-
gram DIRCOL [32] uses the method of sparse direct collocation to approximate
the piecewise continuous states x, controls u, and constant parameters p of
the optimal control problem. This leads to a multiphase optimal control prob-
lem to be solved in all phases [tS,j−1, tS,j ] through adaptively selected grids
tS,j−1 = tj1 < tj2 < · · · < tjnG,j

= tS,j in each subinterval t ∈ [tjk, tjk+1] by the
approximation

ũapp(t) = β(û(tjk), û(tj+1
k )), β − linear

x̃app(t) = α(x̂(tjk), x̂(tj+1
k ), f j

k , f j
k+1), α − cubic

(14)

where f j
k = f j(x̂(tjk), û(tjk),p, tjk) [32]. The infinite-dimensional optimal control

problem is thereby converted to a finite dimensional, but large-scale and sparse,
nonlinearly constrained optimization problem containing the unknown values for
x,u at the discretization grid as well as p, tS,i, tf . The problem is then solved
using an SQP method for sparse systems SNOPT [11]. The resulting optimal
control method is thus equipped to handle the complexities of the walking prob-
lem: unknown liftoff times tS,i, different ground contact combinations for the
legs d(t), discontinuous states at collision times tS,k of the legs with the ground,
switching dynamics, and actuation limits.

This method of generating optimal reference trajectories was also used in
[7,16,17]. It may be applied to much higher dimensional systems than finite-
element approaches as used for example in [4], and the numerical package is
more general than that for example used in [5].

4.2 Numerical Investigations for the Quadruped

The goal in our numerical investigations is to plan and implement efficient, sta-
ble, and rapid periodic motions for our test platforms of the Sony four-legged
robot and our humanoid robot currently under construction (Sect. 6). To ob-
tain starting values when setting up the iterative optimization procedure from
scratch, a series of optimal solutions for subproblems was computed. First the
problem was solved in two dimensions with most parameters fixed, then all
constraints were gradually relaxed using the previous solution to start the sub-
sequent problem. Optimization run times for a single subproblem ranged from
5 to 20 minutes on a Pentium III, 900 MHz PC.

In our investigations, dynamically stable quadruped gaits were investigated
with Stability Performance 2. Energy efficiency is not as important for the
quadruped in RoboCup competition (Fig. 1) since the robot’s battery provides
sufficient power for the duration of half a regulation match. An optimization over
this min-max performance will optimize the worst-case configuration, thereby fa-
cilitating a more robust closed-loop implementation.

The solution displayed in Fig. 3 is for a desired forward velocity of 40 m/min
or 0.67 m/s. The optimal gait stride is 0.416 m and the gait period is 1.25
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Fig. 3. Stability index SH for an optimized amble gait of a quadruped moving forward
at 0.67 m/s and duty factor β = 0.5 based on a full, spatial dynamical model. The first
sharp drop in the stability index occurs at the instant when the RR (right rear) leg
initially makes contact and the (left rear) leg breaks contact. At that time the diagonally
opposed legs support the body and a minimally sufficient amount of forward momentum
exists to bring the system CoG over the support edge. As the CoG approaches the
support edge, the stability index increases then falls again once this point has been
passed. The second half of the gait is symmetric to the first half

seconds. Fig. 3 shows the evolution of the optimized stability index SH over one
gait period. A negative value of SH indicates an unstable configuration while the
more positive SH is, the more stable the system. The large variations in the index
are caused by the changing of support legs in the robot. The gait displayed is
an amble gait between walking and running with the legs having a duty factor
of β = 0.5 which is a demanding, fast-moving gait. The order of support leg
order is (LF-LB, LR-RR, RF-RR, RF-LR: LF=left front, RR=right rear) so
that the system alternates between having two support legs on one side and
diagonal support legs. The steepest drop in SH occurs when the system switches
from a side pair of support legs to a diagonal pair. At that point the angular
momentum of the system about the diagonal edge is slightly greater than the
required angular momentum for the CoM to “roll over” the diagonal edge and
not fall backward. A conservative value of 2 m/sec was chosen for the attainable
velocity of the swing leg tip vmax

tip .
Our investigations are continuing with a thorough investigation and compar-

ison of the stability/energy performances and their combinations as presented
in Section 3.2. Furthermore, they will be evaluated using gait stability tools,
tested with a real-time legged system simulator currently under development in
our group. At RoboCup 2002 we plan to present optimized motion primitives
implemented on the actual quadruped using trajectory-following controllers.

5 Control of Bipedal and Quadrupedal Robot Motions

Today, most all feedback walking control strategies that have been implemented
successfully in three-dimensional humanoid robots or quadrupeds are based on
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scheme: The local feedback con-
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Fig. 5. Structure of a centralized, nonlinear
model-based feedback control scheme: Its imple-
mentation requires the solution of the full nonlin-
ear dynamic model described in Sect. 2 in real-
time. Thus, strict requirements are imposed on
the computational power and on the efficient cod-
ing of the dynamic equations. The reference tra-
jectories are updated by an onboard processor
(mobile PC) and are updated within seconds or
tenths of a second for each new step while consid-
ering constraints and performance specifications

trajectory following control. Reference trajectories for the body posture, ZMP,
or foot flight paths are developed off-line (e.g. through extensive simulations)
and implemented on the bipedal robot using standard controllers such as PID to
follow the reference trajectories which have been transformed to desired position
(and velocity) information for each of the leg and foot joints (Fig. 4). This control
strategy cannot easily nor automatically be adapted to a changing environment
and can only handle relatively small changes to the reference data. However,
it can be realized using decoupled, decentralized conventional control strategies
in each of the joint motors. This strategy has been applied, e.g., to the Honda
humanoid robot [18], the Humanoid H6 [27], [20], or [37] for a quadruped.

Feedback linearization techniques (computed torque) are also based on tra-
jectory tracking techniques yet it takes full advantage of a nonlinear dynamical
model to arrive at asymptotically stable closed-loop controllers. In contrast to
simpler trajectory tracking schemes, these controllers are not decentralized nor
decoupled. An example of this type of implementation may be found with John-
nie at the TU Munich [10].

In order to meet the challenge of producing fast and stable motions for
bipedal and quadrupedal robots that can quickly adapt to a changing envi-
ronment, nonlinear, model-based feedback control methods must be developed
which can generate completely new motion trajectories through adaptation
within a few seconds and ensure stability within milliseconds (Fig. 5). To achieve
this goal, fast and robust modeling and simulation methods for legged robot
dynamics are needed. Contributions have been described in this paper. Further-
more, a more centralized control scheme is needed. Decentralized joint controllers
with standard control schemes, as provided with the often used servos, cannot
satisfy these requirements.
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Fig. 6. Motor torque vs. rpm from an 18 kg biped with different motor/gear combina-
tions

6 Robot Design and Dynamics of Legged Locomotion

To achieve optimal motion performance of an autonomous legged robot, espe-
cially a humanoid robot, a full dynamical study should ideally be made already
in the design phase of the robot. The selection of motors and gears for the hip,
knee or foot joints of a humanoid must be based on the expected applied force
at each joint if the robot is walking or running while further considering the
onboard energy supply and other hardware. These forces depend not only on
the geometry of the robot links and joints but also on the distribution of masses
in each part of the robot’s body. The faster the robot moves, the stronger the
motors and gears that are required. However, stronger motors and gears are also
heavier and require more electrical power and, thus, more and heavier batteries.
The heavier weight, though, will counteract the ability of fast walking. Thus,
the design of a fast walking humanoid must find a good compromise between
the different, counteracting objectives!

A design study was performed for the prototype of a fast walking humanoid
(Fig. 2) using detailed numerical investigations with a nonlinear dynamical
model. Numerical optimizations of Energy Performance 1 in combination with
maximum input power constraints were used to determine the minimum required
energy needed while moving at walking motions with speeds of up to 1.8 km/h.
This preliminary analysis served to identify the most suitable class of motors.
The final selection was based on graphing the torque-rpm workspace of interest
for the respective joints during locomotion for a selection of different gear ra-
tios and motors with different voltage ratings in combination with each motor’s
maximum operational characteristic line. The example displayed in Fig. 6 led to
the choice of 42 V motors with 66:1 gear ratios. Minimum power requirements
is a vital property for rapid locomotion and its autonomous functionality.

Ongoing joint work with the Control Systems Group of M. Buss at the Tech-
nische Universität Berlin is directed towards the completion of the construction,
controller design, and remaining components such that this new humanoid robot
may be presented in the 80 cm humanoid league at RoboCup.

7 Conclusion and Extensions

In this paper, the modeling, simulation and optimization of nonlinear dynamics
and its role in the development and control of bipedal and quadrupedal robots is
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investigated. A discussion is provided explaining the choice of robotic dynamics
algorithms that are well-suited to legged systems together with efficient reduced
dynamics algorithms to be used for increased numerical stability. A powerful
and efficient numerical optimization framework is also presented which has been
thoroughly tested in previous work in optimal gait planning. Several performance
criteria have been presented which serve to either optimize energy or stability
in legged systems. Much of this work has been geared towards the demanding
setting of RoboCup where many external factors influence the robot’s movement
in a fast-changing dynamic environment. A minimax performance stability cri-
teria is used for generating maximally stable quadruped gaits. The investigated
dynamic stability criterion is well-suited to a changing environment and on-line
stability assessment for closed-loop control design. The results must then be
combined with trajectory tracking controllers which may additionally incorpo-
rate the stability index. At other times energy concerns are equally important
such as in autonomous humanoid biped design. Efficient multibody algorithms
combined with powerful numerical optimal control software solve energy-based
performance criteria to aid in the humanoid construction design.
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Abstract. This paper compares and contrasts two recent series of com-
petitions in which multiple agents compete directly against one another:
the robot soccer world cup (RoboCup) and the trading agent competi-
tion (TAC). Both of these competitions have attracted large numbers of
competitors and have motivated important research results in artificial
intelligence. Based on extensive personal experiences, both as a partici-
pant and as an organizer, this paper reflects upon and characterizes both
the benefits and the hazards of competitions with respect to academic
research.

1 Introduction

Competitions are becoming increasingly prevalent in the research world. For
one example, the annual Loebner competition [13] challenges entrants to cre-
ate a computer program whose verbal responses in conversation are judged to
be most “human.” For another example, the recent planning systems compe-
tition [15] compared the performance of AI planning systems in a variety of
planning domains.

In both the Loebner and planning competitions, the judging and/or scoring
is done independently for each program: an entrant’s score does not depend on
the behavior of the other entrants. However, there have also been several com-
petitions in which the agents do interact directly. Examples include Axelrod’s
iterated prisoner’s dilemma (IPD) tournament from the late 1970’s [3]; the Santa
Fe double auction tournament in the late 1980’s [16]; and the recent RoShamBo
(rock-paper-scissors) programming competition [4]. All three of these competi-
tions led to interesting results despite the fact that entered programs faced very
limited sensation and action spaces in domains that have been well-studied and
understood in isolation (non-iterated).

This paper compares and contrasts two recent series of competitions in
which—like IPD, double auctions, and RoShamBo—agents must interact di-
rectly with one another, and in which the substrate domains are much more
complicated and difficult to analyze in isolation: the robot soccer world cup
(RoboCup) and the trading agent competition (TAC). In both cases, the agents
face complex sensations with a good deal of hidden state and, for all intents and
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purposes, continuous action spaces. The success of agent strategies depends a
great deal on the strategies of the other competitors.

Both of these competitions have attracted large numbers of competitors and
motivated important research results in artificial intelligence and robotics. How-
ever, along with the many benefits, competitions also bring with them some po-
tential hazards. Based on extensive personal experiences within RoboCup and
TAC, both as a successful participant and as an organizer, this paper reflects
upon and characterizes the benefits and hazards of competitions with respect to
the research world.

The remainder of the paper is organized as follows. Section 2 gives a brief
overview of the RoboCup domain. Section 3 gives a more detailed introduction
to TAC. Section 4 compares the relevant features of these two domains and Sec-
tion 5 lays out the potential benefits and hazards of these and other competitions.
Section 6 concludes.

2 RoboCup

RoboCup is an international initiative designed to encourage research in the
fields of robotics and artificial intelligence, with a particular focus on developing
cooperation between autonomous agents in dynamic multiagent environments.
It uses the game of soccer as the main underlying testbed. A long-term grand
challenge posed by RoboCup is the creation of a team of humanoid robots that
can beat the best human soccer team by the year 2050.

The first international RoboCup competition was held from August 23–29,
1997 in Nagoya, Japan. It involved 35 teams from 12 countries. By the 3rd
RoboCup in 1999, there were 90 teams from 30 countries and RoboCup continues
to grow in popularity, now including many regional events as well as the annual
international championships.

Currently, RoboCup includes four robotic soccer competitions (simulation,
small-size, mid-size, and legged), and two disaster rescue competitions (simula-
tion and real-robot). A humanoid robotic soccer competition is also planned for
the near future. Each of these competitions has its own format, but generally
they are run over the course of about a week, beginning with round-robins and
culminating with elimination tournaments. Competitors are all responsible for
bringing their own robots and/or software to the competition site.

Some commonalities across the different soccer leagues are that they are run
in dynamic, real-time, distributed, multiagent environments with both teammates
and adversaries. In general, there is hidden state, meaning that each agent has
only a partial world view at any given moment. The agents also have noisy
sensors and actuators, meaning that they do not perceive the world exactly as it
is, nor can they affect the world exactly as intended. In addition, the perception
and action cycles are asynchronous, prohibiting the traditional AI paradigm
of using perceptual input to trigger actions. Communication opportunities are
limited; and the agents must make their decisions in real-time. These italicized
domain characteristics combine to make robotic soccer a realistic and challenging
domain.
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For the purposes of this forum, I assume a general familiarity with RoboCup.
For complete details on the competitions in the different leagues, see the contin-
uing series of RoboCup books [11,2,23,19].

3 Trading Agent Competition

The first Trading Agent Competition (TAC) was held from June 22nd to July
8th, 2000, organized by a group of researchers and developers from the Univer-
sity of Michigan and North Carolina State University [26]. Their goals included
providing a benchmark problem in the complex and rapidly advancing domain
of e-marketplaces [7] and motivating researchers to apply unique approaches to
a common task. TAC-00 included 16 agents from 6 countries. Building on the
success of TAC-00, TAC-01 included 19 agents from 9 countries. The precise
rules and tournament structures changed slightly from TAC-00 to TAC-01. The
details in this section reflect the state of affairs as of TAC-01.

TAC has been motivated in some ways by RoboCup. Although it is based
on a fundamentally different problem—auction bidding as opposed to playing
soccer, it is also a multiagent competition. The organizers explicitly took some
cues from RoboCup in planning out the competition [25]. This section gives a
detailed overview of the TAC domain.

One key feature of TAC is that it requires autonomous bidding agents to
buy and sell multiple interacting goods in auctions of different types. Another
key feature is that participating agents compete against each other in prelimi-
nary rounds consisting of many games leading up to the finals. Thus, developers
change strategies in response to each others’ agents in a sort of escalating arms
race. Leading into the day of the finals, a wide variety of scenarios are generally
possible. A successful agent needs to be able to perform well in any of these
possible circumstances.

A TAC game instance pits 8 autonomous bidding agents against one another.
Each TAC agent is a simulated travel agent with 8 clients, each of whom would
like to travel from TACtown to Tampa and back again during a 5-day period.
Each client is characterized by a random set of preferences for the possible arrival
and departure dates; hotel rooms (Tampa Towers and Shoreline Shanties); and
entertainment tickets (alligator wrestling, amusement park, and museum). In
order to obtain utility for a client, an agent must construct a travel package for
that client by purchasing airline tickets to and from TACtown and securing hotel
reservations; it is possible to obtain additional utility by providing entertainment
tickets as well. A TAC agent’s score in a game instance is the difference between
the sum of its clients’ utilities for the packages they receive and the agent’s total
expenditure.

TAC agents buy flights, hotel rooms and entertainment tickets in different
types of auctions. The TAC server, running at the University of Michigan, main-
tains the markets and sends price quotes to the agents. The agents connect over
the Internet and send bids to the server that update the markets accordingly
and execute transactions.
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Each game instance lasts 12 minutes and includes a total of 28 auctions of 3
different types.

Flights (8 auctions): There is a separate auction for each type of airline ticket:
flights to Tampa (inflights) on days 1–4 and flights from Tampa (outflights)
on days 2–5. There is an unlimited supply of airline tickets, and their ask
price changes every 24–32 seconds by from $ − 10 to $x. x increases linearly
over the course of a game from 10–y, where y ∈ [10, 90]. y is independent for
each auction, and is unknown to the bidders. In all cases, tickets are priced
between $150 and $800. When the server receives a bid at or above the ask
price, the transaction is cleared immediately at the ask price. No resale of
airline tickets is allowed.

Hotel Rooms (8): There are two different types of hotel rooms—the Tampa
Towers (TT) and the Shoreline Shanties (SS)—each of which has 16 rooms
available on days 1–4. The rooms are sold in a 16th-price ascending (English)
auction, meaning that for each of the 8 types of hotel rooms, the 16 highest
bidders get the rooms at the 16th highest price. For example, if there are
15 bids for TT on day 2 at $300, 2 bids at $150, and any number of lower
bids, the rooms are sold for $150 to the 15 high bidders plus one of the $150
bidders (earliest received bid). The ask price is the current 16th-highest bid.
Thus, agents have no knowledge of, for example, the current highest bid.
New bids must be higher than the current ask price. No bid withdrawal and
no resale is allowed, though the price of bids may be lowered provided the
agent does not reduce the number of rooms it would win were the auction to
close. Transactions only clear when the auction closes. One randomly-chosen
hotel auction closes at minutes 4–11 of the 12-minute game. Quotes are only
changed on the minute.

Entertainment Tickets (12): Alligator wrestling, amusement park, and mu-
seum tickets are each sold for days 1–4 in continuous double auctions. Here,
agents can buy and sell tickets, with transactions clearing immediately when
one agent places a buy bid at a price at least as high as another agent’s
sell price. Unlike the other auction types in which the goods are sold from
a centralized stock, each agent starts with a (skewed) random endowment
of entertainment tickets. The prices sent to agents are the bid-ask spreads,
i.e., the highest current bid price and the lowest current ask price (due to
immediate clears ask price is always greater than bid price). In this case, bid
withdrawal and ticket resale are both permitted. Each agent gets blocks of 4
tickets of 2 types, 2 tickets of another 2 types, and no tickets of the other 8
types.

In addition to unpredictable market prices, other sources of variability from
game instance to game instance are the client profiles assigned to the agents
and the random initial allotment of entertainment tickets. Each TAC agent has
8 clients with randomly assigned travel preferences. Clients have parameters for
ideal arrival day, IAD (1–4); ideal departure day, IDD (2–5); hotel premium, HP
($50–$150); and entertainment values, EV ($0–$200) for each type of entertain-
ment ticket.
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The utility obtained by a client is determined by the travel package that it
is given in combination with its preferences. To obtain a non-zero utility, the
client must be assigned a feasible travel package consisting of an arrival day
AD with the corresponding inflight, departure day DD with the corresponding
outflight, and hotel rooms of the same type (TT or SS) for each day d such
that AD ≤ d < DD. At most one entertainment ticket can be assigned for each
day AD ≤ d < DD, and no client can be given more than one of the same
entertainment ticket type. Given a feasible package, the client’s utility is defined
as

1000 − travelPenalty + hotelBonus + funBonus

where

– travelPenalty = 100(|AD − IAD | + |DD − IDD |)
– hotelBonus = HP if the client is in the TT, 0 otherwise.
– funBonus = sum of relevant EV’s for each entertainment ticket type assigned

to the client.

A TAC agent’s final score is simply the sum of its clients’ utilities minus the
agent’s expenditures. Throughout the game instance, it must decide what bids
to place in each of the 28 auctions. At the end of the game, it must submit a
final allocation of purchased goods to its clients.

The client preferences, allocations, and resulting utilities from an example
game are shown in Tables 1 and 2.

Table 1. One agent’s preferences from a sample game. AW, AP, and MU are EVs for
alligator wrestling, amusement park, and museum respectively.

Client IAD IDD HP AW AP MU
1 Day 2 Day 5 73 175 34 24
2 Day 1 Day 3 125 113 124 57
3 Day 4 Day 5 73 157 12 177
4 Day 1 Day 2 102 50 67 49
5 Day 1 Day 3 75 12 135 110
6 Day 2 Day 4 86 197 8 59
7 Day 1 Day 5 90 56 197 162
8 Day 1 Day 3 50 79 92 136

For full details on the design and mechanisms of the TAC server and TAC
game, see http://tac.eecs.umich.edu.

TAC-01 was organized as a series of four competition phases, starting on
September 10, 2001 and culminating with the semifinals and finals on October
14, 2001 at the EC-01 conference in Tampa, Florida. First, the qualifying round,
consisting of about 270 games per agent, served to select the 16 agents that would
participate in the semifinals. Second, the seeding round, consisting of about 315
games per agent, was used to divide these agents into two groups of eight. After
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Table 2. The client allocations and utilities from the agent and game shown in Table 1.
Client 1’s “MU4” under “Entertainment” indicates museum on day 4.

Client AD DD Hotel Entertainment Utility
1 Day 2 Day 5 SS MU4 1175
2 Day 1 Day 2 TT AW1 1138
3 Day 3 Day 5 SS MU3, AW4 1234
4 Day 1 Day 2 TT None 1102
5 Day 1 Day 2 TT AP1 1110
6 Day 2 Day 3 TT AW2 1183
7 Day 1 Day 5 SS AP2, AW3, MU4 1415
8 Day 1 Day 2 TT MU1 1086

the semifinals, consisting of 11 games per agent, on the morning of October
14th, four teams from each group were selected to compete in the 24-game finals
during that same afternoon.

4 Comparisons

The RoboCup and TAC domains have many similarities when considered from
a research perspective. For example, agents in both domains must deal with a
dynamic, real-time environment with hidden state and unpredictable adversaries.
In most RoboCup leagues, the team must be distributed among several agents1,
and in TAC, some of the agents have used a distributed approach (for example
using one agent to bid on hotels and another to bid on entertainment tickets).

Another key similarity between the two domains is that they are complex
enough to prohibit any realistic attempt to solve them from a game theoretic
perspective, and there is very little chance that strategies will emerge that can
be described as in “equilibrium” in any sense. Rather, to be successful in TAC or
RoboCup, an agent must be robust to a wide variety of opponents or economies.
Ideally, an agent should be able to adapt on-line as opponents and environments
change.

There are also many differences between the two domains. In many ways,
RoboCup introduces additional research challenges that are not present in TAC,
such as sensor and actuator noise, communication among teammates, and asyn-
chronous sensing and acting: TAC agents can operate by choosing a set of actions
(bids) every time they receive a new set of sensations (prices).

On the other hand, One feature of TAC not present in RoboCup is that
the agents play against each other over an extended period leading up to the
finals. In both TAC-00 and TAC-01, the competitors learned about each others’
strategies in the weeks leading up to the finals, and made many adjustments as a
result. For example, in TAC-00, only 14% of the agents were using a particularly
effective (in isolation) high-bidding strategy during the qualifying round; by the
finals 58% of the agents were using this strategy [21]. In RoboCup there is a
1 The small-size robot league allows for centralized control of all 5 robots.
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Table 3. Some comparisons between the TAC and RoboCup domains.

TAC RoboCup

Dynamic + +
Real-time + +
Multiagent + +
Hidden state + +
Adversaries + +
Teammates — +
Noisy sensors — +
Noisy actuators — +
Noisy actuators — +
Asynchronous — +
Communication — +
Distributed (+) +
Repeated play + —

good deal of technology exchange from year to year. But within a single year,
teams tend to meet each other for the first time during the actual competition.
Table 3 summarizes some of the characteristics of TAC and RoboCup.

Another interesting relationship between TAC and RoboCup is that they
have proven to be attractive as research domains to many of the same people. In
TAC-01, at least 6 of the 19 entries either involved the same institution or some
of the same people as previous RoboCup entries2. In fact, the top two teams
from the RoboCup-99 simulator competition and from TAC-01 involved two of
the same people on opposing teams3.

5 Lessons Learned from Competitions

Competitions have the potential to accelerate scientific progress within specific
domains. However, there are also many potential hazards that can render them
detrimental to progress.

Both RoboCup and TAC are primarily research initiatives. As such, their
primary goals are to help advance the state of the art. They have certainly
done so by providing new and challenging domains for studying issues within
robotics and AI, such as “design principles of autonomous agents, multiagent
collaboration, strategy acquisition, real-time reasoning and planning, intelligent
robotics, sensor-fusion, and so forth” [12].

However, the domains exist without the competitions. In this section, I ex-
amine the potential hazards and potential benefits of having periodic large-scale

2 The teams from AT&T Labs - Research, Carnegie Mellon University, Cornell Uni-
versity, Swedish Institute of Computer Science, and the University of Essex.

3 Klaus Dorer from magmaFreiburg (RoboCup-99) [6] and livingagents (TAC-01) [9];
and Peter Stone from CMUnited-99 (RoboCup-99) [22] and ATTac (TAC-01) [17].
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competitions, drawing on my experiences as a participant and organizer. I op-
erate under the premise that scientific progress (as opposed to, for example,
entertainment) is the primary goal.

I start by examining the potential hazards of competitions; then I point out
the potential benefits. As many potential hazards and benefits are quite similar,
it is up to the participants and organizers to sway the balance towards the
benefits.

5.1 Hazards

There are many potential hazards to scientific progress involved in holding orga-
nized competitions. However, many can be avoided through careful organization
of the competitions along with an engineered social climate within the com-
munity. Here, I list the possible hazards while, where possible, indicating how
RoboCup and TAC have tried to avoid them.

Obsession with winning. One of the most obvious potential hazards of com-
petitions is that people try to win them at the expense of all else, including
science. Especially if there are monetary prizes involved, many people will
focus only on winning and there is a potential incentive to keep success-
ful techniques secret from year to year. RoboCup and TAC both do their
best to avoid this hazard by not awarding any monetary prizes. Instead, the
winners are rewarded with opportunities to disseminate their research via
invited publications. In addition, in RoboCup, “scientific challenge” awards
are given to teams who, in the opinions of the organizers, have demonstrated
the best scientific contributions in their teams. In comparison with the com-
petition winners, winners of these scientific challenge awards are given equal,
if not greater, status at the awards ceremonies and within the community.
Thus, there is explicit incentive given to deemphasize winning in favor of fo-
cusing on scientific contributions. Nonetheless, competitive spirit can easily
take over.

Domain-dependent solutions. Another potential hazard of competitions,
particularly within complex domains, is that it can be difficult to avoid
getting bogged down in the low-level details of the domain. If the compe-
tition is to serve scientific interests, the winning solutions should be ones
that are generally applicable beyond the particular domain in question. Of
course, it is impossible to avoid requiring some domain-dependent solutions.
However, while necessary, they should not be sufficient to produce a win-
ning team. One way to encourage an emphasis on high-level, generalizable
solutions is to repeat the same competition several times. While the first
iteration is likely to be won by the best domain-dependent solution, subse-
quent events are more likely to find several teams using the same low-level
approach that has already been proven effective. Then the difference among
the teams will be more at the general levels. For example, at RoboCup-97,
the winning teams in both the simulator and small-robot competitions were
the ones that had the best low-level sensing and acting capabilities. However
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at RoboCup-98, there were several teams with similar low-level capabilities.
Similarly, the biggest differences among agents in TAC-00 were their ap-
proaches to the TAC-specific allocation sub-problem [20], while in TAC-01
many of the agents were solving it optimally by building upon the previous
year’s published approaches. Instead, the crucial differences were at the level
of strategic reasoning using techniques that are not limited to the specific
domains.

Cost escalation. Especially in the robot competitions, there is the potential
to have increasingly expensive solutions. If an expensive technology provides
a significant advantage at one competition, then it might become a prereq-
uisite for success in future years. If the expense is prohibitive to academic
researchers, then the competition could die out. This issue has not yet been
addressed in RoboCup. One possible solution would be to require that all
teams use a common hardware platform, restricting the differences to the
software. In fact, the RoboCup legged robot competition uses this approach
as the only robots meeting the competition specifications were the Sony
legged robots [24]. However, in general, this is not a satisfactory approach
for RoboCup given that some of the interesting research issues are in the cre-
ation of the hardware itself. Another possible solution would be to enforce
cost limits on entrants. However, such a restriction would be very difficult to
define and enforce adequately. Cost escalation may become a serious issue
for RoboCup in the near future.

Barrier to entry. As a competition repeats from year to year, it is natural that
the people who have been involved in the past have an advantage over new-
comers. As time goes on, this effect can magnify to the point that new-comers
can never hope to compete meaningfully: the barrier to entry becomes too
high. For example, in the world of computer chess, the leaders in the field
invested large amounts of time and money building specialized hardware
expressly for the purpose. It became virtually impossible for a new-comer to
get up to speed in a reasonable amount of time. One reason for this effect was
that the rules of chess are well-defined and unchanging: a successful approach
in one competition is likely to remain successful even if left unchanged. One
way around this effect is to gradually change the rules from year to year in
order to make them slightly more challenging. For example, from the first
year to the second year, the TAC competition changed from having all of the
hotel auctions close at the end of the game to having them close randomly
over the course of the game. Thus the previous year’s competitors had to
address an important new challenge at the same time as the new-comers.
The barrier to entry can also be lowered considerably if competitors make
portions of their code available as has happened consistently in the RoboCup
simulation league.

Restrictive rules. While it is important to have well-defined rules for com-
petitions, there is a potential to discourage research innovations via these
rules. Especially for competitions involving robots, it is difficult to create
rules that have no loopholes but are not overly restrictive. Over the years,
RoboCup competitions have been run with varying degrees of specificity
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in the rules. Since the first year, the simulator league has always included
a general “unsportsmanlike” clause, generally prohibiting anything that is
not “in the spirit of the competition.” Similarly, the TAC organizers re-
served “the right to disqualify agents violating the spirit of fair play.” The
RoboCup small-robot league, on the other hand, has tended towards precise,
completely-specified rules. While the former approach has the potential to
lead to some heated arguments, my experience is that it is the best from a
research perspective since it discourages participants from focusing on ex-
ploiting minute aspects of the rules.

Invalid evaluation conclusions. There is the potential at competitions to
conclude that if agent (or team) A beats team B, then all of the techniques
used by team A are more successful than those used by team B. However,
this conclusion is invalid. Unless the agents are identical except in one re-
spect, no individual aspect of either agent can conclusively be credited with
or blamed for the result. Indeed, I have been involved on teams that won
several of the competitions described above, but we do not present the re-
sults of these competitions as evaluations of any of the contributions of our
research other than the agents as a whole. Instead, we conduct extensive
controlled experiments to validate our research contributions [18,21,17].

5.2 Benefits

While there are many potential hazards to holding competitions, there are also
many potential benefits. Here I list the possible benefits, again illustrating them
with specific examples from RoboCup and TAC whenever possible.

Research Inspiration. While one potential hazard of competitions stemming
from peoples’ competitive spirit is an obsession with winning, a related ben-
efit is that competitions are a great source of research inspiration. Several
research innovations have been the direct result of preparations for one of the
above competitions. While they started as innovative solutions to challenging
specific problems, participants were then able to abstract their contributions
into general frameworks. The natural desire to win is a strong motivation to
create a good team by solving the challenging aspects of the domain.

Deadlines for creating complete agents. Competitions create hard dead-
lines for the creation of complete working systems. In order to compete, it is
not sufficient for any one component of the system to be operational. There-
fore, entrants must confront the challenging issues of “closing the loop,”
i.e. getting all components working from sensing, to acting, to strategic rea-
soning. They must create complete agents. No matter how sophisticated a
team’s high-level strategic reasoning, if it does not solve the low-level is-
sues, some other team will easily win. Our experience has been that these
deadlines have forced us to solve difficult holistic problems that we might
have otherwise overlooked: these problems have been a source of research
inspiration for us.
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Common platform for exchanging ideas. Competitions can bring together
a group of people who have all tried to solve the same problems in the same
domain. Unlike in many research communities, there is a common substrate
system and a common language among participants. For example, in the
planning community, researchers use a wide variety of planning systems,
each with its own properties and idiosyncrasies, sometimes making it dif-
ficult to directly compare approaches and technique. Indeed, in a recent
planning competition one main challenge was finding the commonalities and
compatibilities among different planning representations [15]. In RoboCup
and TAC, on the other hand, everyone implements their ideas in the same
underlying architecture. Consequently, it is relatively easy to compare the
various systems.

Continually improving solutions. When holding repeated competitions
with the same platform, there is likely to be a continual improvement in solu-
tions from event to event. All entrants know that in order to have a chance
of winning a competition, they must be able to outperform the previous
champion. Therefore, they are motivated to find some method of improving
over the previous solutions. Of course, this benefit only applies if the same,
or similar, rules are used as the basis for competition year after year. For
example, in the AAAI robot competitions [1], there are some new tasks to be
solved every year (in recent years there have also been some repeated tasks).
While the new tasks encourage new entrants, there is no basis for directly
measuring improvement from year to year.

Excitement for students at all levels. The inherent excitement of the
RoboCup and TAC competitions encourages students at all levels to become
involved in serious research. Competition entries often come from large teams
of professors, graduate students, and undergraduates working together. By
encouraging more people to become involved in research, the competitions
can speed up progress. In addition, the competitions are ideal for under-
graduate and graduate classes. There have been several courses around the
world that have culminated in either simulated robotic soccer or trading
agent competitions4. From all accounts, students in these classes have gen-
uinely enjoyed putting in a good deal of time and effort to create their agents,
and have learned a lot in the process.

Wide pool of teams created. After each competition, all of the entrants
have created agents capable of performing in the given domain. If these
agents are made available in some way, they can subsequently be used for
controlled testing of research contributions. For example, in order to test
technique x that is a single aspect of one’s agent (or team), one could play
the agent against another agent first with technique x active, and then with-
out, thus establishing the effects of technique x. While such testing could
be done against any agent, it is often up to the researchers themselves to

4 For instance, I recently taught a course using the RoboCup simulator
(http://cs.nyu.edu/courses/fall01/G22.3033-012/index.htm). For a recent
class that used TAC, see http://ecommerce.ncsu.edu/csc513/.
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create the team against which to test. As a result the comparison is often
done against a trivial or simple team: a “straw-man.” The competition can
provide several teams against which to test, each of which is the result of
serious effort by an independent group of researchers.

Generate realistic economies. Another related benefit of competitions is
that realistic pools of teams, or economies in the case of TAC, can be stud-
ied. Presumably there are many groups in the financial industry who have
created or are creating automatic trading agents. However they generally do
not share any information about their techniques, or often even let on that
they are using agents at all. Therefore, there may be significant innovations
that are hidden from the public domain. Research competitions provide the
incentive for people to develop similar innovations, and give us the ability
to study their properties in an open forum.

Encourage flexible software and hardware. Taking a system out of one’s
own lab and into a new setting, whether it be a software system that is to
be run on different computers or a robotic system that is to be run under
different environmental conditions, requires a certain degree of flexibility in
the system’s creation. For example, rather than creating a vision system
that works only in the lighting conditions in one’s own lab, researchers must
create a system that is easily adaptable to new conditions. Thus, the com-
petition encourages general solutions that are more likely to apply in a wide
variety of circumstances. In addition, since it is expected that rules of the
competition may change slightly from year to year, it is always beneficial to
create software that can be easily adapted to these changes.

It has been our experience so far that the benefits of RoboCup and TAC
competitions outweigh the hazards. Most significantly as a strong source of
inspiration, these competitions have played an important role in my own re-
search [18,21,17]. Numerous other participants from both competitions have also
published articles based on research originally motivated by RoboCup and TAC
competitions (e.g [5,14,8,10]). Again, the competition results themselves are not
scientifically conclusive. But the process of competition, including the lessons
learned, can be scientifically valuable.

6 Conclusion

RoboCup and TAC are both the focal points for large and growing research com-
munities. The competitions play a large role in concentrating peoples’ energies
around consistent, challenging problems as well as providing them with concrete
deadlines for producing complete working systems. Although there are signifi-
cant potential pitfalls that need to be avoided when trying to facilitate research
via competitions, the evidence from both RoboCup and TAC is that the benefits
outweigh the hazards. From all indications, RoboCup, TAC, and perhaps other
competitions that they will inspire will continue to play important roles within
the research community in the foreseeable future.
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Abstract. The RoboCupJunior division of RoboCup is now entering
its third year of international participation and is growing rapidly in size
and popularity. This paper first outlines the history of the Junior league,
since it was demonstrated in Paris at RoboCup 1998, and describes how
it has evolved into the international sensation it is today. While the
popularity of the event is self-evident, we are working to identify and
quantify the educational benefits of the initiative. The remainder of the
paper focuses on describing our efforts to encapsulate these qualities,
highlighting results from a pilot study conducted at RoboCupJunior 2000
and presenting new data from a subsequent study of RoboCupJunior
2001.

1 Introduction

In 1998, Lund and Pagliarini demonstrated the idea of a children’s league for
RoboCup, using robots constructed and programmed with the LEGO Mind-
storms kit to play soccer [8]. Since then, RoboCupJunior has evolved into an
international event where teams of young students build robots to compete in
one of three challenges: soccer, rescue and dance [6,9,18]. While the atmosphere
at these events is electric, from an intellectual standpoint one asks: “what are
the students learning from these activities?”

It would be too easy to say that because the students are interacting with
technology they are learning something worthwhile. However, this appeared to
be the conventional wisdom as children began using computers in the early
days — from the 1970’s into the 1990’s. Today researchers are questioning this
stance. For example, Healy suggests that no more than 10% of the available
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software for children has any educational value [5]. Reeves reminds us that “fifty
years of media and technology comparison studies have indicated no significant
differences in most instances” [17]. And Snyder warns that we are becoming
“blinded by science” [19].

In our work, we are questioning the same “obvious” relationship between
robotics and educational outcomes. Rather than focus just on the technology it-
self, we are examining the overall learning environment that results when groups
of students participate in team robotic activities. We begin by outlining the his-
tory of RoboCupJunior, illustrating its growing popularity on an international
scale. Second, we discuss results of a pilot study conducted at the RoboCupJu-
nior tournament held in Melbourne in 2000 [18]. Based on this study, we make
several observations about factors that we believe contributed to the success
of the event. Third, we present results from a subsequent study conducted at
RoboCupJunior 2001 held in Seattle. Finally, a comparison of the two studies is
made, some conclusions are drawn and future directions are described.

2 History

RoboCupJunior began as a research project in Lund’s LEGO lab at the Uni-
versity of Aarhus in Denmark. The idea was to explore the use of the LEGO
Mindstorms platform for robotic soccer. The initial growth of the initiative in
1999 and early 2000, exclusively at Lund’s lab, expanded the breadth of the
project and increased the number of different activities offered. The focus was
on continued exploration of the educational possibilities of robotics, particularly
in terms of teaching young students about Artificial Life.

2.1 First Steps: 2000

At RoboCup Euro 2000 in Amsterdam, Kröse and others used the Interac-
tive LEGO Football (ILF) software and robot design developed by Lund and
Pagliarini to hold a one-day RoboCupJunior workshop [6]. Fifty children, ages
13-16, from 8 schools formed 12 teams to play one-on-one soccer. In the morning,
each team was given a robot and taught how to use the ILF software. In the
afternoon, there was a tournament with prizes given out at the end of the day.

Simultaneously during 2000, preparation was getting underway in Melbourne,
Australia, in advance of the RoboCup 2000 conference. A committee comprised
of local school teachers and representatives from universities and industry devel-
oped a blueprint for RoboCupJunior competitions involving a curriculum based,
student driven approach. Three challenges were devised, each requiring a differ-
ent level of sophistication.

– A dance challenge was designed for primary school children (up to age
12). Students would build robots that would move to music for up to two
minutes. Creativity was emphasized. From a technical standpoint, this was
presented as an entry-level event, since it was possible to participate using
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simple robots that only employ motors and no sensors. The event itself was
exciting and innovative. Some children even dressed in costume themselves
and performed alongside their robots (see figure 1a).

– A sumo challenge was designed for middle school children (ages 12-15). Two
robots followed wiggly black lines and competed for possession of a central
circular region on the playing field. This was presented as a middle-level
event; only one robot was needed for each team and the environment was
essentially static. The only dynamic elements were the two robots; they had
limited interaction and did not need to respond to each other, only to changes
in their own location on the playing field. (see figure 1c).

– A soccer challenge, inspired by Lund’s project and videotapes of the senior
RoboCup leagues, was designed by and for secondary school students (ages
12-18). Two teams of two robots each played on a special field, 150cm ×
75cm in size. The floor of the field used a greyscale mat and the ball was an
electronic device that emitted infra-red (IR) light [9]. The rules of play were
developed from the RoboCup F-180 League rules (see figure 1b).

2.2 The Next Phase: 2001
During 2001, several regional events were organized around the world. In April,
a workshop was offered at CHI-Camp, an activity-centered child-care program

(a) dance (b) soccer

(c) sumo (d) rescue

Fig. 1. RoboCupJunior challenges.
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for children of attendees to the annual CHI (Computer Human Interaction)
conference, held in Seattle. In June, a mini RoboCupJunior tournament was
held at the Autonomous Agents conference in Montréal. Six teams entered the
one-day tournament, from four middle and high schools, involving six teachers,
three parents and 53 students. Also in June, a RoboCupJunior tournament was
incorporated into the German Open in Paderborn.

At the Japan Open 2001, Nomura and others organized a RoboCupJunior
event in which 84 children participated. Most were from Fukuoka City; one team
came from Tokyo and ten students came from Busan, Korea. About half of the
participants were elementary school students (ages 9-12) and the other half were
junior high school students (ages 13-15). Six activities were defined within several
courses, and participants chose a course based on their interest and experience
levels. Separate workshops focused on robot assembly and programming. Only
soccer was offered (two-on-two). Some of the rules were outside the bounds of the
official RoboCupJunior rules. For example, one track allowed remote controlled
robots. The autonomous track used a visible light ball and a special field designed
and produced by EK Japan. This field used beacons to indicate the positions
of the goals and to help the robot locate itself within the field, instead of the
greyscale floor mat used on the fields at RoboCupJunior 2000.

In August 2001, the second international RoboCupJunior tournament was
held in Seattle at RoboCup 2001. Twenty-five teams from four countries par-
ticipated: Australia, Germany, the UK and the USA. There were 104 partici-
pants (students and mentors). Again, three challenges were offered. The most
significant differences from RoboCupJunior 2000 were that there were no age
restrictions on challenges, tertiary (undergraduate) teams were permitted and
the sumo/line-following challenge was replaced by a rescue event:

– A rescue challenge was designed as middle-level event. This was a timed
event where one robot competed at a time. The background of the field was
white, and the robot was required to follow a black line through a simulated
disaster scenario. This was presented as a middle-level challenge. Again, only
one robot was needed for each team. There were no dynamic elements, but
accurate control of the robot based on light sensor readings is essential and
surprisingly difficult. As well, the uneven terrain with a change in pitch where
the robot reached a ramp and a bump in the path between the flat field and
the ramp made the course even more challenging (see figure 1d).

The rules for soccer and dance were similar to RoboCupJunior 2000. The
soccer field was enlarged to 122 cm by 183 cm, a factor of nearly double. This was
done to accommodate increased maximum size for the robots, to allow kits other
than the LEGO Mindstorms; for example, the FischerTechnik Mobile robot,
where the basic building block that houses the microprocessor is considerably
larger than the equivalent LEGO component.

In September 2001, the Australian National RoboCupJunior championship
was held in Melbourne in association with Interact 2001 [21]. During the months
preceding the tournament, five states conducted eliminations. In all, over 200
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teams and 500 students participated. The finals were conducted in an auditorium
with hundreds of spectators joining in to create an exciting atmosphere. This
event received acclaim from industry representatives and VIP guests, to the
extent that organizers were officially congratulated during a sitting of Victorian
State Parliament.

3 Studies

3.1 Related Work

The notion of using robotics as a tool for education is relatively new. The recent
availability of off-the-shelf robotic kits such as LEGO Mindstorms, FischerTech-
nik Mobile Robot and Elekit SoccerRobo have made it technically feasible and
affordable for secondary and even primary schools to integrate robotics in the
classroom. Most studies of this phenomenon focus on curricular ideas — expla-
nations of what subject areas could be enhanced through robotics and method-
ologies for how to use the robots [10,1,11].

Other work has focused on outcomes. One such study was conducted at a
large public university in Indiana where most of the students work full-time
while trying to complete a technical degree [16]. Students take an introductory
technology, engineering and computer science course in their first year (ETCS
101). A pilot version of the course, revolving around a team-based robot project
using LEGO kits, was first offered in Fall 1999 and introduced into the regular
curriculum in Fall 2000. The course focuses on teamwork as well as technical
aspects. Students are assigned specific roles within their teams, such as mate-
rial specialist and webmaster. The primary objective is to improve retention of
engineering students in later subjects and ultimately to graduation. Statistical
results show that the goal has been met thus far. Students who took the intro-
ductory course prior to inclusion of the robotics project had a 37% chance of
leaving the ETCS program, while after inclusion of the robotics project, there
is only a 5% likelihood of students leaving the program.

A comprehensive study was conducted by Wagner [24], examining the effects
of robotics in primary classrooms (ages 8-12). The overriding question in her
study was to determine if use of robotics in science curriculum had a greater
effect on children’s performance on science achievement tests than use of bat-
tery powered (non-robotic) manipulatives. The study found that use of robotics
did not significantly improve general science achievement, though the use of
robotics did improve programming problem solving (though not general prob-
lem solving). The study also highlighted that there are many mitigating factors
when conducting a study of this sort. For example, students participating in
the study are aware that they are subjects and may act differently if they were
not being observed. Wagner also notes that the study opened up more questions
than it answered.

Verner recognized the educational value inherent in the senior leagues of
RoboCup [22], noting that RoboCup embodies project-based education, a peda-
gogy currently very popular in engineering curricula. He identified various com-
ponents of project-based learning, e.g., motivation, problem solving, teamwork
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and cooperation, and administered a questionnaire to participants at RoboCup
1997 focusing on these aspects. He reported statistics on composition of team
membership, length of participation in RoboCup, motivational factors and cur-
ricular subjects (for the upcoming RoboCup summer school). The study revealed
that the most important motivational factor for all participants was “to apply
and test [their] ideas”. The study also revealed that a low motivational factor
was “prospective career opportunities”. The most popular curricular summer
school subject was a simulator building workshop.

In the next year, Verner performed a follow-up study [23], using similar
methodologies, but performing a more comprehensive analysis of the results.
He broke down statistics according to role in order to analyze differences be-
tween professors and students. Motivational aspects were examined as well as
applicability of general science and engineering subjects such as computer vision
and multi-agent collaboration. The curricular statistics are not surprising, for
example 100% of simulation league team members say that they are concerned
with multi-agent collaboration, while none of them are concerned with control
circuits. The motivational results reveal that professors view RoboCup as slightly
more motivating than students in terms of attitude towards the subject matter
and practical issues, while students view the fun of the robot soccer game as
more motivating than professors.

In Verner’s results, it is interesting to note the contrast between intrinsic and
extrinsic motivational aspects. These factors have been studied by psychologists
in basic terms such as rewarding birds for pressing levers, and more recently in
relation to education [7]. Intrinsic rewards are those felt internally by a per-
son achieving a task, simply out of satisfaction for having performed the task.
Extrinsic rewards are those offered by outsiders, either verbally or materially
(e.g., trophies), often having no obvious relation to the task being performed.
In general, it has been found that extrinsic rewards can harm a person’s natural
intrinsic motivation to perform a task if the reward is given at one time and
then taken away. For example, children who like to draw in their free time and
are subsequently rewarded for drawing are afterward less likely to draw in their
free time when the reward is no longer offered.

Verner’s results show that the intrinsic rewards offered for participation in
RoboCup are far more significant than the extrinsic rewards. Namely intrinsic
factors: “a positive attitude towards the subject, the method and the framework
for research and education suggested by the program” and “opportunity to apply
your ideas and reinforce practical and teaching/learning skills” were considered
highly motivating by 71% of respondants. Whereas the extrinsic factor: “ambi-
tion to cope with the RoboCup challenges and win a reward at this prestigious
professional contest and forum” was considered highly motivating by only 35%
of respondants.

3.2 The RoboCupJunior Challenge

The work presented here attempts to bring these various issues to bear within
the RoboCupJunior arena. Two pilot studies were conducted, in 2000 and 2001,
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and the results of both are presented in this section. While the methodology
for collecting data is similar to those above (i.e., in the form of surveys and
questionnaires), the challenge of extracting valid and useful results is difficult
for two reasons. First, the subjects are children who may not be able to measure
accurately various motivational factors on a 5-point scale (e.g.). Second, the
international composition of RoboCupJunior brings forth language and cultural
issues more than in the senior leagues, since young students are less likely to be
able to factor out cultural issues than adults.

3.3 Pilot Study: RoboCupJunior 2000

RoboCupJunior 2000 involved about 40 teams of children, 8 to 19 years old; one
team was from the USA, one was from Germany and the remaining 38 teams
were from Australia. We conducted interviews with twelve of the teachers who
entered teams in the tournament, with the general stated goal of investigating
the educational value of RoboCupJunior.

The interviews were conducted in two parts. First, background information
was gathered on paper. Then interviews were video-recorded for subsequent anal-
ysis. The background questions were used to establish the experience level of the
teacher and the specifics of the school environment, e.g., age groups, genders and
subjects taught. The interview questions were divided into two parts. The first
section focused on how each teacher used RoboCupJunior in their curriculum.
The second section concentrated on comparing RoboCupJunior with other types
of projects and activities, like science fairs, school plays, math team, etc. The
questions asked about the influence of RoboCupJunior on students’ behavior
and motivation, with respect to schoolwork and teamwork.

The selection of the teachers to be interviewed was quite opportunistic. Dur-
ing the two days of the tournament, we approached teachers when they were not
busy with their teams and asked them to be interviewed. The interviews took
about forty minutes each. Our subjects may not represent all the teachers at the
competition fully. However, it is worth noting that teachers from 9 out of the 13
schools whose teams participating in the soccer challenge were interviewed.

The analysis is based on notes taken during the interviews as well as tran-
scripts of the videotapes. We acknowledge that the sample size is small and that
the sample is biased — the respondents were teachers who believed in the ini-
tiative because they chose to enter in the first place. Additionally, we feel that
the group sampled is technically more advanced than the average population of
all teachers — most teach science and/or technology curriculum; several have
degrees in engineering.

Our pilot study revealed remarkable consensus of opinion amongst the teach-
ers. RoboCupJunior fits in with existing robotics curriculum; is highly motivat-
ing for participants; advances both academic and personal development skills;
teaches teamwork and tolerance of others; and may attract girls into robotics
as well as boys. If these attributes generalize to other teachers in other school
systems, it could be seen that RoboCupJunior is a very positive educational ini-
tiative. We note that in subsequent investigations in countries other than Aus-
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tralia, we have found the inclusion of robotics in school curricula is unusual, as
school systems vary greatly from one nation to another and even from one region
to another within a single nation, depending on the government organization of
school systems within a given country.

In addition, we relate several observations in terms of motivation, transfer and
gender issues. All of the teachers reported that the RoboCupJunior competition
itself was a motivating factor, particularly because: it is an international event,
it imposes an absolute deadline (i.e., the date of the conference is fixed) and it
gives children an entry-level role in the complex and stimulating field of robotics
research. Several teachers commented that the context of RoboCupJunior —
the fact that the young entrants participated alongside the senior competitors,
some of the top robotic scientists and engineers in world — was a tremendous
motivating factor for them and their students.

About half of the teachers thought the children who participated behaved
better during their preparation for the competition than they did during other
classroom activities. Most teachers thought RoboCupJunior was helpful in other
areas of their students’ schooling, although some related concern expressed by
a few parents and other teachers about time taken away from other lessons in
order to prepare for RoboCupJunior.

Less than ten percent of the participating children were girls, but most teach-
ers surmised that expansion of the dance challenge may encourage girls in future
(the dance challenge was limited to age 12 at RoboCupJunior 2000). In Mel-
bourne, most of the participants were boys; indeed, less than ten percent of
participants were girls. No girls attended the robot soccer or sumo tournament,
though a few did help teams prepare at school but were unable to attend the
tournament. Girls did participate in the dance challenge, which was restricted
to primary age children (12 years and under). This increased participation could
either be due to the creative nature of the dance challenge, the younger age
group, or both.

3.4 Second Study: RoboCupJunior 2001

At RoboCupJunior 2001, we surveyed not only mentors, but also the students.
We present the results of both surveys in this section, starting with the mentors.
All participants were requested to participate in the paper-and-pencil survey.
In addition, students participated in a 20-30 minute videotaped interview. The
results presented here are based on the paper surveys and some notes from the
videotaped interviews.

Mentors. Out of 25 mentors, 16 completed the survey (64%). Among the men-
tors, there are seven classroom teachers, eight parents (including one classroom
teacher and two club leaders), one camp counselor, and one former RoboCupJu-
nior student. Six of the teachers work at the middle and high school level; one
is from a university. Their students ranged in age from 11 to 24.
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Although most of the mentors’ teaching experiences are focused in techni-
cal areas (math, physics and technology), teachers from other areas were also
involved. These included biology, social studies and theology.

Among the teachers who responded to the survey, one teacher was from the
US, two teachers were from Australia and four were from Germany. Only two
teachers responded that they have robotics activities included in their curriculum
— one from Germany and one from Australia. Both teach in public (government
funded) schools. Overall, 62.5% of the mentors indicated that their students
attend public schools, while 12.5% attend private (students/families pay fees for
them to attend)1.

Our research is centered around trying to identify what the students are learn-
ing from their RoboCupJunior activities. We asked both mentors and students
to consider 13 specific skills and indicate whether they felt their involvement in
RoboCupJunior had helped or hurt each of these skills, or if there was no effect.
The selection of the specific skills listed was based on transcripts of the video
interviews conducted at RoboCupJunior 2000 [18].
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Fig. 2. Effects on various skills, according to mentors (2001).

The results are shown in figure 2. The bars illustrate the number of mentors
who indicated whether each skill was helped, hurt, etc. For example, 80% of
the mentors indicated that they thought their students’ math skills were helped
through their preparation for RoboCupJunior; approximately 12% of the men-
tors indicated that they thought that the RoboCupJunior preparation had no
effect on their students’ math skills; and 8% of mentors did not respond to the
question. The overall consensus is that all the skills named were helped more
than they were hurt; indeed those who felt that all skills were either helped or
not affected far outnumbered those who indicated that any given skill was hurt.

One notable exception is in regard to reporting skills. Mentors ranked report-
ing skills as being helped less than other skills (students also ranked reporting
skills low, as described in the section below). This could be due to the lack

1 25% of the mentors did not respond to the question of whether their students attend
public or private school.
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of activities such as keeping journals and writing lab reports, because perhaps
mentors might not expect that work in robotics can help such skills — however,
these types of activities are extremely important in scientific research, since re-
searchers must be able to communicate their discoveries. Teams were encouraged
to give presentations at a RoboCupJunior workshop, after the tournament was
over, describing their preparation. All of the teams were invited to submit pa-
pers to the informal Junior workshop, but none of them did. Further emphasis
on reporting as part of the tournament itself will help promote development of
this skill set.

Students. Out of 82 students, 43 completed the surveys (52%). First, we focus
on the demographic information, examining the number of students who par-
ticipated in the event and the number of students who completed the survey,
grouped according to country. Table 1 shows breakdowns both on an individual
basis, as well as by team. These figures are relevant as the subsequent data is
presented on an individual basis or team-wise, depending on which reporting
mechanism is appropriate given the data being presented. In either case, it may
be helpful to refer back to these tables.

Table 1. Participation, by country (2001).

number of number of individual number of number of team
event surveys completion teams teams in completion

participants completed rate at event survey rate

Australia 23 (28%) 12 (28%) 52% 10 (40%) 8 (44%) 80%
Germany 13 (16%) 12 (28%) 92% 5 (20%) 4 (22%) 80%
UK 3 (4%) 2 ( 5%) 66% 2 ( 8%) 1 (6%) 50%
USA 43 (52%) 17 (40%) 40% 8 (32%) 5 (28%) 63%
total 82 43 52% 25 18 52%

The gender gap was narrowed in 2001. Overall, 11% of participants were
female. The German teams were all-male, but the other nations had mixed teams.
The Americans had more females altogether; there were three all-female teams
(one American, two Australian).

Next, we look at the age distribution, as shown in figure 3. Most participants
are in high school, between the ages of 16 and 18.

Several questions in the survey focused on the teams’ preparation, asking
what was the span of preparation time, how frequently the teams met and how
long each meeting lasted. Figure 4 shows these data graphically. Each mark on
the plot represents one of the teams who completed the survey. The position of
each mark indicates the average number of hours of preparation made by each
team, per week. There are no patterns here, except to note that 77% of the
teams spent at least 2 hours per week preparing. Some teams spent very little
time, preparing everything at the last minute. Other teams spent up to a year
preparing, meeting regularly after or during school.

We also asked questions about the type of adult supervision and help re-
ceived by the teams while they prepared (figures 2(a) and 2(b)). Although these
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Fig. 3. Distribution of ages amongst participants (all participants, 2001).
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Table 2. Adult supervision and help (2001).

number of
adults helping teams

0 3 (17%)
1 8 (44%)
2 2 (11%)
3 1 (6%)
4 2 (11%)
5 2 (11%)

(a)

level of adult assistance teams

almost none 6 (33%)
a lot in the beginning 4 (22%)
a lot throughout 1 (6%)
mixed 7 (39%)

(b)

questions were asked on an individual basis, the figure contains an average for
each team, since it is more appropriate to analyze these data on a per team
basis. For the most part, there was consensus amongst team members. A few
teams had wide discrepancy, but that is likely due to the fact that on many
teams, members joined at different times, so those who were participants early
on might have received more help from mentors than those who joined after the
team had been working for a while. Some students commented that they (the
mentors) were only needed to give the students the keys to the closet where
the robots were stored or to go out for pizza. Others, particularly the younger
students, said that they received “a lot of help throughout” their preparation.

At RoboCupJunior 2000, all teams used the LEGO Mindstorms platform.
Some teams used LEGO without modifying it in any way, others made consid-
erable mechanical and electronic developments of their own, including spinning
mechanisms for kicking and non-standard sensors. In 2001, other platforms were
used, namely the Fischer-Technik mobile robot (16% of teams) and the Tetrixx
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kit (4% of teams) developed at Gerhard Kraetzschmar’s lab at the University of
Ülm [4]. The LEGO Mindstorms kit was used by 80% of the teams.

All of the teams that did not use LEGO were German teams. One of the Ger-
man teams that participated in RoboCupJunior 2000 using LEGO, progressed
to the Tetrixx platform for 2001. Typically, the choice of which robot kit to use
depends on the local culture and which platform is most familiar to the stu-
dents and/or mentor. For example, at the Japan Open in 2001, almost all the
teams used the Elekit Soccer Robot kit produced by EK Japan; only one team
used LEGO Mindstorms. Since RoboCupJunior 2002 is being held in Japan,
it is expected that there will be more diversity in platforms including LEGO,
Fischer-Technik, Tetrixx and Elekit.

The heart of the survey asked the students to consider whether any of a list
of skills had been affected by their participation in RoboCupJunior. They were
asked to rank 13 skills as having been either helped, hurt or not affected by
their participation. The answers, based on individuals’ data, are shown in figure
5. Most students felt that their programming, mechanical and electronics skills
had been improved.
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Fig. 5. Effects on various skills, according to students (2001).

4 Analysis

Methodology. It is interesting to contrast the results of the studies from both
years (2000 and 2001), although a statistical comparison cannot be made since
the survey methodology differed from one year to the next. The 2000 study
used open-ended questions. Subjects were prompted only when necessary (quite
infrequently). The 2001 study built upon the previous year’s results, consisting of
a combination of open-ended and closed-ended (i.e., multiple choice) questions.
The problem with open-ended questions is that the results are often difficult to
tally, particularly to calculate any statistical significance due to slight variations
in responses. The problem with closed-ended questions is that the respondents
are often influenced by the answers already supplied (i.e., the multiple choices)
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and rarely provide in-depth information about their experiences or thoughts. Our
compromise was to design the closed-ended questions based on data collected
in 2000, while also including some open-ended questions in order to highlight
differences between the two years’ events. Future studies will build on results
from both years.

Mentors. One large difference between RoboCupJunior 2000 and RoboCupJu-
nior 2001 was in the number of classroom teachers who acted as mentors. In
2000, almost all of the mentors were teachers; in 2001, a smaller fraction of
them were teachers. This is due to several factors. First, the timing of the event
(August) was such that schools were closed, and teachers and students were in-
volved with holidays, summer camp, etc. Still, most teams (91%) were organized
through some type of institution — school, summer camp or community group.
This statistic is similar to that of 2000, though in that year a larger percentage of
mentors were classroom teachers and had robotics included in their curriculum.

The second factor is a political issue. A recent trend in US education is
toward standardized testing. This is the case in Washington state, as well as
California, Massachusetts, New York and many other states. Students are tested
several times during their K-12 years, as a basis for matriculation and gradua-
tion. Teachers are forced to narrow their curriculum and “teach to the test”, as
the performance of individual schools are being tracked closely. This limits the
amount of curricular freedom the teachers have, hence more creative programs
such as robotics are typically eliminated.

Age of Students. In 2000, the dance challenge was limited to primary grades
(ages 12 and under), and several teams were class efforts involving upwards of
20 students per team. In 2001, only 12% of the students were in this age group.
This might be because about half the students were from overseas, and it is
difficult for younger students to travel abroad to participate in the event. Or, it
could be because there is still a myth among educators and parents that robotics
is too difficult for young children. We should encourage younger generation and
promote robotics activities since such children have more potential to develop
various skills through robotics activities.

Skills. It is especially interesting to compare the 2001 mentors and students
ratings for how the various skills were effected (see figures 2 and 5). Overall,
more of the mentors consider that RoboCupJunior has positive effects than the
students, as highlighted by figure 6. It could be considered that it is more difficult
for students to assess the effects objectively than it is for mentors. Moreover it
is harder for students to assess abstract skills, such as communication, self-
esteem and organization, than it is for them to evaluate concrete skills, such as
mathematics, physics and programming. In future studies, we will re-examine
the survey to come up with more effective ways of asking students about abstract
skills.
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Fig. 6. Variation in skill ratings between mentors and students (2001).

Future Participation. About 70% of both students (65%) and mentors (75%)
expressed their willingness to participate in the RoboCupJunior international
event again next year. Moreover, 75% of mentors are willing to participate in
RoboCupJunior locally and nationally. This suggests that RoboCupJunior is so
appealing and challenging that the participants become enthusiastic enough to
continue working on it. This also shows that RoboCupJunior has great potential
to grow to be an effective educational activity to enhance students learning in
various ways. In order to make this happen, our future work involves continued
promotion of RoboCupJunior activities, development of effective curriculum and
clear assessment the effectiveness of RoboCupJunior activities in order to provide
better educational environments for participants.

5 Future Directions

The motivational aspects of computer games, which have great attraction for
children [20], are also found in robotic soccer. Among the 25 teams who partic-
ipated in 2001, most of them spent more than one hour, and three fifths of the
teams spent more than two hours, for one preparation meeting. This suggests
that robotics activities are challenging and attractive enough to make students
focus on their work for long periods of time. It also implies that, in order to
merge this activity into regular curricula, teachers need to make effective plans
to adjust the length of an activity into the regular class period without dis-
tracting students’ motivation or to extend the class period to give their students
enough time to explore ideas.

The emphasis on teamwork in RoboCupJunior allows students with a variety
of interests and abilities an opportunity to pick their own challenges while con-
tributing to the progress of the whole, an experience which nurtures the varied
and multiple intelligences of each participant [2]. One way of applying this phi-
losophy would be for teams in the same location to use a variety of platforms.
Note that to date, all teams which have more than one robot have used the same
platform for all their robots. This is not a requirement, so it will be interesting
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to see if this changes in the future as the teams’ approaches become more sophis-
ticated and advanced; or as teachers seek ways to challenge teams comprised of
members with varying levels of experience with robotics and RoboCupJunior.

The expense to obtain new and varied platforms may hinder the accumulation
of a diverse inventory. For the promotion of RoboCupJunior activities, it is
important that we continue to include and highlight various platforms so that
students and mentors are able to learn about the options that exist and are able
to select those that are best for the team. Demonstrations at RoboCupJunior
events can help make students and mentors aware of the variety of platforms
available on the market today.

Although the results presented here are preliminary, the work fulfills a need
in the community to examine the effects of these types of projects, to find stan-
dard and effective ways of evaluating them, and to define curricula that fosters
and takes advantage of the positive elements identified. RoboCupJunior is an
on-going, “plan-do-see” research program that provides effective educational ac-
tivities to children of all ages, all around the world.
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Abstract. The rescue robots developed at the International University
Bremen (IUB) are semi-autonomous mobile robots providing streams of
video and other essential data via wireless connections to human oper-
ated basestations, supplemented by various basic and optional behaviors
on board of the robots. Due to the limitations of wireless connections
and the complexity of rescue operations, the full operation of a robot
can not be constantly supervised by a human operator, i.e., the robots
have to be semi-autonomous. This paper describes how the main chal-
lenge of safe operation under semi-autonomous control can in general
be solved. The key elements are a special software architecture and a
scheduling framework that ensure Quality of Service (QoS) and Fail-Safe
Guarantees (FSG) despite the unpredictable performance of standard
Internet/Intranet-technologies, especially when wireless components are
involved.

1 Introduction

Rescue robots have a large potential as demonstrated for the first time on a larger
scale in the efforts with helping in the World Trade Center disaster [Sny01]. For
an overview of potential tasks of rescue robots and the related research in general
see for example [RMH01].

One of the main challenges in using robots in search and rescue missions is
to find a good tradeoff between completely remotely operated devices and full
autonomy. The complexity of search and rescue operations makes it difficult if
not impossible to use fully autonomous devices. On the other hand, the amount
of data and the drawbacks of limited communication possibilities make it unde-
sirable if not unfeasible to put the full control of the robot into the hands of a
human operator. This paper introduces a control architecture that allows safe
semi-autonomous operation. The major challenges in this are to ensure Qual-
ity of Service (QoS) and Fail-Safe Guarantees (FSG) despite the unpredictable
performance of standard Internet/Intranet-technologies, especially when wireless
components are involved.

The rest of this paper is structured as follows. In section two, the software
architecture of the IUB rescue robots is described. In doing so, there is a special
emphasis on the main challenges from the telematics viewpoint, namely, how

G.A. Kaminka, P.U. Lima, and R. Rojas (Eds.): RoboCup 2002, LNAI 2752, pp. 254–262, 2003.
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cockpit
down−link

up−link
mobile robot

RF−connection

Internet
(Intranet)

Fig. 1. The IUB rescue robots are teleoperated from a so-called cockpit by a human
operator. Despite the human in the loop, they need quite some autonomous functional-
ity ensuring FSG and QoS as the network performance is unknown and can even break
completely down, especially as wireless components are involved.

Quality of Service (QoS) and Fail-Safe Guarantees (FSG) can be ensured when
an unreliable wireless network connection is a major part of the control loop.
The third section presents the hardware and the low-level software environment
with which the system is implemented. Section four concludes the paper.

2 The Software Architecture

The IUB rescue robots are teleoperated by humans via standard network tech-
nologies (figure 1). The human in the loop ideally feels like being in full control
of the system. But the unpredictable performance of networks, in terms of band-
width, latency, and even reliability, makes it necessary to implement quite some
autonomy on the mobile devices. In doing so, there are two major issues, namely
ensuring FSG and QoS. FSG must never be violated at any cost. For a mobile
robot, this means for example that major obstacles and gaps in the ground must
be avoided or that the base must be stopped to avoid serious damages. QoS
in contrast defines constraints which maximize utility as long as they are not
violated. A timely response to requests from the operator for example ensures
that the mobile robot moves along its path as desired. If these constraints are
occasionally violated, they should at most cause some slight inconveniences to
the operator, but they never must put the whole device or mission at risk.

The main challenge is to find a software architecture which supports these
different types of processes. For our rescue robots, we use following approach
(figure 2). The run-time system consists of three cyclic master threads T0, T1,
and T2 running in timeslots in a 125 Hz major cycle. T0 includes everything
dealing with FSQ. It establishes a hard realtime control-system. It is run to
completion and its components are scheduled offline. T0 covers the motor- and
basic motion-control as well as odometry and positioning.

The sub-threads of the master-thread T1 are so-called behaviors. Follow-
ing the field of behavior-oriented robotics (see e.g. [Bro86,Ste91,Ste94] for an
overview), reactive control schemes are used to establish close, dynamic cou-
plings between sensors and motors (see [Bro86,Ste91]) which are computed in
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thread T0: autonomous, hard realtime control thread T1: semi-autonomous, soft realtime control thread T2: non-uniform processing

- runs to completion (< 1 msec)

- consists of sub-threads T0.x

* scheduled offline

- runs with preemption

* online scheduling of sub-threads T1.x

* implementing a rich set of behaviors

* one sub-thread services the operator

- runs with preemption

- services spare-time activities

* building up environment maps

* etc.

* operator changes of mission parameters

- invokes a dedicated scheduler (B-scheduling)

* T0.x ensure 

* T1.x ensure 

FSG

QoS

Fig. 2. All threads running on a rescue robot are classified into three types. For each
type, a respective master-tread handles the invocation of its related sub-thread. This
scheme allows the combined usage of hard realtime, soft realtime, and non-uniform
processing.
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Fig. 3. The tasks for realtime control are cyclic processes running at a fixed frequency.
Their target-values are asynchronously set by higher level behaviors.

pseudo-parallel. Behaviors can be used to keep the robot on a trajectory, to
avoid obstacles, to approach a target, to autonomously scan for victims, and so
on. The steering commands from the operator are serviced in a dedicated be-
havior. They are transformed to motion commands and fused with the motion
commands from all other behaviors.

For the behaviors, soft realtime constraints are the only possible way to go.
The “ideal” deadline until when a behaviors has to be handled is in most cases
not known as it depends on unpredictable or simply too many conditions. The
behaviors are scheduled online by a special so-called B-scheduler (see [BK00])
which is invoked by T1. Note that this scheduler as well as the behaviors are
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pre-empted by the master-scheduler. The B-scheduler guarantees a idle-free, op-
timally balanced execution of the behaviors, thus optimizing QoS.

Spare time activities, i.e., processes which neither contribute to the FSG nor
the QoS, are handled in the master-thread T2. They can include the occasional
change of mission parameters by the operator, the construction of environment
maps, and so on.

2.1 The Hard Realtime Control

The T0 layer interacts with the higher layers via a shared memory buffer that
is written by a thread from a higher layer and is read by the lower-layer T0
thread. The write operation is made atomic by delaying the execution of the T0
thread during write operations. So, target-values in the motion-controller can be
asynchronously set by higher level behaviors.

The motion-controller so-to-say transforms the target-values on basis of odo-
metric data to appropriate target-values for the motor-control. The motion- and
motor-control layers are based on generic software modules for differential drive
robots, featuring

– PID-control of wheel speed
– odometric position- and orientation-tracking
– rotational and translational trajectory control
– emergency breaking

As mentioned before, all of the involved subthreads T0.x are scheduled off-
line to achieve a hard real-time control. This allows especially to include an
emergency-module which ensures that the robot is stopped if it is for example
extremely close to a gap in the ground. This subthread uses active breaking to
get the base to a fast, but uncontrolled stop. Hence, the base will be protected
in such circumstances from damage, but valuable positioning and trajectory
information will be necessarily lost as this harsh breaking will include slipping
motions.

The option of this subthread is hence explicitly for guaranteeing failure-safety,
which only kicks in on extremely rare occasions. Normal obstacle avoidance,
including controlled stops which are autonomously activated by the base, are
handled on the layer of T1.

2.2 The Soft Realtime Control via Behaviors

The hard realtime is needed to ensure FSG. But for tele-operated devices in
general, network performance, especially for wireless solutions, can usually not
be predicted. Hence, hard realtime conditions are not an option for complete
control of the device. Furthermore, hard realtime software is difficult to maintain
and to extent.

The major trick in our software architecture is that a soft realtime scheduler
for behaviors is run as part of the hard realtime schedule. In behavior-oriented
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Fig. 4. The flow of the control data from the cockpit to a mobile robot. For certain
parts, the time can not be predicted.

robotics, the control of a system is distributed over various processes or behav-
iors running in virtual parallel. The different behaviors, like controlled obstacle
avoidance, ensure a smooth performance of the base.

A core behavior, especially from the viewpoint of a teleoperated device, is op-
erator communication, i.e., the transmission of control states from the operator’s
console or so-called cockpit to the control hardware (figure 4). To ensure a low-
latency operation over the Internet link, a protocol based on UDP packets has
been implemented. The protocol is completely stateless. The packets are formed
at the cockpit by synchronous evaluation of the control state and transmission to
the onboard PC of the mobile platform via Internet. Here, they are received and
transmitted to the RoboCube via the serial port. The communication behavior
parses the packets and makes its content available to other behaviors via shared
memory. Operator command-data for motion is simply fused with the data of
other autonomous behaviors.

To ensure low-latency-operation, there is no retransmission on lost packets
although UDP does not guarantee successful delivery of packets. However, since
packets are transmitted synchronously and are only containing state information,
there is no need to resend a lost packet since the following packet will contain
updated state information. By exploiting this property of the protocol, low-
latency operation can be assumed.

The communication between the RoboCube and the onboard PC uses in-
band handshaking to prevent buffer overruns in the RoboCube software. The
communication layer software in the RoboCube confirms every packet with a
0x40 control code. Only if this control code has been received, the onboard PC
communication layer software transmits the next packet. If the RoboCube com-
munication layer software did not yet confirm a packet when a new packet arrives
from the Internet transport layer, this packet is discarded so that the control
layer software only receives recent packets, again ensuring low-latency operation.

Moreover, the communication layer measures the time between two packets.
Whenever it becomes too large, the command information in the last packet is
discarded and the base is transfered into a safe state depending on sensor infor-
mation, i.e. stopped with the motor controller actively holding the last position.
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Fig. 5. A schematic overview of the different components of a rescue robot.

Plausibility checks on the same layer can be used to discard packets or to
modify the implications of the information they contain. This is done in a rule-
based module. This functionality is optional and allows a convenient incorpora-
tion of background knowledge about particular application domains.

2.3 The OS Support

The control software relies on the RoboCube controller platform, which is shortly
described below, and on it’s CubeOS operating system to implement the con-
trol application. The CubeOS nanokernel contains real-time multi-threading,
abstract communication interfaces and thread control primitives. On top of the
nanocore, a set of software drivers provides an application programming interface
to the RoboCube’s hardware.

3 The Hardware Implementation of the System

The implementation of the rescue robots is based on the so-called CubeSystem,
a kind of construction kit for robotic systems. The center of the CubeSystem is
the so-called RoboCube controller hardware (figure 6) based on the MC68332
processor. The compact physical shape of RoboCube is achieved through several
techniques. First, board-area is minimized by using SMD-components. Second,
three boards are stacked on each other leading to cubic design, hence its name
RoboCube.

RoboCube has a open bus architecture which allows to add “infinitely” many
sensor/motor-interfaces (at the price of bandwidth). But for most applications
the standard set of interfaces should be more than enough. RoboCube’s basic
set of ports consists of

– 24 analog/digital (A/D) converter,
– 6 digital/analog (D/A) converter,
– 16 binary Input/Output (binI/O),



260 Andreas Birk and Holger Kenn

Fig. 6. Left: The RoboCube, an extremely compact embedded computer for robot
control. Right: The prototype mobile base of the IUB rescue robots. It is completely
constructed from CubeSystem components including the RoboCube as controller, the
motor- and sensor-modules, as well as the battery-management hardware.

Fig. 7. The new mobile base with six actively driven wheels.

– 5 binary Inputs,
– 7 timer channels (TPC), and
– 3 DC-motor controller with quadrature-encoding (QDEC).

The RoboCube is described in more detail in [BKW00,BKW98].
In addition to its central component, the RoboCube as controller hardware,

the CubeSystem provides additional hardware, including electronics and me-
chanics, and software components. In a first prototype, a midsized differential
drive was used which is part of the standard CubeSystem componts (figure 6).
For the more challenging locomotion tasks that are needed for rescue robots, a
new base was developed that features six actively driven wheels (figure 7).
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The CubeSystem features a special operating system, the CubeOS (see
[Ken00]), which ranges from a micro-kernel over drivers to special high-level lan-
guages like the process description language PDL (see [Ste92]). The CubeSystem
is used in basic and applied research, industrial projects and academic education.
Therefore, a wide range of sensor- and motor-components exists. The CubeSys-
tem also includes dedicated RF-network components. For compatibility reasons,
radio-ethernet serviced via a mobile PC is used for our rescue robots. This PC
is also used to compute the video-compression. All control and service related
data going to and coming from the cockpit is directly relayed from the RF-
connection to the RoboCube which handles all service and control related tasks
on the rescue robot.

4 Conclusion

The paper described the IUB rescue robots. On its hardware side, the implemen-
tation of the robots is based on the CubeSystem, a kind of construction kit for
robotic systems. Its use in the design of the rescue robots is shortly presented in
this paper.

The main focus of this paper is on the general problem of ensuring secure
but convenient control of a tele-operated device. We presented a special software
architecture which incorporates Quality of Service (QoS) and Fail-Safe Guaran-
tees (FSG). The main idea of the architecture is to find a suited way to combine
hard and soft realtime scheduling.

Concretely, we use an hierarchical scheduling structure as follows. On the
highest layer, there are only three threads T0, T1, T2 running in time-slots in
a fixed frequency master cycle. T0 is run to completion and its subthreads T0.x
establish a hard realtime control, ensuring FSG. The thread T1, which can be
preempted, invokes a further soft-realtime scheduler for behaviors, which provide
QoS. The behaviors establish close, dynamic couplings between sensors and mo-
tors computed in pseudo-parallel. This includes the steering-commands from the
human in the loop, which are simply fused with the autonomous functionalities.
The third thread T2 allows optional non-uniform processing, e.g., for operator
changes of mission parameters.
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Abstract. This paper describes a method to learn task primitives from
observation. A framework has been developed that allows an agent to use
observed data to initially learn a predefined set of task primitives and the
conditions under which they are used. A method is also included for the
agent to increase its performance while operating in the environment.
Data that is collected while a human performs a task is parsed into
small parts of the task called primitives. Modules are created for each
primitive that encode the movements required during the performance
of the primitive, and when and where the primitives are performed.

1 Introduction

Learning without any prior knowledge in environments that contain large or
continuous state spaces is a daunting task. For agents that operate in the real
world, learning must occur in a reasonable amount of time. It is essential for an
agent to have domain knowledge is if it to learn in the time scales needed [14].
Providing an agent with domain knowledge and also with the ability to use
observation data for learning can greatly increase its learning rate. This paper
describes a framework in which to conduct research that explores the use of
primitives in learning from observation.

Virtual and hardware environments of air hockey and a marble maze game,
figures 1 and 2, have been created as platforms in which to conduct this research.
The virtual environments were first created and provided an invaluable tool in
which to test algorithms that will be run on the hardware version. For this reason
the physics of the virtual environments are programmed to match those of the
hardware versions as much as possible. In all these environments the position
data can be collected as a human operates in the environment. The architecture
and current playing strategy of these environments will be described.

1.1 Primitives

Robots typically must generate commands to all their actuators at regular in-
tervals. The analog controllers for our 30-degree of freedom humanoid robot are
given desired torques for each joint at 420Hz. Thus, a task with a one second du-
ration is parameterized with 30 ∗ 420 = 12600 parameters. Learning in this high
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Fig. 1. The virtual air hockey environment on the left and the hardware version on
the right.

Fig. 2. The virtual marble maze game on the left modeled after the hardware version
on the right.

dimensional space can be quite slow or can fail totally. Random search in such
a space is hopeless. In addition, since robot movements take place in real time,
learning approaches that require more than hundreds of practice movements are
often not feasible. Special purpose techniques have been developed to deal with
this problem, such as trajectory learning [2], learning from observation [4, 5, 9,
13, 6, 8, 10, 11], postural primitives [17], and other techniques that decompose
complex tasks or movements into smaller parts [3, 7, 15].

It is our hope that primitives can be used to reduce the dimensionality of the
learning problem [3, 16]. Primitives are solutions to small parts of a task that
can be combined to complete the task. A solution to a task may be made up
of many primitives. In the air hockey environment, for example, there may be
primitives for hitting the puck, capturing the puck, and defending the goal. In
this research a task expert predefines the set of primitives to be used for a given
environment and algorithms are created to find the primitives in the captured
data.



A Framework for Learning from Observation Using Primitives 265

Fig. 3. Our view of a primitive.

1.2 Perceiving the Primitives

Since the observed data is continuous it must first be segmented into primitives.
To accomplish this, critical events are used. Critical events are easily observable
occurrences. Examples of critical events for the puck include collisions, in which
the ball speed and direction are rapidly changed, and the ball traveling in a
straight line with decreasing velocity. Algorithms have been created that find
the primitives within the data by searching for the proper sequence of critical
events.

1.3 Strategy for Primitive Use

Figure 3 shows our view of a primitive. Currently, a human, using domain knowl-
edge, designs the candidate primitives that are to be used. The primitive recog-
nition module segments the observed behavior into the chosen primitives. This
segmented data is then used to provide the encoding for the primitive selection,
sub-goal generation, and action generation modules.

The primitive selection module will provide the agent with the primitive to
use for the observed state of the environment. After it has been decided which
primitive to use, the desired outcome, or goal, of that primitive is specified by
the sub-goal generation module. Lastly the actuators must be moved to obtain
the desired outcome. The action generation module finds the actuator commands
needed to execute the chosen primitive type with the current goal.

After the agent has obtained initial training from observing human perfor-
mance, it should then increase its skill at that task through practice. Up to this
point the agent’s only high-level goal is to perform like the teacher. Its only en-
coding of the goal of the entire task is in the implicit encoding in the primitives
performed. The learning from practice module contains the information needed
to evaluate the performance of each of the modules toward obtaining a high-level
task objective. This information can then be used to update the modules and
improve performance beyond the teacher.
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2 Air Hockey Environment

Figure 1 shows the virtual air hockey game created that can be played on a
computer. A human player using a mouse controls one paddle. At the other end
is a simulated or virtual player. The movement of the virtual player has been
limited to match that of the humanoid robot DB (www.erato.atr.co.jp/DB/).
Spin of the puck is ignored in the simulation. The position of the two paddles
and the puck, and any collisions occurring within sampling intervals are recorded.

The hardware implementation, figure 1, consists of the humanoid robot, a
small air hockey table, and a camera based tracking system. The robot observes
the position of the ball using its on board cameras and hardware designed to
supply the position of colored objects in the image. The humanoid’s torso is
moved during play to extend the reach of the robot. The head is moved so that
the playing field is always within view.

The full list of primitives currently being explored in the air hockey environ-
ment is:

– Left Hit: the player hits the puck and it hits the left wall and then travels
toward the opponent’s goal.

– Straight Hit: the player hits the puck and it travels toward the opponent’s
goal without hitting the side walls.

– Right Hit: the player hits the puck and it hits the right wall and then travels
toward the opponent’s goal.

– Block: the player deliberately does not hit the puck but instead moves into
a blocking position to prevent the puck from entering their goal.

– Prepare: movements made while the puck is on the opposite side from the
player. The player is either preparing to setup for a shot, or preparing to
defend their goal.

– Multi-Shot: movements made after a shot is attempted, but while the puck
is still on the player’s side. If the puck is not quickly moving toward the
opponent’s side, they will have the opportunity to hit it again.

3 Marble Maze Environment

In the marble maze game a player controls a marble through a maze by tilting
the board that the marble is rolling on. The hardware board is tilted using
two knobs and the virtual board is controlled with the mouse, figure 2. There
are obstacles, in the form of holes, that the marble may fall into, and walls.
In both versions the time and the board and ball positions are recorded as a
human plays the game. The virtual game models the movement of the marble
and treats collisions with the wall aesthetically with a significant loss of energy.
The human controls the board on the hardware version by using knobs connected
to encoders. The motor command generated by the encoder system is read by
the computer and sent to the motors. The position of the ball is obtained using
a Newtonlabs Cognacrome vision system [1]. The computer can also generate its
own commands and send them to the motors.
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Fig. 4. Primitives used in the marble maze environment.

The primitives for the marble maze game are designed to give the agent the
skills it will need to perform the task. The following primitives are currently
being explored and are shown in figure 4:

– Roll Wall Stop: The ball rolls along a wall and stops when it hits another
wall.

– Roll Off Wall: The ball rolls along a wall and then rolls off the end.
– Guide: The ball is moved without touching a wall.
– Roll From Wall: The ball hits, or is on, a wall and then is maneuvered off it.
– Corner: The ball is in a corner and the board is being positioned to move

the marble from the corner.

4 Selecting the Appropriate Primitive and Sub-goal

As discussed in the strategy above, it is the responsibility of the primitive selec-
tion module to choose the type of primitive, based on the current state and prior
observations of primitives being executed. In our implementation, the context
or state in which the human has performed each primitive is extracted from the
observed data, and is used by a nearest neighbor lookup process to find the past
primitive executions whose context is most similar to the current context. For
example the puck’s position and velocity when it crosses a pre-specified line is
often used as the index for a lookup. In the air hockey environment the primitives
are selected and then run to completion, before the next primitive is selected
and executed. In the marble maze environment a primitive can be interrupted
if it is not making progress or causes the marble to fall into a hole.

The sub-goals for the primitive provide the parameters needed to perform
the action. The sub-goals for the hit primitives, for example, are the desired
hit location, the puck’s desired post-hit velocity, and the target location. In
air hockey these sub-goals are returned along with the single nearest neighbor
as part of the selected primitive. The sub-goals in the marble maze game are
obtained by interpolating between parameters of multiple previously executed
primitives close of the selected type.
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Table 1. Performance of player agent observing the number of games specified and
then playing one game.

Games
Observed

Time Holes
fallen into

Not making
progress

1 367.3 6 5
2 257.9 6 3
3 234.6 3 3
4 189.8 5 2
5 129.9 4 1
6 72.2 3 0
7 123.4 3 1
8 73.2 4 0
9 231.0 3 3
10 243.0 3 3

5 Results

In the virtual game of air hockey an agent used data collected while observing
a human to initially learn how to perform air hockey primitives and went on
to increase it performance of shot primitives through practice. Agents in both
the hardware and software versions have used the observed data to learn how
to choose a primitive and parameters when operating in the environment. An
agent in the virtual marble maze game learned how to perform primitives and an
initial primitive selection strategy from observing a human. An agent also went
on to increase its performance through practice. Initial research in the hardware
marble maze has shown that better sensing and controlling devices are needed
and a new version is currently being constructed for further research.

Table 1 shows the performance of a marble maze agent after it has observed
a various number of games performed by a skilled human player. This agent
only used the observed data and is not learning from practice. The observed
player performed the task in about 55 seconds and never fell into a hole or was
penalized for not making progress. There is an improvement in time to complete
the maze up until six games are observed. But for holes fallen into, is not clear
that observing more then three games has proven to be of benefit.

Since this agent is not using the learning from practice module, when it runs
through the maze multiple times, it has approximately the same performance
on each run. Any difference is due to noise that is purposely introduced into the
simulation. A common error is for the agent to choose a primitive that has been
performed on just the other side of the wall from where it is. This would create a
sub-goal position that is out of reach of the marble from the current location. In
this situation the marble would mostly just sit in a corner or fall in a hole that
is nearby. Another frequently observed error is the agent choosing a primitive
that it can not perform from the current state of the environment.

From observing the performance of this agent it can be seen that it must
also have the ability to learn beyond the observation. As mentioned above, the
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agent computes an action using the observed data and then goes on to perform
that action. To change its performance the agent must have knowledge of the
overall task objective and some way to evaluate its performance toward the
accomplishment of the task. It must also have a way to change its behavior as
it practices to increase its performance toward completing the task.

6 Increasing Performance through Practice

There are a number of things the agent can learn to increase its performance
while operating in the environment. At the primitive level it can improve the pol-
icy to become more proficient at primitive performance. The virtual air hockey
player observed its own performance and collected data while practicing. This
data was then used separately in a neural network and a kernel regression model
to improve the hit performance of the agent. Many other methods can be used
by an agent to learn a primitive through practice such as those used by Schaal
and Atkeson [5] in pole balancing and of Kamon et. al. [12] in learning to grasp
objects.

Agents can also learn to select more appropriate primitives and parameters.
Without the learning from practice module the agent’s only goal is to act like
the teacher with no knowledge of a higher goal or task objectives. It is the job
of the learning from practice module to provide this information so the agent’s
performance can be increased. The algorithms and performance of this module
are currently being tested and will be presented in future research.

7 Conclusions

Agents must learn quickly if they are to operate in high dimension environ-
ments. Providing an agent with domain knowledge and the ability to learn from
observation can greatly improve its learning rate. The presented framework pro-
vides much flexibility in conducting learning from observation research using
primitives. The current research using this framework demonstrates its ability
and future research will focus on improving the performance of the individual
modules.
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Abstract. In this paper we outline basic principles and competition
rules used in a Computer soccer Simulation contest held in Eastern Euro-
pean countries (Robosoccer-RU League). The programming environment
of this tournament (“Virtual Soccer” Software package) is described, as
well as base algorithms that are implemented for powering team agents.
A comparison is given between the reviewed approach and the one used
in the RoboCup Simulation League, and directions for future convergence
are drafted.
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Abstract. This paper presents a modular approach to the development
of an interactive software environment for gait generation and control
design of Sony legged robots. A number of modules have been devel-
oped for monitoring robot states, gait generation, control design and
image processing. A dynamic model of the leg and wheel-like motion
are proposed to combine both wheeled and legged properties to produce
smooth quadruped motion and high flexibility. Experimental results are
presented to show the feasibility of the system

1 Introduction

Increased complexity and sophistication of advanced walking robots has led to
continuing progress in building software environments to aid in the development
of robust functionality. This is true not only because the physical construction
of these robots is time consuming and expensive, but also because the evaluation
and control of their gaits often requires prolonged training and frequent recon-
figuration. To speed up the development cycle and decrease the design cost and
time required for gaits generation, many software environments have been devel-
oped [2], [3]. The benefit of developing a suitable software environment includes
the ability to record precise and voluminous data. Indeed, a flexible software
environment plays an important role in many aspects of robotics research.

The main focus of this paper is the development of an interactive software
environment for the design of a real-time control algorithm of AIBO football
playing robots [4]. To make design and development of gaits easier, an interactive
software environment has been developed at Essex. The software environment
consists of three modules (state reflector, gait generation and vision) and gives
a variety of useful features for the gait generation and development. By using
a mouse or keyboard commands, an operator is able to record a sequence of
movements that can be replayed in a sequence. It is also a very useful tool for
debugging and evaluating quadruped gaits [5].

The rest of this paper is organized as follows. Section 2 describes the con-
struction of an interactive software environment for the control design and gait
generation of Sony AIBO robots. In section 3, the control design of Sony Legged
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robots is presented, which includes the control system structure, a dynamic
model of the leg and wheel-like motion. The experiment results are given in Sec-
tion 4 to show the feasibility of the system. Finally, a brief conclusion and future
work are presented in Section 5.

2 Building a Software Environment

The software architecture is a crucial aspect of Sony walking robots. The control
software is ultimately responsible for managing the safe operation of the robot.
In other words, the control software for a Sony walking robot must be carefully
planned and constructed so that the derived gaits, however complex, conform to
safety and efficiency specifications.

2.1 Modular Implementation

Since Sony AIBO robots have a large number of input and output parameters,
their control design is complex. Therefore a modular approach is adopted here [1].
As shown in Figure 1, high-level control is conducted in a desktop PC (Pentium
II 266) that is connected to the robot through a serial port (19200 baud). There
are three main modules in it: a state reflector, a gait generator and an image
interpreter. On the robot side a debug box has been mounted on the robot’s back
and connected to the PC via a cable. The next section describes these modules
in more detail. Changes in any of these modules don’t affect other modules,
enabling users to split application development on several parts that can be
carried out independently.

2.2 Module Description

Modular architecture gives provision for reconfiguration and extension, allowing
the system to evolve with time, this is described in this section.

� State reflector – An internal state reflector has been incorporated to mirror
the robot’s state on the host computer, which is an abstract view of the
actual robot’s internal state, such as sensor information from the robot and
control commands from the host computer. The state reflector is a set of
data structures which allow the client to examine sensor information and
control the robot by setting its values. In Table 1, CSensor holds basic sensor
information sent from the robot and CPastReadings holds information about
current and past sonar returns. The control commands for robot motions are
listed in Table 2.

� Communication routines – The designed controller communicates with
the robot using a handshake mechanism, and sends an appropriate command
to the robot. The program executed on the robot waits for the command (Ta-
ble 2) and executes it when the command has been received. After execution,
the robot returns the result along with confirmation that data has been sent.
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Fig. 1. Configuration of the proposed software environment

The amount of data transferred from the user’s application to the robot and
the other way around varies from one command to the other. A 19200-baud
channel has been used.

� Gait generator – The gait generator communicates with the robot by
passing a sequence of arrays that are transformed into a sequence of robot
movements. It creates different gaits in a form of a sequence of arrays. In this
software environment, users can move all robots’ joints at the same time and
record its movements in an array sequence, which can then be repeated and
tested. Therefore users can create gaits and test various motions necessary
for robot’s mobility.

� Image reader – Gathering image snapshots and processing images can be
done completely independently from the rest of the application. The size of
a captured image is 144× 76 pixels and each pixel has three bytes for colour
information. Since transferring whole image through a 19200baud connection
takes 45 second, an adjustable scale factor is added to reduce transfer time
if necessary. A locking mechanism has been adopted to allow the transfer of
the current image to be safely completed before the new snapshot image can
be grabbed.
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Table 1. State reflector data structure

CSensor CPastReadings
struct Leg FRLeg struct Leg � FRLeg
struct Leg FLLeg struct Leg � FLLeg
struct Leg BRLeg struct Leg � BRLeg
struct Leg BLLeg struct Leg � BLLeg
struct Head head struct Head� head
struct Leg tail struct Leg� tail
struct Gravity gravity struct Gravity � gravity

Struct Leg Struct Head Struct Tail Struct Gravity
Theta1 [degrees] Pan [degrees] Pan X
Theta2 [degrees] Tilt [degrees] Tilt Y
Theta3 [degrees] Roll [degrees] [degrees] Z
TouchSen
[true/false]

Mouth [degrees] [degrees]

Table 2. Control commands

Command Communication time Size of transferred data
Motor on 10ms 1 byte
Read Data 100ms 74 byte
Send motion sequence Sequence length × 100ms Sequence length × 74 byte
Execute 10ms 1 byte
Set speed 50ms 8 byte
Read image 45sec/{scale factor} 76× 144 (byte/{scale fac-

tor}

3 Control Design

The key concept in this paper is based on movements of a four-wheeled car. Each
leg tip is moving in a rectangle trajectory. Front and rear legs from the opposite
sides are in the same phase and the other two legs are opposite. Projection of the
mass of the robot to the ground is on the line that connects to legs, which are in
touch with the ground. The centre of paw rotation is initially at the same inverse
kinematic coordinate for both front legs and both rear legs. This prevents the
robot from falling to the side and stabilizes the camera. Gravity sensors have
been used to obtain information on body position.

3.1 Control System Structure

The control system structure consists of both kinematics and dynamics levels
(Figure 2). The kinematics level involves two sub-levels: a pattern generator and
a leg trajectory generator. Each leg has its own trajectory generator that deter-
mines the course of the leg endpoint. When a timing signal has been received,
the leg must begin its swing/stance cycles. In order to emulate the accurate
foot placement the trajectory generator plans a trajectory in foot position co-
ordinates and then converts them to joint positions using inverse kinematics.
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Fig. 2. Gait generation mechanism

The pattern generator provides repetitive motion of a leg and synchronization
of movements with the other three legs. Gait planning depends on the velocity
and heading of the robot. The time and space coordination of the motion in-
volves a decision regarding which leg should be lifted or placed. It must be made
in terms of the condition of terrain, stability requirements, speed requirements,
mobility requirements and power consumption.

3.2 Dynamic Model of the Leg

Figure 3 shows the single robot’s joint with its three motorized rotational axes.
Forces applied to the leg differ whether the leg is on the ground or not. The
set of 3 generalized coordinates q[q1, q2, q3] is used to determine the mechanism
position.

Each coordinate corresponds to one degree of freedom (DOF). There are two
rotational segments upper limb (S1) and lower limb (S2). Angle θi is the relative
rotation of the i− th segment with respect to the (i−1)− th segment around the
axis. The dynamics equations are derived on the basis of D’Ambler’s principle

[6]. For the k − th segment, we assume that
→
Gk is its gravity force vector;

→
FkE is

the resultant of other external forces acting on it;
→

MkE is the resultant of other

external moments acting on it;
→

Fk1 is the resultant of the internal forces on it;
→

Mk1 is the resultant of the internal moments on it;
→
Pi is the vector of the drive

in the joint Si − 1;
→
r ij=

→
SiCj . In contrast, Cj is the centre of gravity of the j-th

segment; if D’Ambler’s principal of inertial forces is applied, we have
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Fig. 3. Dynamic model of a front-right leg on the ground (left) and in the air (right)

→
F Sj +

→
P i +

3∑
k=1

(→
Gk +

→
F k1 +

→
F kE

)
= 0 (1)

If D’Ambler’s principal is applied to the inertial moment relative to the Si − 1,
then

→
MSj +

→
P i +

3∑
k=1

[→
Mk1 +

→
r i−1,k ×

(→
Gk +

→
F k1 +

→
F kE

)
+

→
MkE

]
= 0 (2)

The system equations (1) and (2) can be transformed into the matrix form (3)

W (q)q̈ = P + U(q, q̇) (3)

P presents the column vector of driving forces and torques in the mechanism
joints. The matrix W depends on the generalized coordinates q, and U depends
on q and generalized velocity. The algorithm for computing W and U is de-
rived from general theorems of dynamics and these matrices also depend on the
configuration.

3.3 Generation of Wheel-Like Motion

A trajectory refers to both the path of the tip’s movement of a limb (paw), and
the velocity along the path. Thus, a trajectory has both spatial and temporal
aspects. The spatial aspect is the sequence of the locations of the endpoint from
the start of the movement to the goal, and the temporal aspect is the time
dependence along the path.

Six posture parameters used for designing the gait, m, n, Xo, Y o, Zo and α,
are common parameters for each leg; but they can differ between front and rear
legs. If posture parameters for the front and rear legs are not identical, the top
plane of the body will make δ angle with the ground. X, Y and Z coordinates of
the paw are determined by the angular targets of a leg.
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Fig. 4. Pawn trajectory

Θ2 = arcsin
(
Z/
√

x2 + y2 + Z2
)

(4)

Θ3 = 2 arccos
(√

x2 + y2 + Z2/2l cos Θ2

)
(5)

Θ1 = arctg(y/x) − arccos
(√

x2 + y2 + Z2/2l cos Θ2

)
(6)

The body velocity depends upon the width of the elliptical paw trajectory (m),
the duty factor χ and the cycle period.

V = m/xT (7)

An ideal duty factor can reach the value of 0.5 (when only two legs are on the
ground at the same time). The maximum value of duty factor is 1. Equation 5
shows that the increase of the body velocity can be achieved by either increasing
m or decreasing T . However, the excessive increase of m factor can lead to the
increase of χ, because the duty factor depends on many parameters, which lead
to poor performance.

A new suspension mechanism is adopted to adjust the height of a foot to
terrain with vertical elevation. Suspension mechanism can prevent a leg’s up
and down motion during walking. That is, when a leg is up for swing forward, a
suspension mechanism should stretch to its limit, and make the vertical stroke
of a leg shorter.

4 Experimental Results

To evaluate gaits with different parameters (m, n, X0, Y 0, Z0, α) and useful-
ness of the developed software environment, we tested a Sony AIBO robot on
both a rough and a flat terrain. During its walk the robot has been connected to
the PC running applications through a debug box via a PC’s serial port. After
several test runs, the following values of gait parameters achieved the best sta-
bility and the fastest speed: M = 4; n = 3; α = 15; X0 = 0; Y0 = 110, Z0 = 20.
Each walking gait is tested separately to check the validity of parameters used.
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Fig. 5. Joint angles (left) and speeds (right) during a sequence of step cycles

Fig. 6. Joint accelerations during a sequence of step cycles

The walking motion was obtained on flat ground and the readings from the
optical encoders of the robot’s joints at each step cycle. As can been seen in
figures 5 and 6, targeted and achieved angles differ by an average value of 2.743
degrees. Difference is greater during a stance phase, which is understandable
because during this phase the joints have to cope with the body weight of the
robot and the reaction force from the ground. The average difference during
stance phase is 3.56 degrees.

The effect of the suspension control was checked under dynamic walking.
The robot runs over irregular terrain and the shoulder’s height was sampled
from gravity sensors, as shown in Fig. 7. Without the suspension mechanism the
angle of the robot’s top plane toward the ground becomes larger in accordance
with terrain irregularity and duty factor while the suspension-controlled case is
still small.

5 Conclusion and Future Work

A modular approach is adopted for the development of a useful software tool
for gait generation and control design of Sony AIBO quadruped robots, which
makes future improvement easy. A model of quadruped robot’s gait is presented.
Implementing wheel-like motions for legs reduces the mechanical complexity
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Fig. 7. Variations in shoulder’s height without (left) and with (right) suspension re-
spectively

intrinsic legged systems whist maintaining attractive performance. The designed
gaits showed good results in speed, maneuverability and stability. Special care
was given to maintaining stability. This allows the successful implementation of
behaviours that rely on camera readings and is therefore important.

Current efforts are focused on the replacement of the analytical part of the
suspension mechanism with neural networks. This allows shoulder height for each
leg to be modified via trained neural networks in order to make AIBO robots
more adaptive to ground roughness and improve the robot’s stability.
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Abstract. Mobile robots often find themselves in a situation where they
must find a trajectory to another position in their environment, sub-
ject to constraints posed by obstacles and the robot’s capabilities. This
poses the problem of planning a path through a continuous domain.
Several approaches have been used to address this problem each with
some limitations, including state discretizations, planning efficiency, and
lack of interleaved execution. Rapidly-exploring random trees (RRTs)
are a recently developed algorithm on which fast continuous domain path
planners can be based. In this work, we build a path planning system
based on RRTs that interleaves planning and execution, first evaluating
it in simulation and then applying it to physical robots. Our algorithm,
ERRT (execution extended RRT), introduces two novel extensions of
previous RRT work, the waypoint cache and adaptive cost search, which
improve replanning efficiency and the quality of generated paths. ERRT
is successfully applied to a multi-robot system. Results demonstrate that
ERRT is improves efficiency and performs competitively with existing
heuristic and reactive real-time path planning approaches. ERRT has
shown to offer a major step with great potential for path planning in
challenging continuous, highly dynamic domains.

Introduction

The path-planning problem is as old as mobile robots, but is not one that has
found a universal solution. Specifically, in complicated, fast evolving environ-
ments such as RoboCup [3], currently popular approaches have their strengths,
but still leave much to be desired. A recently developed tool that may help
tackle the problem of real-time path planning are Rapidly-exploring random
trees (RRTs) [7]. RRTs employ randomization to explore large state spaces
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and F30602-97-2-0250. The information in this publication does not necessarily re-
flect the position of the funding agencies and no official endorsement should be
inferred.

G.A. Kaminka, P.U. Lima, and R. Rojas (Eds.): RoboCup 2002, LNAI 2752, pp. 288–295, 2003.
c© Springer-Verlag Berlin Heidelberg 2003



Real-Time Randomized Path Planning for Robot Navigation 289

efficiently without tiling, and can form the basis for a probabilistically com-
plete though non-optimal kinodynamic path planner [8]. They can efficiently
find plans in high dimensional spaces because they avoid the state explosion
that discretization faces. Furthermore, due to their incremental nature, they can
maintain complicated kinematic constraints if necessary.

Most current robot systems that have been developed to date are controlled
by heuristic or potential field methods at the lowest level, and many extend this
upward to the level of path navigation [5]. Since the time to respond must be
bounded, reactive methods are used to build constant or bounded time heuristics
for making progress toward the goal. One reactive method that has proved quite
popular is motor schemas [1]. Although they meet the need for action under time
constraints, most of these methods suffer from the lack of lookahead, which can
lead to highly non-optimal paths and problems with oscillation. RRTs, as used
in our work and presented in this paper, should provide a good compliment for
very simple control heuristics, and take much of the complexity out of composing
them to form a navigation system. Specifically, local minima can be reduced
substantially through lookahead.

While not as popular as heuristic methods, non-reactive planning methods for
interleaved planning and execution have been developed, with promising results.
Among these are agent-centered A* search methods [4] and the D* variant of
A* search [9]. However, using these planners requires discretization or tiling of
the world in order to operate in continuous domains. This leads to a tradeoff
between a higher resolution, with is higher memory and time requirements, and
a low resolution with non-optimality due to discretization. Most of the features
of agent-centered search methods do not rely on A* as a basis, however, so we
can achieve many of their benefits using an RRT based planner which fits more
naturally into domains with continuous state spaces. In addition, the base RRT
system is relatively easy to extend to environments with moving obstacles, higher
dimensional state spaces, and kinematic constraints. No other planners we are
currently aware of offer these possible enhancements at the simplicity and speed
of an RRT-based solution. As a step in that direction, this work appears to be
the first successful application of an RRT planner to a real mobile robot [6].

In order to make online planning efficient enough to be practical, we in-
troduce two novel additions to the planner, specifically the waypoint cache for
replanning and adaptive cost penalty search. The second section of this paper
defines the basic RRT algorithm. The next section introduces our ERRT contri-
bution, followed by implementation results. The final sections offers concluding
remarks.

RRT Planning

Basic RRT Algorithm

In essence, an RRT planner searches for a path from an initial state to a goal state
by iteratively expanding a search tree. For its search, it requires the following
three domain-specific function primitives:
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Function Extend (env:environment,current:state,
target:state):state

Function Distance (current:state,target:state):real
Function RandomState ():state

The Extend function calculates a new state that can be reached from the
target state by some incremental distance (usually a constant distance or time),
which in general makes progress toward the goal. If a collision with an obstacle
in the environment would occur by moving to that new state, EmptyState is
returned. In general, any heuristic methods suitable for control of the robot
can be used here, provided there is a reasonably accurate model of the results
of performing its actions. The heuristic does not need to be very complicated,
and does not even need to avoid obstacles (just detect when a state would hit
them). However, the better the heuristic, the fewer nodes the planner will need to
expand on average, since it will not need to rely as much on random exploration.

Table 1 shows the complete basic RRT planner with its stochastic decision
between the search options:

– with probability p, it expands towards the goal minimizing the objective
function Distance,

– with probability 1− p, it does random exploration by generating a Random-
State.

The function Distance needs to provide an estimate of the time or distance
(or any other objective that the algorithm is trying to minimize) that estimates
how long repeated application of Extend would take to reach the goal. For a
simple example, a holonomic point robot with no acceleration constraints can
implement Extend simply as a step along the line from the current state to the
target, and Distance as the Euclidean distance between the two states. Next,
the function Nearest uses the distance function implemented for the domain to
find the nearest point in the tree to some target point outside of it. The function
RandomState simply returns a state drawn uniformly from the state space of the
environment.

Finally, ChooseTarget chooses the goal part of the time as a directed search,
and otherwise chooses a target taken uniformly from the domain as an explo-
ration step. The main planning procedure uses these functions to iteratively
pick a stochastic target and grow the nearest part of the tree towards that tar-
get. The algorithm terminates when a threshold distance to the goal has been
reached, though it is also common to limit the total number of nodes that can
be expanded to bound execution time.

Extended RRT Algorithm – ERRT

Some optimizations over the basic described in existing work are bidirectional
search to speed planning, and encoding the tree’s points in an efficient spatial
data structure [2]. In this work, a KD-tree was used to speed nearest neighbor
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Table 1. The basic RRT planner stochastically expands its search tree to the goal or
to a random state.

function RRTPlan (env:environment,initial:state,
goal:state):rrt-tree

var nearest,extended,target:state;
var tree:rrt-tree;
nearest := initial;
rrt-tree := initial;
while(Distance (nearest,goal) < threshold)

target = ChooseTarget (goal);
nearest = Nearest (tree,target);
extended = Extend (env,nearest,target);
if extended 	= EmptyState then

AddNode (tree,extended);
return tree;

function ChooseTarget (goal:state):state
var p:real;
p = UniformRandom in [0.0 .. 1.0];
if 0 < p < GoalProb then

return goal;
else if GoalProb < p < 1 then

return RandomState();

function Nearest (tree:rrt-tree,target:state):state
var nearest:state;
nearest := EmptyState;
foreach state s in current-tree

if Distance (s,target) <
Distance (nearest,target) then

nearest := s;
return nearest;

lookup, but bidirectional search was not used because it decreases the general-
ity of the goal state specification (it must then be a specific state, and not a
region of states). Additional possible optimizations include a more general bi-
ased distribution, which was explored in this work in the form of a waypoint
cache. If a plan was found in a previous iteration, it is likely to yield insights
into how a plan might be found at a later time when planning again; The world
has changed but usually not by much, so the history from previous plans can be
a guide. The waypoint cache was implemented by keeping a constant size array
of states, and whenever a plan was found, all the states in the plan were placed
into the cache with random replacement. This stores the knowledge of where
a plan might again be found in the near future. To take advantage of this for
planning, Table 2 shows the modifications to the function ChooseTarget.

Now, there are three probabilities in the distribution of target states. With
probability P [goal], the goal is chosen as the target; With probability
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Table 2. The extended RRT planner stochastically expands its search tree to the goal;
to a random state; or to a waypoint cache.

function ChooseTarget’(goal:state):state
var p:real;
var i:integer;
p = UniformRandom in [0.0 .. 1.0];
i = UniformRandom in [0 .. NumWayPoints-1];
if 0 < p < GoalProb then

return goal;
else if GoalProb < p < GoalProb+WayPointProb
then

return WayPointCache[i];
else if GoalProb+WayPointProb < p < 1 then

return RandomState();

Goal GoalGoal Goal

Extend towards a random point
with probability 1−p−rwith probability r

Extend towards a waypoint
with probability p

Extend towards the goal
cached waypoints
Current tree with

Fig. 1. Extended RRT with a waypoint cache for efficient replanning.

P [waypoint], a random waypoint is chosen, and with the remaining probability
a uniform state is chosen as before. The way the extended algorithm progresses
is illustrated in Figure 1. Typical values used in this work were P [goal] = 0.1
and P [waypoint] = 0.6. Finally, A simple RRT planner is building a greedy
approximate spanning tree, and thus ignores the path lengths from the initial
state (the root node in the tree). The distance metric can be modified to include
not only the distance from the tree to a target state, but also the cost to reach
that state. A higher value of the multiplier on that history cost (beta) results
in shorter paths from the root to the leaves, but also decreases the amount of
exploration of the state space, biasing it to near the initial state in a “bushy”
tree. A value of 1 for beta will always extend from the root node for any Eu-
clidean metric in a continuous domain, while a value of 0 is equivalent to the
original algorithm. The best value seems to vary with domain and even problem
instance, and appears to be a steep tradeoff between finding an shorter plan and
not finding one at all. To address this we implemented an adaptive mechanism
that appears to work quite well. When the planner starts, beta is set to 0. Then
on successive replans, if the previous run found a plan, beta is incremented, and
decremented otherwise. In addition the value is clipped to between 0 and 0.65.
This adaptive bias schedule reflects the idea that a bad plan is better than no
plan initially, and once a plan is in the cache and search is biased toward the
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Fig. 2. An example from the simulation-based RRT planner, shown at three times
during a run. The initial state (agent) is in blue, while the fixed target state is shown
in red. The best plan (the one that gets closest to the goal) is shown in white.

waypoints, nudges the system to try to shorten the plan helping to improve it
over successive runs.

Domain Implementations and Results

RoboCup F180 Robot Control

We tested our RRT system in simulation and then applied it so the control of
real robots. In both, planning and execution are interleaved equally; A plan is
created for each step taken. Three snapshots from our simulator can be seen in
Figure 2. In this simple domain, the waypoints seemed to help qualitatively in
that the robot didn’t tend to get stuck as long in local minima. This effect of
waypoints on performance was evaluated numerically, and the results are shown
in in Figure 3. Since the curves diverge at moderate difficulty, it appears that
waypoints help speed planning by offering “hints” from previous solutions. When
the problem becomes impossible or nearly impossible, neither performs well.

For physical robot control, the system must take input from a global vision
system at 30Hz, reporting the position of all field objects detected from a fixed
overhead camera, and send the output to a radio server which sends velocity
commands to the robots that are being controlled. The path planning problem
is to navigate quickly among other robots, while they also more around exe-
cuting their own behaviors. As a simplification, we examined the more simple
problem of running from one end of the field to the other, with static robots
acting as obstacles in the field. The extension metric we used was hen became
a model of a simple heuristic “goto-point” that had already been implemented
for the robot. The motivation for this heuristic approach was that executing a
bad plan immediately is often better than sitting still looking for a better one
that models the robot more correctly. To increase system performance, after a
path had been determined, it is post processed, replacing the head of the plan
with the longest obstacle-free straight path. Not only does this smooth out the
resulting plan, but the robot tends to go straight at the first “restricted” point,
always trying to aim at the free space. This allowed the robot to navigate at
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Fig. 3. The left side shows the effect of waypoints. The lines shows the sorted plan-
ning times for 2670 plans with and without waypoints, sorted by time to show the
cumulative performance distribution. The curve with waypoints is significantly lower
for intermediate planning times. The right side shows the plot of planning times vs.
the nodes expanded. KD-trees hold a reasonable advantage even at small numbers of
nodes.

up to 1.7m/s, performing better than any previous system we have used on
our robots. Videos of the current system are available at the following address:
ftp://sponge.coral.cs.cmu.edu/pub/movies/F180-RRT

The best combination of parameters that we were able to find, trading off
physical performance and success with execution time was the following: 500
nodes, 200 waypoints, P [goal] = 0.1, P [waypoint] = 0.7, and a step size of
1/15sec. To examine the efficiency gain from using a KD-tree, we ran the system
with and without a KD-tree. The results are shown in Figure 3. Not only does
the tree have better scalability to higher numbers of nodes due to its algorithmic
advantage, but it provides an absolute performance advantage even with as few
as 100 nodes. The planner was able to perform on average in 2.1ms, with the
time rarely going above 3ms. This makes the system fast enough to use in our
production RoboCup team, as it will allow 5 robots to be controlled from a
reasonably powerful machine while leaving some time left over for higher level
action selection and strategy.

Conclusion

In this work a robot control system was developed that used an RRT path
planner to turn a simple reactive scheme into a high performance path plan-
ning system. The novel mechanisms of the waypoint cache and adaptive cost
search were introduced, with the waypoint cache providing much improved per-
formance on difficult but possible path planning problems. The real robot was
able to perform better than previous fully reactive schemes, traveling 40% faster
while avoiding obstacles, and drastically reducing oscillation and local minima
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problems that the reactive scheme had. This is also the first application of which
we are aware using an RRT-based path planner on a real mobile robot.

Several important lessons can be drawn from this work in the context of
real-time path planning in highly dynamic domains:

– A heuristic may perform better than a correct model when planning time is
critical. In other words, a better model may not improve the entire system
even if it makes the generated plans better.

– A plan generated from an incorrect model requires post-processing for op-
timal performance. The system worked without post processing, but not
nearly as well as when the local metric could apply its accurate model over a
longer range of the plan and thus remove most of its inaccuracies over that
period of the plan.

– Pre-existing reactive control methods can easily be adapted to be RRT exten-
sion and distance metrics. It can build on these to help eliminate oscillation
and local minima through its lookahead mechanism. Since many existing
robots already have reactive navigation systems, and the RRT core code is
highly generic, We expect this to be a common adaptation in the future.

This work could not have been conducted without the many people in our
group who support our RoboCup F180 small robot team. We would specifically
like to thank Brett Browning and Mike Bowling, without whom we wouldn’t
have a team or robots with which interesting research projects could be done.
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Abstract. This paper describes the scoring policy which is used by the
agents of the UvA Trilearn simulation team. In a given situation this
policy enables an agent to determine the best shooting point in the goal,
together with an associated probability of scoring when the ball is shot to
this point. Our policy is based on an approximate method for learning
the relevant statistics of the ball motion which can be regarded as a
geometrically constrained continuous-time Markov process.

1 Introduction

The RoboCup Simulation League is based on a soccer simulation system called
the RoboCup Soccer Server [2]. The soccer server provides a realistic multi-agent
environment. Various forms of uncertainty have been added into the simulation
such as sensor and actuator noise, limited perception and noise in object move-
ment. Since the main purpose of a soccer game is to score goals, it is important
for a robotic soccer agent to have a clear policy about whether he should attempt
to score in a given situation, and if so, which point in the goal he should aim for.
This paper describes the scoring policy that is used by the agents of the UvA
Trilearn soccer simulation team. In a given situation this policy enables an agent
to find the best shooting point in the goal, together with an associated probabil-
ity of scoring. Using this scoring policy we reached 4th place at RoboCup-2001
and won the German Open 2002 with a total score of 110-1 over 10 matches.

2 The Optimal Scoring Problem

The optimal scoring problem can be stated as follows: find the point in the goal
where the probability of scoring is the highest when the ball is shot to this point
in a given situation. A key observation for solving the optimal scoring problem
is that it can be decomposed into two independent subproblems:

1. Determining the probability that the ball will enter the goal when shot to a
specific point in the goal from a given position.

2. Determining the probability of passing the goalkeeper in a given situation.

Since the subproblems are independent, the probability of scoring when shooting
at a certain point in the goal is equal to the product of the two probabilities.
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2.1 Probability That the Ball Enters the Goal

In this section we will show how one can determine the probability that the
ball will end up somewhere inside the goal when shot at a specific goal point.
To this end we first need to compute the deviation of the ball from the aiming
point. This deviation is caused by the noise which is added to the ball velocity
vector in each simulation cycle1. Note that the ball motion can be regarded as
a diffusion process since the position of the ball in each time step diffuses over
time. We can treat it as a Markov process because the future development is
completely determined by the present state. Finding an analytical solution of
the corresponding diffusion process is difficult for two reasons:

– The motion noise which is added by the server is by construction non-white
since it depends on the speed of the ball in the previous cycle.

– The process is geometrically constrained since the ball must enter the goal.

This makes an analytical computation of the process statistics non trivial. There-
fore, we propose to learn the ball motion statistics from experiments. This gives
an approximate solution to the problem of computing the statistical properties of
a geometrically constrained continuous-time Markov process and we believe that
this relatively simple alternative, can be useful in other applications as well2.

Our solution thus amounts to estimating the cumulative noise directly from
experiments. To this end, we calculated the deviation of the ball perpendicular
to the shooting direction as a function of the distance that the ball had traveled.
This function was learned by repeating an experiment in which the ball was
placed at even distances between 0 and 32 metres in front of the center of the
goal (zero y-coordinate) with a player directly behind it. The player then shot the
ball 1,000 times from each distance with maximum power towards the center of
the goal. For each instance we recorded the y-coordinate where the ball entered
the goal and used these values to compute the sample standard deviation σ of
the ball. To a good approximation this function could be represented by

σ(d) = −1.88 · ln(1 − d/45) (1)

The next step is to compute the distribution of the ball when it reaches the
goal line. For this we use a fundamental result from probability theory called the
Central Limit Theorem. This theorem states that under certain conditions the
distribution of the sum of N random variables xi will be Gaussian as N goes to
infinity [1]. This Gaussian g must have a zero mean and a standard deviation
σ = σ(d) from (1). Using this model, we can compute the probability that the
ball will end up inside the goal when shot from an arbitrary position on the
field perpendicularly to the goal line. This probability equals the area that lies
1 In the current version of the soccer server the ball velocity in cycle t + 1 is equal to

(vt+1
x , vt+1

y ) = 0.94 ·(vt
x, vt

y)+(r̃1, r̃2) where r̃1 and r̃2 are random numbers uniformly
distributed over the interval [−rmax .. rmax] with rmax = 0.05 ·‖(vt

x, vt
y)‖.

2 e.g Brownian motion problems. The term Brownian motion is used to describe the
movement of a particle in a liquid, subjected to collisions and other forces.
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Fig. 1. Two situations of shooting to the goal (light gray) together with distributions.

under the respective Gaussian density function in between the two goalposts as
is shown in Figure 1(a). When the y-coordinates of the left and right goalposts
are denoted by yl and yr with yl < yr, this can be computed as follows:

P(goal) =
∫ yr

−∞
g(y; σ) dy −

∫ yl

−∞
g(y; σ) dy = G(yr; σ) − G(yl; σ) (2)

where G(y; σ) equals the cumulative distribution function of the Gaussian g(y; σ).
Finally, we have to compute the probability that the ball enters the goal

when shot at an angle to the goal line (see Figure 1(b)). This case is somewhat
more involved than the previous one due to the fact that the noise can cause the
ball to travel different distances before it reaches the goal. Since different trav-
eled distances imply different deviations according to (1), the ball distribution
along the goal line is no longer Gaussian and this makes an exact calculation
of the total probability difficult. However, the key observation is that we want
to compute probability masses and that for equal masses the particular shape
of the distribution that produces these masses is irrelevant and we can compute
the probability mass from the identity

P(goal) = 1 − P(not goal) = 1 - P(out from left) - P(out from right) (3)

where P(not goal) denotes the probability that the ball misses the goal, either
going out from the left or right goalpost. This probability mass is easier to com-
pute, to a good approximation, from the tails of the Gaussian distributions cor-
responding to the goalposts. This is shown in Figure 1(b): when the ball reaches
the left goalpost it has effectively traveled distance dl and its corresponding dis-
tribution perpendicular to the shooting line is Gaussian with deviation σ(dl)
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from (1). The probability that the ball misses the goal going out from the left
goalpost is approximately3 equal to the shaded area on the left in Figure 1(b):

P(out from left) ≈
∫ −sl

−∞
g(y; σ(dl)) dy (4)

where the integration runs up to −sl which denotes the (negative) shortest dis-
tance from the left goalpost to the shooting line. The situation that the ball
misses the goal going out from the right post is analogous.

2.2 The Probability of Passing the Goalkeeper

The second subproblem can be stated as follows: given a shooting point in the
goal, determine the probability that the goalkeeper intercepts the ball before it
reaches the goal line. We propose an empirical method for learning this prob-
ability from examples of successful and unsuccessful scoring attempts. In our
experiments we have used the goalkeeper of RoboCup-2000 winner FC Portugal
2000, since it appeared to be one of the best available goalkeepers at that time.

To cast the problem into a proper mathematical framework, we note that
ball interception can be regarded as a two-class classification problem: given the
shooting point in the goal together with the positions of the goalkeeper and the
ball (input feature vector), predict which class (intercepting or not) is most prob-
able. Moreover, we are interested in the posterior probability associated with the
prediction of each class. We performed an experiment in which a player repeat-
edly shot the ball from a fixed position straight to the goal, while the goalkeeper
was placed randomly in different positions relative to the ball. A data set was
formed by recording 10,000 scoring attempts, together with a boolean indicat-
ing whether the goalkeeper had intercepted the ball. An analysis of the resulting
data revealed that the relevant features for classification were the following4:

– The absolute angle a between the goalkeeper and the shooting point
– The distance d between the ball and the goalkeeper

These two values form a two-dimensional feature vector on which the classifica-
tion has been based. The recorded data set is depicted in Figure 2(a) which shows
that there is an almost linear discriminant function between the two classes. We
determined this discriminant function via linear regression on the boolean class
indicator. This procedure is known to give the optimal Fisher’s Linear Discrim-
inant which has the property that it maximizes the ratio of the between-group
variance and the within-group variance for the two classes [3]. The resulting
discriminant function is characterized by the equation

u = (a − 26.1) ∗ 0.043 + (d − 9.0) ∗ 0.09 − 0.2 (5)
3 There is a small probability that the ball ends up to the right of the left goalpost

after travelling an ‘illegal’ trajectory outside the field. The ball thus actually went
out from the left in this case but we neglect this probability in (4).

4 Principled methods for automatic feature extraction are described in [3].
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for distance values d between 3 and 15. This can be interpreted as follows:
for a new angle-distance pair (a, d), the sample mean (26.1, 9.0) is subtracted
after which the inner product with the vector (0.043, 0.09) is computed. The
resulting vector is perpendicular to the discriminant boundary which is shifted
by the offset −0.2. The pairs (a, d) for which (5) equals zero form the boundary
between the two classes. This is plotted by a dotted line in Figure 2(a).
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Fig. 2. Data set for goalkeeper interception experiment together with derived statistics.

Projecting all the (ai, di) pairs perpendicularly to the discriminant line via (5)
gives a set of one-dimensional points ui that, to a good approximation, describe
the two classes. The histogram class distributions of these points are plotted in
Figure 2(b). Instead of trying to model these two distributions parametrically, we
note that the relevant range for classification is only where the two histograms
overlap. It is easy to see that the posterior probability of non-interception will
be zero for approximately u ≤ −0.5, one for u > 0.5 and will increase smoothly
from zero to one in the interval in between. The posterior probability can thus be
represented by a sigmoid function. In the region where the class distributions for
interception and non-interception overlap, we fit a univariate Gaussian function
on each class as shown in Figure 2(c). For each class C this gives us a Gaussian
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model for the class-conditional density function P(u|C). With this model we can
compute the posterior probability P(C|u) for a class C using the Bayes rule

P(C|u) =
P(u|C) P(C)

P(u|C) P(C) + P(u|C̄) P(C̄)
(6)

which is a sigmoid-like function. Since this is a simple two-class classification
problem, C̄ refers to the ‘other’ class in this case, while the prior probability
P(C) for a class C is computed as the proportion of points ui in the data set
which belong to C. In Figure 2(d) we have plotted the posterior probability for
the non-interception class, together with the sigmoid approximation

P(pass goalkeeper | u) =
1

1 + exp(−9.5u)
(7)

which allows for an easy implementation.

2.3 Determining the Best Scoring Point

Having computed the probability that the ball will end up inside the goal (3)
and the probability that the goalkeeper will not intercept it (7), the assumption
of independence gives the total probability of scoring in a given situation as
the product of these two values. This total probability is a bell-shaped function
which represents the probability that the ball will enter the goal and which has
a valley around the position of the goalkeeper. This curve will always have two
local maxima which correspond to the left and right starting point of the valley,
which can be located using a simple hill-climbing algorithm [4]. The highest one
denotes the global maximum and is selected as the best scoring point.

3 Implementation and Demonstration

We have incorporated our scoring policy into the agent’s decision loop as follows.
When the agent has control of the ball, he first checks whether the probability of
scoring is larger than a certain threshold5. If the total scoring probability exceeds
this threshold then the agent tries to score by shooting the ball with maximum
power towards the best scoring point. Otherwise he considers different options,
such as dribbling, which he performs when the predicted success rate is high
enough. However, when all possible alternatives fail and the agent stands at a
close distance to the goal, he decides to shoot to the best scoring point anyhow.

Figure 3 shows two successive situations which were taken from a real match
played by UvA Trilearn. In Figure 3(a) the player with the ball stands to the
left of the goal which is covered well by the opponent goalkeeper. The scoring
probability curve which corresponds to this situation is shown in Figure 3(c).
The total scoring probability (solid line) is very low for all the points on the goal
5 90% in our current implementation.
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Fig. 3. Two successive match situations with associated scoring probability curves.

line6 and the player with the ball thus rightly decides not to shoot to the goal.
However, several cycles later the situation is completely different. The right wing
attacker now has a high probability of scoring in the right half of the goal.

6 Note that the noise in the ball movement causes a non-zero scoring probability when
the ball is shot to a point just outside the goal. In our implementation these points
are never selected however, since we only consider points on the goal line for which
the single probability of entering the goal is more than 0.7 (=EnterGoalThr).
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4 Conclusion

In this paper we have described a methodology that allows a simulated soccer
agent to determine the probability of scoring when he shoots the ball to a specific
point in the goal in a given situation. The single probability that the ball enters
the goal (first subproblem) depends on the values of various parameters which
control the movement noise of the ball, the size of the goal, etc. The approach
is general in the sense that it enables one to ‘learn’ this probability even when
these parameter values change. However, the single probability of passing the
goalkeeper (second subproblem) depends on the opponent goalkeeper and dif-
ferent goalkeepers exhibit different behaviors. In our current implementation we
have based this probability entirely on the goalkeeper of FC Portugal. Since this
is a good goalkeeper, the approach is useful against other goalkeepers as well7.

Ideally however, the probability of passing the goalkeeper should be adap-
tive and the model should incorporate information about the current opponent
goalkeeper instead of using that of a particular team. The desired case would
be to let the model adapt itself during the game, using little prior information
about the current goalkeeper. This is a difficult problem because learning must
be based on only a few scoring attempts. It is therefore important to extract
the most relevant features and to parametrize the intercepting behavior of the
opponent goalkeeper in a compact manner that permits on-line learning.
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Abstract. Using potential-fields is a seldomly used technique in
RoboCup scenarios. The existing approaches mainly concentrate on
world state representation on single actions such as a kick. In this paper
we will show how to apply potential fields to assist fast and precise deci-
sions in an easy and intuitive way. We go beyond the existing approaches
in using potential fields to determine all possible player actions, basic and
advanced tactics an also general player behaviors. To ensure fast com-
puting we mainly use basic mathematical computation for potential field
related calculations. This gives us the advantage of both determining and
understanding player actions. Therefore, integrating future features such
as a complex online coach and progressive localization methods will be
easier. We implemented the approach in our team Bremen University
Goal Seekers (BUGS) and tested it in numerous games against other
simulation league teams. The results show that CPU-time of making
a decision per team has been decreased significantly. This is a crucial
improvement for calculations in time-critical environments.

1 Introduction

The idea to use potential fields is based on retrieving knowledge for the best
possible place for an agent to act on. These actions are kick, dribble and dash.
Due to this it can easily be adapted to all RoboCup-leagues. We are able to
represent all possible game situations by taking all necessary information from
the already existing worldmodel of CMU-99 and interpreting them as objects
in the potential fields. The decision for an action is made by a heuristic based
on the determination of the distance to this point. Having a large distance will
imply kicking the ball to it. With a short distance to it we will dribble to this
point. If we don’t have the ball we dash to the target.

There have previously been approaches with regard to potential fields. Simi-
lar to electric fields by [Johannson and Saffiotti, 2001] and similar to approaches
as described in [Latombe, 1991] we use potential fields to represent world model
states. In comparison to the mentioned approaches we focus on the fastest possi-
ble decision-making and general usability. This means that we use potential fields
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to derive any decision that has to be made by an agent. [Nagasaka et al., 2000]
use potential fields for actions like a single kick. Our general usability approach
goes further. [Johansson, 2001] combines decision-making and navigation in us-
ing potential fields. Our approach is similar, however, the difference is the envi-
ronment: it is real-time, dynamic and more flexible. Therefore, the processes are
more difficult.

2 Using Potential Fields in BUGS

For better understanding of the more complex associations discussed later in this
paper we have a closer look towards potential fields and show their flexibility
and hidden complexity.

2.1 Basic Use of Potential Fields

For building a potential field it is necessary to lay a grid upon the soccer field.
The grid resolution, although it is customizable, used in the BUGS-client is
60*40, which means ≈ 2m2 per grid field. Based on information about all visible
moving objects, the game situation and extra knowledge about own tactic and
formation, numeric entries (only integer) in all grid fields are made. The relations
between the different aspects are controlled by 15 changeable parameters (which
are meant to be on-line manipulated by the coach, depending on various game
statistics).

The point about the speed of our algorithm results from various simplifica-
tions in calculations and design of potential fields. One is that we dont have
functions which will interpolate the resulting potential fields. These interpola-
tions are unnecessary because of the predefined areas of effect of each world
object (this works like stamps with integer values). Another one is the using of
a grid instead of the soccerserver coordinates.

Every agent, including the coach, will call a potential field based on his
own world model every few cycles (2-8). Timing depends on game situation
and distribution of CPU-power. Although we have enough of CPU power, while
still running all clients on one computer, we tend to keep it well balanced to
absolutely guarantee complete decisions for all agents. One starting point only
allows the next soonest potential field calculation every other turn, starting with
half the agents on an even and the other half on an odd cycle. Situation-based
timing is obvious: a ball-leading agent should do calculations every other cycle;
a position-holding or adjusting agent, with the ball 60m away, will do so again
in about 20 cycles or earlier if the ball comes closer to him.

To decide which action is next the complete field and some more informa-
tion (e.g. ball possession and position, own position) are necessary. The best
value within the grid always means the best position for the next action. Again,
these actions are dashing, kicking and dribbling. Using only these simple player-
actions, the whole space of soccer-behavior can be emulated. How far this goes
and how it exceeds the obvious will be discussed next.
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2.2 Advanced Use of Potential Fields

In order to understand the complexity level and the possibilities of potential
fields, it is necessary to know their gradual structure. This is the point where
a concrete view can be won on later possibilities and implicit conversions of
advanced tactics. In fact the BUGS-potential field-method includes some ten-

Fig. 1. A typical potential field

dencies towards planning algorithms. Like a superior plan all clients have a
similar basic potential which leads towards the opponent’s goal. Each individual
action, which is decided, contains the adherence to these basic guidelines, thus
the rough superordinate plan. While following a global intention will not make
a planning algorithm, viewing all generated potential fields in parallel as one
unit means a large step towards a global plan. We need to show the interaction
between single potential fields. There are two reasons for the fields to interact
with each other. The first reason is rather trivial. Each single field contains its
player position such as offense, left middle field, etc.. We get tactical formations
due to tuning this positions and possibly adjusting them to recognized oppo-
nent positions (see section 2.4). The second reason seems to be trivial too, but
has non-obvious consequences: every potential field is quite similar to the fields
generated by neighbor agents, thus based on (nearly) the same inputs which
generates similar results. These results are only altered by their own positions
and the individual noise transmitted by the soccer server. Suppose all agents
building potential fields at the same time, each with its own view of the same
situation, permanently influencing each other with their decisions. While one
player holds the ball the others take position to be passable. This behavior re-
sults in building a complete way for the ball into the opponent’s goal for most
of the time while in ball possession. However, this scenario will not work most
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of the time due to interceptions, thus, alternatives are created at any time. This
is the point of similarity to planning algorithms: based on the current situation
we determine sets of actions, which hopefully results in a goal. This might be
dangerous because our algorithm has not really a similarity with any planning
algorithms from the implementation point of view but the rudimentary behavior
is the same in some way, especially for the RoboCup simulation league where
world model states and conditions for decision-making are changing fast.

2.3 Example for Advance Use

As we described above, we can assign special values to areas in the grid to gain
a special behaviour. The following example shows how it works and gives some
views on other tactics which we can evoke by assigning values to the grid.

Offside. A very important tactic in soccer is the use of the offside rule against
the other team. Many teams use this tactic to gain freekicks and to interrupt
opponents offense easily. Many teams have problems either by setting an offside
trap or by recognizing the opponents offside trap. With an potential field we can
assign negative potentials to either the own offside area or the opponents offside
area. If we assign these potentials to the own offside area we achieve that we
build up a offside trap. Due to the negative potential in this area, no field player
will move into this area on his own. The major exception to this rule is the ball
interception after the ball enters this area. Similar happens on the opponents
offside area. We assign bad values to this area and achieve that no agent stays
in or moves into this area if he don’t have the ball or if the ball is already in this
area.

Further Examples. The method described in the last section can be used on
all possible tactical areas. To build up an offensive strategy on the field edges
we can simply assign positive potentials in these particular regions. If we want
an agent to stay in a specific area (eg. its position in the team), we can assign
negative values to areas outside its tactical area or assigning positve values to
his tactical area.

We added some additional points of possibilities for assigning values to this
section. This is just a small list, which should show the power of assigning values
to the grid within the potential fields:

– The own penalty area is an area where the ball shouldn’t stay that long. By
assigning a negative value to this area we can achieve, that the ball is kicked
outside this area quickly, if an agent has the ball. Because of the negative
value in this area, his target point automatically is set outside this area.

– assigning positive values to the opponents penalty area and goal, the attrac-
tion to this points is high enough to let the attacking agents move to and
kick to this specific area.
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A very important aspect to the value assigning is the online coach which we plan
to use. With his clear view onto the game he can gain statistics about the game.
So he can easily assign basic values to specific areas for all, some and even single
agents. We developed a coachlanguage where we can encode data for assigning
values to the agents. The coach is able to get informations from his statistics
which tells him, what areas of the field is mostly used by the opponents. By
assigning positive values to this areas, the agents will be able to intercept the
ball or the opponents agents earlier.

2.4 Influence of the Tactical Online Coach

We develop a tactical online coach, whose purpose is the statistic evaluation of
both our own team and the opponents team. In addition, it will log frequency
points of positions of all moving objects. Both will be used for game evalua-
tion, which is necessary to re-distribute player-resources, change tactics, and
re-arrange player formations. These statistics are ball losses, percentile ball pos-
session, percentile ball position per team section (defense, mid-field, offense),
number of wrongly passed balls, gaining of ground and some other variables.
These numbers will show the quality of each team section and in addition its’
relative efficiency. Based on these values we will modify various player settings,
including player type, position, relations between objects in the potential field
or tactic for a single agent, and additionally player formation for a team sec-
tion or the whole team. All of these changes have an influence on the potential
fields, changing tactics for example may tilt the whole field (as described above),
formations will simply set new orientation points for the agents, which center
the agent’s preferred area of action. Special regards should be considered to the
changes of object relations in the potential field, because this is the most sub-
tle way to change behavior, although it could have the greatest effects. Here is
an example: While raising ball priority will probably do nothing because it is
already very high, raising team mate priority slightly may result in passing the
ball for a little more percentage rather than dribbling with it. A medium change
in opponent priority can change the whole game. Raising it will give an evasive
play, lowering may result in nearly ignoring (as long it’s possible) while in ball
position. Sometimes a change in relations has unforeseen consequences, which
makes this way of influence as dangerous as powerful. But this is the reason why
we change them, great shifts in behavior might imply great improvements in
play.

3 Evaluation and Results

Probably the hardest work was the adjustment of the priorities for the evaluation
algorithm as described above. For this we developed a tool which shows the cal-
culated potential fields of all agents. We are also able to locate errors in priorities
and to bring the real potential fields towards our original intentions. Our agents
were running on a Pentium II 400 Mhz Processor with 128 MB of RAM located
in the computer pool of the Department of Mathematics and Computer Science.
The operating system on this machines is RedHat Linux 7.2. Table 1 shows our
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performance test based on a tool called gprof. This GNU-tool produces an execu-
tion profile of C or C++ programms. All values in the table refers to a complete
game. The first column describes percentage of the total running time of the pro-
gram used by this function. The second column describes the number of seconds
accounted for by this function alone. The third column describes the total num-
ber of calls. The last colums contains the functions’ names. Both rows are the
most evoked functions of our agent. The function named estimate future pos(...)
is a CMU-function mostly used by the worldmodel itself. The function in the
second row is the function which is used to generate potential fields. The result
shows that our complete potential field generation uses less than 9% of the time.
Until now these numbers aren’t really expressive for the RoboCup-scenario, be-
cause of their lack of comparison. Comparison of our evaluation algorithm with
similar decision algorithms of other teams is difficult because we can’t isolate
their decision module. The only thing we can compare is the used CPU-time and
the amount of memory. The used memory is less interesting, because there is
enough memory available in a tournament. For extracting these results we sim-
ply used top (Unix-command) while playing a normal game. Both teams and
the soccer server were each running on different computers (the type mentioned
above). We repeated each game 15 times and took average values. Karlsruhe-
Brainstormers and Mainz-Rolling-Brains were run with the old soccer server
v. 7.x, our team and FC-Portugal on soccer server v. 8.x. The use of different
soccer servers should not make any difference for the results. The BUGS-team
appears twice in the table because of two different grid resolutions to show the
relation between resolution and performance. We choose FC-Portugal because
it is also based on the CMU-99 sources. Karlsruhe Brainstormers01 was chosen
because of it’s good performance in Seattle and Mainz-Rolling-Brains completes
the list of reference teams. Results are given in table 2. We can see that our
team BUGS has the best performance with regard to the maximum CPU time
used with a grid-resolution of 60*40. It uses only between 40 - 64% of the time
that FC Portugal needs and is twice as fast as K. Brainstormers, again, with a
grid-resolution of 60*40. Similar relations can be seen in the column ‘minimum
used CPU’ where the BUGS team uses less than 0.1%. Here, the team from
Mainz has the highest values with 1.5%. As far as memory is concerned we can
note that Karlsruhe Brainstormers always use the same amount of memory. This
is probably due to the fact that they are completely based on artificial neural
networks. The same relation between maximum and minimum memory used one
can see with our team BUGS. It remains constant at a low rate. Only the team
from FC Portugal has a difference in the memory. This indicates that they use
various techniques for decision-making. Although we used more than twice the
original field size, we are still well performing.

Our team has been accepted for the RoboCup 2002 in Fukuoka with the
following qualification results: Karlsruhe Brainstormers 2001 - BUGS : 8 - 0;
RoboLog - BUGS : 7 - 0. Although we lacked in offensive capabilities and we
were still at the beginning at the date of qualifications, we can say due to this
results, that our approach seems promising.
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Table 1. potential field generation based on time and evocation

% time self seconds # calls name
20.62 0.60 288024 estimate future pos(...)
8.59 0.25 1526 getEvaluatedAction(...)

Table 2. Best performance test based on a time evaluation relation for the algorithm

Team Max
CPU

Min
CPU

Min
Memory

Max
Memory

FC Portugal 00 12.0% 0.3% 0.5% 1.0
BUGS(90*60) 7.6% < 0.1% 0.7% 0.8%
BUGS(60*40) 4.6% < 0.1% 0.6% 0.7%
K. Brainstormers 00 9.8% 0.1% 2.0% 2.1%
Mainz Rolling Brains 00 5.1% 1.5% 1.1% 1.1%

4 Conclusion

We used the potential-fields to represent all game situations. But in addition to
[Nagasaka et al., 2000] we use it for all possible actions, not only for a kick. We
used it to decide which action we make and what the situation is. Our method
is intuitive and fast at the same time. The main advantage is, that we are able
to use a single algorithm to determine the agents action (“One algorithm to fit
them all”). The waiving of complex rules and algorithms is another advantage.

We are able to use the Potential-field for finding a teammate to pass the ball
to as we are able to find a position a teammate will pass to. Using an online
coach, makes the decision even better. With a coach we are able to give simple
advises to the playing agents. Additionally we can give single agents different
positions, which makes the potential-field even exacter. We use the potential-
field approach in our own team in the simulation league scenario. Because of
this new way of decision finding, we don’t want to make any statement about
the quality of this decision. But we have shown that the decision we determined
is done due to an easy and especially fast algorithm. The CPU-time used by
an agent is very low and the used memory also. The qualification for RC-02 in
Fukuoka is a first step towards a successful team.
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Abstract. The F180 RoboCup league relies on a single camera mounted
on top of the field. It is of great importance to use an adapted calibra-
tion method to locate robots. Most of the methods used are developped
for specific application where 3D is required. This paper presents a new
calibration method specially developped for the F180 league geometry,
allowing the determination of the camera pose parameters and the cor-
rection of the parallax in the image due to different heights of observed
robots. This method needs one calibration plane that also could be used
for correcting optical distortions introduced by the lens.

1 Introduction

The determination of the robot location on the field is of great importance in the
RoboCup contest. The camera calibration determines the intrinsics parameters
of the camera and its position according to the field. A high number of calibration
methods can be found in the litterature. Camera calibration has seen great im-
provement since the beginning of the 90’s. The main drawbacks of these methods
is that in most cases they were developped for special applications, sometimes
using complicated formulations that are not necessary in the case of the F180
calibration problem. Projective geometry is most of the times unavoidable each
time camera calibration is needed. Giving a closer look to the main task to be
solved, we find out that most of the features of the calibration are points lying
on planes. In this case the use of homographies is by far the most approriate
tool to solve the problem. The method proposed here relies on the computation
of a single homography determined between the image plane and the field plane.
This homography can be used to switch from one plane to the other. Compared
to [1] the developped method needs one plane of calibration at a single height,
then by introducing the intrinsics parameters one can retreive any homography
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Fig. 1. Rotation and translation between world and camera coordinate frames

for a specific height. The method can be applied to any world plane but, in F180
context, we only need it for planes at different heights. The determination of
the intrinsics parameters can be computed by different approaches, for a better
overview the reader should refer to [3][2] where several methods are exposed.

2 The Projective Camera

A general camera can be modelized according to the pinhole model by a 3 × 4
projection matrix P . It represents the transformation between a world point
expressed by a homogeneous 4-vector X = [X Y Z 1 ]T , and an image point
expressed by a homogeneous 3-vector x = [x y 1 ]T :

x = PX . (1)

The matrix P can be decomposed in blocks in the following way:

P = K[R t ] , (2)

where, K is a upper-triangular 3 × 3 matrix and represents the intrinsic camera
parameters, R is a 3 × 3 rotation matrix and t is a translation vector. {R, t}
relates the camera orientation and position with the world coordinate system
(fig. 1).

More information on the projection matrix P can be found in [3], [4].

3 Projection Matrix and World Plane at Z = 0

The relation (2) can be expressed as:⎛⎝x
y
1

⎞⎠ = K[r1 r2 r3 t ]

⎛⎜⎜⎝
X
Y
Z
1

⎞⎟⎟⎠ , (3)

with r1, r2, r3, the three column vectors of the rotation matrix R.
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Z. Zhang has shown in [5] that (3) can be written without lost of generality
in the case Z = 0: ⎛⎝x

y
1

⎞⎠ = K[r1 r2 t ]

⎛⎝X
Y
1

⎞⎠ . (4)

This represents the relation between points of the world plane Z = 0 and the
image plane. Such a relation is a projective transformation H and is called a
homography: ⎛⎝x

y
1

⎞⎠ = λH

⎛⎝X
Y
1

⎞⎠ . (5)

The homography H is defined up to a scale factor λ.

From (4) and (5), we deduce that:

λH = K[r1 r2 t ] (6)

λ[h1 h2 h3 ] = K[r1 r2 t ] (7)

4 Pose Determination from a World Plane at Z = 0

We start with the hypothesis that the homography H has been computed from
world points (Z = 0) and image points correspondances [3], [1]. Then, the pose
{R, t} of the camera can be determined from (6) [5]:

[r1 r2 t ] =
1

‖K−1h1‖K−1H . (8)

As R is a rotation matrix we easily deduce r3 from:

r3 = r1 × r2 . (9)

5 Homography of a World Plane in General Position

In this section we will explain the method to determine the homography Hπ

corresponding to a world plane π wich as been translated from a distance d on
the Z axis above the the plane Z = 0 (cf. fig. 2). The reader should be aware
that once HZ=0 has been determined, it is possible to retrieve Hπ for any plane
of the 3D-space.

A plane in 3-space can be written in homogeneous representation as:

π =
(

n
d

)
, (10)
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Fig. 2. Camera pose determination and homography of a general plane

with n a 3-vector representing the plane normal, and d a scalar representing the
plane distance from the world origin.

Points Xπ on a plane π verify the dot product:

πT Xπ = 0 . (11)

Xπ can be decomposed in two blocks:

Xπ =
(

X̃π

T

)
, (12)

where X̃π is the euclidean coordinates and T is the homogeneous term.

From (10), (11) and (12) we have:

nT X̃π + dT = 0 , (13)

T = −nT X̃π

d
. (14)

Then, from (1) with X = Xπ and (12):

x = K[R t ]

(
X̃π

−nT X̃π

d

)
, (15)

thus

x = K

(
R − tnT

d

)
X̃π , (16)

we then have
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Fig. 3. Binary image of the calibration object in Z = 0. Red plus are the gravity centers.
Green croses are the gravity centers corrected in optical distortion. Blue circles are the
reprojection by the ground plane homographie (Z = 0)

x = HπX̃π , (17)

where

Hπ = K

(
R − tnT

d

)
(18)

We have seen that all our development supposes that we know the matrix K
of the intrinsic parameters. Different techniques can be found in the literature
such as in [3], [5] or [2].

6 Experiments

The matrix K and the distortion parameters have been previously computed
using an iterative Faugeras-Tauscani method [2][4]. The calibrated camera is
placed above the plane Z = 0. Not necessarily in front. A known grid has been
placed on this plane. After extraction of the circles gravity centers and correction
of the optical distortion, we can compute the homography HZ=0 that relates the
world points of the grids with the corresponding image points (cf. fig. 3):

HZ=0 =

⎛⎝2.1606 −0.0394 28.0646
0.0710 2.1464 8.8549
0.0001 −0.0000 1.0000

⎞⎠ . (19)

The pose of the camera is evaluated as explained in Section 4. Then we can
compute the homography for a plane. We have chose a plane placed at 20 cm
above the ground (Z = −20cm). It is supposed to be the hight of a robot. More
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Fig. 4. 3D representation of the extracted gravity center (red plus) on the plane Z = 0
and the estimated position on a plane at Z = −20cm (green asterisks)

Table 1. Residual errors for HZ=0 and HZ=−20cm. The images points have been cor-
rected in opical distortion before the homography estimation. We can see the hight
precision of the localization

Homography Ground error Image error

H(Z=0) 0.12646 cm 0.26687 pixel
H(Z=−20cm) 0.29487 cm 0.38189 pixel

precisely the hight of the color code identifying it. The position is determined
by the gravity center of the color code (cf. fig. 4 and 5):

H(Z=−20cm) =

⎛⎝618.8987 −12.1651 −101.5083
19.5795 621.2943 108.5343
0.0238 0.0075 −13.3978

⎞⎠ . (20)

For error evaluation, the calibration object has been translated by 20 cm
up. Gravity centers are extracted and optical distorsion is removed. Then points
positions are compared with those obteined by the method explained above.
Results are presented in table 1.
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Fig. 5. Extracted grid, corrected in distortion, (red plus) and estimated positions of a
virtual grid placed at 20 cm above the ground (green asterisks)

7 Conclusion

We have there proposed a simple and efficient method that deals with parallax
for the F180 robots localization. It requires only a single calibration pattern on
the ground flour and the camera can be posed in general position. From this one
it is now possible to determine robots locations with quite a good precision. The
user only needs to compute one homography per robot’s hight. The experimental
results have shown that the object can be localized with good accuracy at any
level from the ground floor.

References

1. R. Benosman, J. Douret, and J. Devars. A simple fast an accurate calibration
method for the f180 league. In The Robocup 2001 Symposium. LNCA Springer
Verlag, New York, 2002.

2. O. D. Faugeras and G. Toscani. The calibration problem for stereo. In Proceedings
of the IEEE International Conference on ComputeVision and Pattern Recognition,
pages 15–20, 1986.

3. R. Hartley and A. Zisserman. Multiple view geometry in computer vision. Cambridge
University Press, New York, 2000.

4. R. Horaud and O. Monga. Vision par ordinateur, outils fondamentaux., chapter 5:
Geometrie et calibration des cameras. Editions Herm‘es, Paris, 1993.

5. Zhengyou Zhang. A flexible new technique for camera calibration. IEEE Transac-
tions on Pattern Analysis and Machine Intelligence, 22(11):1330–1334, 2000.



Reinforcement Learning in Large State Spaces
Simulated Robotic Soccer as a Testbed

Karl Tuyls, Sam Maes, and Bernard Manderick

Computational Modeling Lab (COMO)
Department of Computer Science

Vrije Universiteit Brussel
Belgium

{ktuyls,sammaes}@vub.ac.be, bernard@arti.vub.ac.be
http://como.vub.ac.be

Abstract. Large state spaces and incomplete information are two prob-
lems that stand out in learning in multi-agent systems. In this paper we
tackle them both by using a combination of decision trees and Bayesian
networks (BNs) to model the environment and the Q-function. Simu-
lated robotic soccer is used as a testbed, since there agents are faced
with both large state spaces and incomplete information. The long-term
goal of this research is to define generic techniques that allow agents to
learn in large-scaled multi-agent systems.

1 Introduction

In this paper we address 2 important problems that occur when learning in
multi-agent systems (MAS). The first is a problem of large state spaces. Existing
formalisms such as the Markov game model[Hu99][Lit94] suffer from combinato-
rial explosion, since they learn values for combinations of actions. We suggest to
use a combination of decision trees and Bayesian networks (BNs)[Rus94]to avoid
this problem of tractability. We will discuss the problem of modeling the envi-
ronment and other agents acting in the environment in the context of Markov
Games. The Markov game model is defined by a set of states S, and a collection
of action sets A1, ..., An (one set for every agent). The state transition function
S × A1 × ... × An → P (S) maps a state and an action from every agent to a
probability on S. Each agent has an associated reward function Ri :

S × A1 × ... × An → � (1)

where S × A1 × ... × An constitutes a product space. The reward function for
an agent Ai calculates a value which indicates how desired the state S and the
actions of the agents A1, . . . , An are for agent Ai.

In this model learning is done in a product space and when the number of
agents increases this model becomes prohibitively Agent 1 observes the environ-
ment and all other n agents. A table represents the accumulated reward over
time according to each possible situation. We represent the environment by a
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set S of possible states, and each agent has a set Ai of possible actions. So we
have |S|×|A1|×, ...,×|An| possible situations, which need to be stored in a table
with a matching reward value. Now if the number of agents increases and the
environment becomes more complex this table becomes intractable. This is what
we call the large state space problem.

Nowe and Verbeeck [Now00] avoid this problem by forcing an agent to model
only the agents that are relevant to him. A similar approach is adopted in [Def01].

The second problem is one of incomplete information. Often an agent is not
given all information about the environment and the other agents. For instance
we don’t always know what action each agent is taking, where the other agents
and the ball are at every timestep. We suggest to use Bayesian networks to
handle this problem of incompleteness. Bayesian networks are a compact repre-
sentation of a joint probability distribution, which allows us to make estimates
about certain variables, given values of other variables. We believe that BNs can
contribute a great deal to this problem.

These two problems that emerge in the setting described above, will be dealt
with in the context of simulated robotic soccer, and we will suggest solutions for
them.

1.1 Simulated Robotic Soccer as a Testbed

We decided to use simulated robotic soccer as the test bed for our research,
because it is particularly well suited for testing the specific problems we are
interested in.

– Large state space, it is obvious that 23 objects on a field can be in a massive
amount of states, especially if we take into account the speed, the accelera-
tion, the direction of these objects next to their position on the field.

– Incomplete information, each agent has only a limited and noisy view of the
environment.

Both the presence of these characteristics and the competitive aspect of
RoboCup make it a challenging domain to work in.

In section 2 we will discuss our general solution to the problems stated in
this introduction. Section 3 will discuss the methodology we will follow to test
the presented ideas and section 4 will present some results. Finally we will end
this paper with a conclusion.

2 Modeling the Environment and Other Agents

In this section we will present our solutions to the problems described in the
introduction. We start with a small introduction on Q-learning, the form of
learning under study.
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2.1 Q-learning

We use a variation of reinforcement learning called single agent Q-learning.
In this form of learning the Q-function maps state-action pairs to values. Let
Q∗(s, a) be the expected discounted reinforcement of taking action a in state s,
then continuing by choosing the optimal actions. We can estimate this function
by the following Q-learning rule

Q(st, at) = Q(st, at) + α[rt+1 + γmaxaQ(st+1, a) − Q(st, at)] (2)

where γ is a discount factor and where α is the learning rate. rt+1 represents the
immediate reward at time t+1. If each action is executed in each state an infinite
number of times on an infinite run and α is decayed properly, the Q-values will
converge with probability 1 to Q∗.

We will use this form of learning for learning individual skills in the simulated
robotic soccer, like for instance learning to go to the ball, or learning to shoot at
goal. When we come in a more challenging situation with other agents present
(for example in a 2-2 situation), this Q-learning rule has to be converted to a
multi-agent Q-learning rule, looking like

Q(st, a
1
t , ..., a

n
t ) = Q(st, a

1
t , ..., a

n
t )

+ α[rt+1 + γmaxa1,...,anQ(st+1, a
1, ..., an) − Q(st, a

1
t , ..., a

n
t )]

where a1
t , ..., a

n
t present the actions of agent 1 to n at time t.

2.2 Bayesian Nets for Large State Spaces

We propose to use Bayesian nets (BNs) for modeling the other agents acting in
the environment and the environment itself. A Bayesian net [Rus94] is a graphical
knowledge representation of a joint probability distribution. A Bayesian net has
one type of node, more precisely a random node which is associated with a
random variable. This random variable represents the agent’s possibly uncertain
beliefs about the world. The links between the nodes summarize their dependence
relationships. BNs can represent a certain domain in a compact manner and this
representation is equivalent to the joint probability distribution.

Our idea is to use such Bayesian nets for each agent to model the other
agents in the domain. The resulting model must describe how the different agents
influence each other and how they influence the reward the agent receives.

Every node of a BN has an associated conditional probability table (CPT),
which quantizes the direct influence of the parents on the child node. In figure
1 we give an example BN of a situation with 4 agents and 5 state variables
representing the environment. This network represents the view of agent 1, and
every other agent has an analogous network representing his view. Without in-
dependence relations in the domain, the network would be fully connected. As
you can see, every node has a direct influence on the accumulated reward Q.

In figure 2 you can see the associated CPT for node Q. Again this table can
become very large, depending on the number of links with Q. So we still have
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s5

Q

a4a3a2s4s3s2s1

Fig. 1. Large state space solution: BN of a domain with 4 agents and 5 state variables.

s1 s2 s3 s4 a2 a3 a4 Q for a1

ns1 ns2 ns3 ns4 na2 na3 na4 Q

...

1 1 1 1 1 1 2 Q

1 1 1 1 1 1 1 Q

1 1 1 1 1 1 3 Q

Fig. 2. The CPT of node Q from figure 1.

s1 s2 s3 s4 a2 a3 a4 Q for a1

ns1 ns2 ns3 ns4 na2 na3 na4 Q

...

1 1 1 1 1 1 2 Q

1 1 1 1 1 1 1 Q

1 1 1 1 1 1 3 Q

s2

a4 s1

s3

state space

Fig. 3. The CPT of node Q converted to a decision tree.

a large state space problem. We suggest to use decision trees to overcome this
problem. This is illustrated in figure 3 where we convert a CPT to a decision
tree. On the left you see the classic table lookup with constant resolution and
on the right you see a decision tree with varying levels of resolution.

Note that the tree is constructed online, and that it is continuously refined
during the Q-learning process. In this way the attention of the agent can be
shifted to other areas, by refining the resolution at some point in the state
space. For more details on the approximating algorithm we refer to [Pye98].

2.3 Bayesian Nets for Incomplete Information

The second problem that we intend to solve in this paper is that of an agent
being faced with incomplete information about the environment. In multi-agent
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systems in general and especially in those where a large number of agents are
involved, it is common that at any given moment a specific agent can only
directly observe a part of the environment and a subset of the agents.

Our solution consists of learning a Bayesian network over the domain. As we
have mentioned before a BN is a concise representation of the joint probability
distribution of the domain. This means that, given a subset of variables, the
BN can be queried to calculate beliefs for the unknown variables. A belief for a
variable consists of a probability for each possible state of the variable. In other
words, a BN can be used to calculate the most probable value for an unknown
variable and that information can then be used to do Q-learning.

For the moment we concentrate our effort at investigating whether the use
of a Bayesian network can help agents to have a more realistic and up-to-date
view of the environment and of the other agents. Until now we assume that the
Bayesian network of the domain is given beforehand, learning a BN online is
part of the future work.

3 Methodology

In this section we clarify where we want to go with our research, how we want
to get there and also where we stand today.

The ultimate goal of our research is to define generic techniques that allows
agents to learn in large-scaled multi-agent systems. To achieve this, two problems
stand out. Firstly, large state and action spaces, and secondly agents being faced
with incomplete information about the domain and the other agents.

We want to reach this goal by the following distinct steps. Step 1: Using
single agent reinforcement learning to learn an agent simple moves, such as
controlling the ball, giving a pass, dribbling, etc. using only low-level actions.
All this in a setting where the agents can cope with a large state and action
space and with incomplete information. This has already been done by other
people [Kos99,Sto00] but is indispensable for the rest of our approach.

Step 2: Using multi-agent RL on small groups of agents to learn them skills
such as scoring a goal in a situation with 2 attackers vs. 1 defender and a
goalkeeper, learning to defend in the same situation, etc.

An example of incomplete information at this point could be that an agent
doesn’t exactly know where his teammate is, because he isn’t facing in that di-
rection. Then the agent uses the information in his Bayesian network to calculate
the most probable position of the agent, given the last known position of the
agent and all the other agents he can see.

To reduce the complexity of this task, we want to avoid the action selection
module of the agent to manipulate low-level actions directly. Instead we want it
to make use of the basic skills learned in step 1.

Step 3: Using multi-agent RL on larger groups of agents (entire teams), using
Bayesian networks to help the agents in modelling the domain. Additionally we
want the BNs to make use of the local structure in the conditional probability
distributions (CPDs) that quantify these BNs. To clarify: our approach must take
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advantage of the following type of information: an attacker is independent of a
defender if they are far from each other, but if they are together on the midfield
they are clearly dependent. One way to do this is to insert local structure in the
conditional probability distributions of the BNs [Bou96].

Again, to reduce complexity we want to use as much as possible the moves
learned in step 2, instead of using basic low-level actions and moves learned
during step 1.

At this point in time we are finishing step 1, and starting to tackle the
problems associated with step 2. In the next section we will elaborate on what
we have achieved so far.

4 Experiments

This section describes some of the experiments that we have conducted.

4.1 Learning to Run to the Ball

The first experiment conducted is an agent who learns to run to the ball. In the
learning process he will explore his action set and try to exploit this knowledge
to find the optimal policy, namely running to the ball via the shortest path. The
experimental settings are as follows : the agent and the ball are put on the field
in a random place. Every 1000 steps the ball will be randomly moved to different
coordinates.

This simple example illustrates how complicated and large the state space can
become. We used Q-learning to learn this skill and the state of the environment
is represented by the distance to the ball and the angle of the body with the ball.
We considered 2 possible actions for the agent in this situation, turn and dash. If
you discretize the parameters of both actions in 10 intervals, you have alltogether
20 actions. With the default dimensions of the field1 a player can be at most 125
meter from the ball. If we assume that the distance and the angle are discretized
respectively to 1 meter and 1 degree, this makes a total of 125∗360∗20 = 900.000
situations for which Q-values have to be learned. So learning with the classical
table lookup method can demand quite some resources, even for simple player
skills.

As explained in section 2.2 we take advantage of the fact that a lot of these
situations are quite similar and that in some cases a Q-value can be associated
with a set of situations instead of one situation. In figure 4 you can see a soccer
field that is divided in planes with only one Q-value for each plane.

4.2 Learning to Dribble

This section describes an experiment where the goal was to learn the agent to
go to the ball and to run with the ball.
1 68 * 105 meters
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Fig. 4. An example of how a decision tree approach would split the field in regions
with an equal Q-value.

We used the same variables to represent the state of the environment as in
the previous experiment, but in this case an agent is capable of doing 3 actions:
turn, dash and kick. We had to extend the reward function used in the previous
experiment so that an agent is not only rewarded when he is close to the ball,
but also when he performs a run with the ball.

5 Conclusion

In this paper we introduced a generic solution for learning in multi-agent systems
that is able to cope with two important problems in MAS. Firstly, that of learning
in large state and action spaces. Secondly, that of an agent being faced with
incomplete information about the environment and other agents.

We propose to use Bayesian networks with the conditional probability dis-
tributions represented by decision trees instead of classical table lookup to solve
the first problem. This reduces the size and complexity of the state and action
space, because it causes Q-values to be associated with regions in the state space
instead of having to learn a Q-value for every single point in the state space.

For the second problem, we propose to keep a model of the environment in a
concise manner. Again we use a Bayesian network to do this, since it is a com-
pact representation of the joint probability distribution over the environment.
In this way estimates can be calculated for variables representing a part of the
environment that hasn’t been observed in recent timesteps.

In our experiments we prove that the learning approach is feasible for an
agent running to the ball and dribbling the ball.

6 Future Work

– Allow pruning in the decision tree, so that an agent can also decrease his
attention for a specific area of the state space.
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– Use other techniques as decisiontrees that learn an adaptive-resolution
model, such as the Parti-game algorithm [Moo95].

– Learning the Bayesian network that represents the environment and the
other agents online and adaptively.
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Abstract. In this paper, we present a method for co-evolving struc-
tures and control circuits of bi-ped humanoid robots. Currently, bi-ped
walking humanoid robots are designed manually on trial-and-error ba-
sis. Although certain control theory exists, such as zero moment point
(ZMP) compensation, these theories does not constrain design space of
humanoid robot morphology or detailed control. Thus, engineers has to
design control program for apriori designed morphology, neither of them
shown to be optimal within a large design space. We propose evolution-
ary approaches that enables: (1) automated design of control program for
a given humanoid morphology, and (2) co-evolution of morphology and
control. An evolved controller has been applied to a humanoid PINO,
and attained more stable walking than human designed controller. Co-
evolution was achieved in a precision dynamics simulator, and discovered
unexpected optimal solutions. This indicate that a complex design task of
bi-ped humanoid can be performed automatically using evolution-based
approach, thus varieties of humanoid robots can be design in speedy
manner. This is a major importance to the emerging robotics industries.

1 Introduction

Traditionally, robotics systems has been used dominantly in factories for high-
precision routine operations. In recent years, there are increasing interest in
robotics systems for non-traditional use, as represented by Sony’s AIBO, several
prototype attempts for home robotics, rescue robots, etc. Among various possible
robot shapes, human-like robots, humanoids, are of particular interests because
of its visual appeal and less need to modify environment since robots has same
degree of freedom to fit into the operational space. Numbers of humanoid robots
have been developed aiming at possible deployment of humanoid for office and
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Fig. 1. Humanoid Robot PINO

home [1],[2]. However, all of them requires expensive components and extensive
time to design and construct elaborate humanoids.

For humanoid to share a serious proportion of robotics industry, however,
low-cost and faster design cycle is required. Research for low-cost and easy-to-
design humanoid is essential for industrial exploration. To promote this avenue of
research, a humanoid robot PINO [3] was developed with well designed exterior
as shown Fig. 1, and using off-the-shelf components. In addition, all techni-
cal information for PINO was disclosed under GNU General Public License, as
OpenPINO (http://www.openpino.org/), to facilitates open evolution.

There are several interesting issues that have emerged. First, one of the chal-
lenges is to identify methods to control such robots to walk and behave in a
stable manner by overcoming lack of torque and non-trivial backrush, because
cheap servomotor for radio-controlled toys are used to lower the cost. Assuming
the current structural design of PINO, the use of traditional ZMP-compensation
method did not fits well as it requires sufficient torque and precision to stably
control the robot[4]. A new control method needs to be discovered to control it
to walk in a stable manner.

Second, a current structural design is not proven to be optimal, and it will
never be proven to be optimal because control methods are generally designed
assuming specific hardware is given. What we wish to attain is to optimize both
morphology and control at the same time, so that it is optimized for the walking
behavior, instead of optimizing walking behavior for the given hardware. This is
important for open evolution of robotics system, such as OpenPINO.

Our position is that we can learn from evolution of living systems on how
they have developed morphology and control systems at the same time. What
we should learn from the living creatures is not the structures and components
themselves but how they have emerged during evolution. Optimum structures of
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robots can be designed only when the suitable components and locomotions for
the robots are selected appropriately through evolution. Design of the robots,
by the robots, for the robots, should be achieved using evolutionary method,
whereas designers of the robots should only set up an environmental constraint
condition for the robots.

Artificial life is one of the approaches. Sims [5] generated robots that can
walk, jump and swim in computer simulation. He also generated virtual creatures
which compete each other to obtain one resource [6]. Ventrella [7] presented
evolutionary emergence of morphology and locomotion behavior of animated
characters. Kikuchi and Hara [8] studied a method of evolutionary design of
robots having tree structure that change their morphology in order to adapt
themselves to the environmental conditions. However, all of them do not consider
how to make practical robots.

On the other hand, evolutionary method has been tried to apply to the
practical robots. Kitamura [9] used Genetic Programming, GP [10], to emerge
the simple linked-locomotive robot in virtual space. Lipson [11] adopted the rapid
prototyping to produce the creatures that were generated in three-dimensional
virtual space. However, all of the are far from practical robots.

Until now, we have developed the method for designing the morphology and
neural systems of multi-linked locomotive robots [12][13]. Both the morphol-
ogy and neural systems are represented as a simple large tree structure and
both of them are optimized simultaneously using evolutionary computation. This
thought can be applied to development of the humanoid robot. In this paper,
we propose two evolutionary approaches. At first, an evolved controller has been
applied to a humanoid PINO, and attained more stable walking than human de-
signed controller. Secondly, co-evolution were achieved in a precision dynamics
simulator.

2 Humanoid Robot PINO

Humanoid robot PINO has been developed to be a platform of humanoid robot
research used in many fields of studies such as interaction, artificial intelligence
and so on. PINO is composed of such cheap of-the-shelf components as servo-
motors used in radio control car and so on. Fig. 2 shows the whole system of
PINO.

Here, only the control program is generated with Genetic Algorithm. PINO
has 6 DOFs for each leg, 5 for each arm, 2 for the trunk, and 2 for the head. 10
DOFs of legs are used for walking and the others are kept staying. Each joint is
control to follow the desired trajectory which is given with

θ̇i = αi sin (ωt + θ1i) + βi cos (ωt + θ2i) (1)

Where αi and βi denote the gain, and θ1i and θ2i denote the phase difference
of sinusoidal and cosine waveform respectively. Also, ω represents the angular
velocity. These parameters are generated with GA. we use the evaluate function
as follow:
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fitness = 800 − 1000 × heightfoot

−5.0 × energymax

−0.1 × energysum

−0.8 × neckanglemax

+5.0 × time (2)

where heightfoot is the max height of lifted leg, energymax is the max energy
of robot, energysum is the sum of energy of robot, neckangle is the max angle
of neck toward absolute axis and time is the time for which PINO can walk
in the dynamic simulation. After 10 second dynamic simulation, all robots are
evaluated with this function. The parameters of GA is shown in Table 1.

Table 1. GA parameters

population size 100
generation 300
crossover ratio 0.9
mutation ratio 0.02

As the result, the walking pattern shown in Fig. 3 is generated. However
the structure of robot is given before the simulation and control method is a
simple oscillatory circuits. We cannot say that this is the optimal robot which
has optimal structure and control program. In order to generate the optimal
robot, the structure have also to be considered as well as control program. From
the next section, we propose the method for co-evolution of morphology and
controller of bi-ped humanoid robot.
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Fig. 3. walking pattern of PINO

3 Model of Robot

3.1 Morphology

Humanoid robots are composed of large numbers of components such as sensors,
actuators and so on that it is difficult to consider optimal choice for all of them
simultaneously. In order to develop the basic method for generating the both of
morphology and locomotion, at first, the models which are easy to simulate in
computers for short time are needed. Therefore The multi-link model of robot
as shown in Fig. 4 is used here. This three-dimensional robot is composed of 10
links for body and legs and two plates for each foot. The length of five links for
upper body, upper limbs and lower limbs change during the evolution though
the total length of all links is constant. Joints are numbered as joint 1 to 10 as
shown in Fig. 4. Driving torque of each joint can be change from -30kgfcm to
30kgfcm reflecting the real robots that may be constructed in the future study.
The joints 3 and 8 have the range of motions between 0 and π/2 and other joints
have between −π/2 and π/2 respectively. Densities of the links of leg and upper
body are 0.314kg/m and 4.557kg/m, respectively and the length of one leg is
0.28 m. These parameters are based on PINO so as to improve the structure of
PINO in the future study. These parameters are constant though the lengths of
upper body, upper and lower limbs of the robot change in the process of GA.

3.2 Controller

A lot of researches about generating the locomotion of artificial life or robots
with neural network and evolutionary computation have been conducted[14][15].
However the size of chromosomes becomes too large to effeciently generate the
valid solution when the both morphology and locomotion are evolved simulta-
neously. Moreover we have to take the velocity of all joints and external force
from the ground in account in order to control the robots. In the biomechanics,
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pattern generators are often used for generating the walking pattern of human
because the bi-ped walking the periodical and symmetrical motion, that is to say,
the structure of the control system can be decided in advance. Until now, many
studies of neural oscillators have been conducted. The control system composed
of neural oscillators can generate the rhythm for the bi-ped walking. Unlike the
recurrent neural network, not so large length of chromosome is needed. How-
ever any application for the real robots has not been accomplished. Our goal is
designing method that can generate detail structure and locomotion of bi-ped
humanoid robot. Therefore we can make the difference between the real world
and computer simulation minimal with our method.

The structure of control system is decided according to the basic locomotion
of bi-ped walking as shown in fig. 5. Hf and He are neurons for the hip joints. Kf
and Ke are neuron for knees. The action of each neuron is expressed as follow.

Tiu̇i = −ui −
∑
ij

wijy(uj) − βy(vi) + U0

+
∑

k

FBk (3)

T ′
i v̇ = −vi − yi (4)

y(xi) =
1

1 + e−τ(xi)
(5)

where FBk is a feedback signal from the body of robot such as the angle of each
joint or external force of the feet, ui is the inner state of the ith neuron, vi is
a variable representing the degree of the adaptation or self-inhibition effect of
the ith neuron, U0 is an external input with a constant rate, w is a connecting
weight, and Ti and T ′

i are time constants of the inner state and the adaptation
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Fig. 5. structure of control system

effect, respectively. The neuron which is in top of Fig. 5 is for joint 0, 5, 6,
and 10 that generates only sine signal. In the white circle in Fig. 5, the desired
trajectory of each joint is given with following,

θk = pk(y(uk1) − y(uk2)) (6)

where, θk is the desired trajectory and pk is the gain for the joint k. The desired
trajectory of joint is given from the output of neurons. Thus the driving torque
of each joint is given with controlling the angle of joints to desired trajectory
with PD control. However the maximum driving torque is ±30kgfcm and each
gain for PD control are decided in advance. This value is decided based on the
PINO. The plates of feet are kept parallel to the ground. This method is often
used for bi-ped humanoid robot in order to make the problem simple.

4 Method

4.1 Simulation

The environment which robots walk on is the flat ground. When the dynamic
simulation starts, the posture of the robot is in the state of the initial position
as show in Fig. 6. Initial angle of θi and velocity vx,vy are decoded from chromo-
somes. When the dynamic simulation begin, the control system starts to work
and driving torque is generated at the each joint, that is, the robots begin to
walk. The only robots with neural systems that can generate the rhythm for
walking get periodical and stable bi-ped walking. On the contrary, the robot
with bad control system falls down immediately. If the knee, hip and other parts
of body of robots gets contact with the ground or the motion of robot continue
staying the same place for 0.5sec, simulation is over and next one begin in order
to avoid wasting the time.
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Dynamic simulation is conducted to calculate for 5 sec per a robot. the move-
ment of robots resulting from their interaction with the environment. Motions
of the robot are calculated by the fourth order Runge-Kutta method. One time
step is 0.2 msec. Contact response with ground of the links is accomplished by a
hybrid model using both spring and damper under the influence of friction and
gravity. The friction is so large that robots never slip during walking.

4.2 Evolutionary Computation

GA is the method for optimization based on the evolution of creature. GA has
been used for many complex problems[16]. In this paper, a fixed length genetic
algorithm is used to evolve the controllers and morphologies. Each chromosome
includes the information of initial angle, velocity, length of each link and weights
of each neuron in control systems. Here, we use the GA which deal with real
number from 0 to 1. Robots with low-fitness are eliminated by selection, and new
robots are produced using crossover and mutation. Then their morphologies and
control systems are generated from generation to generation. Finally converge
to a reasonably optimal solution.

Crossover is the operation to create new children in the next generation from
parents selected due to their fitness. Here, BLX-α [17] is used as the crossover for
real number GA. BLX-α is useful to generating the walking pattern because this
crossover can explore the best solution more certainly in the middle or latter of
calculation, that is to say, this method can adjust the walking pattern in detail.
Each factor in the chromosomes is decided as follow:

c1i,2i = u(min(p1i, p2i) − αIi,

max(p1i, p2i) + αIi) (7)
Ii = |p1i − p2i| (8)

where p1 = (p11 · · · p1n), p2 = (p21 · · · p2n) are parents, c1 = (c11 · · · c1n),
c2 = (c21 · · · c2n) are children, and u(x, y) is the uniform deviates2 from x to
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y. Here α is set to 0.05. In this way, the length of total chromosomes does not
change. Selection is operated due to finesses of the robots. The larger the fitness
is, the easier the robot is selected. Mutation is the operation to change the part
of some chromosomes of robots selected randomly. When mutation occurred to
ci, the new factor cn is given as follow:

cn = ci +
randg

10
(9)

where randg donates the gaussian diates. This operation also works without
changing the total length of chromosomes. With these operations, the only robots
with large fitness can survive.

During the evolution, walking distance of all robots are evaluated. As the
evaluate function,

fitness = lg (10)

is used, where lg is distance of the center of gravity of robots from the initial
point. That is to say, robots are evaluated just the moving distance. This condi-
tion emerges just bi-ped walking locomotion that robots lift one leg up, at first,
brings it forward, and lifts another leg up when the swing leg get contact with
the ground.

The parameters of GA is as shown in Table 2. Moreover we use the elite
preservation strategy at the same time.

5 Results and Discussions

Calculation using GA is conducted for the model mentioned above. The best
fitness and average of all is shown in Fig. 7. At first, all robots can move only
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Table 2. GA parameters

population size 100
generation 300
crossover ratio 0.8
mutation ratio 0.05

(a)front view

(b)side view

Fig. 8. walking pattern of the best robot

a little bit and the fitnesses are low. Gradually, the robots that can walk are
emerged and their moving distance increase. Finally, some robots keep walking
till the end of dynamic simulation.

The walking pattern of the best robot at the final generation is shown in
Fig. 8, and angle of each joint during walking is shown if Fig. 9. This robot
has 0.667m of upper body, 0.1309m of upper limbs and 0.0726m of lower limbs.
When the real robot is constructed, these parameters can be more useful than
intuition.

After the calculation, the basic walking pattern is emerged that robot lifts
one leg up, bring forward and lifts another leg up when the swing leg gets contact
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with the ground. Note that this robot walk with both of joint of knees θ3,8 kept
straight. There are three possible reasons. First, robot has low compliance at all
joints because of PD controller. Human has the compliant joints and make use of
this compliance to walk passively. Therefore, human walks efficiently with swing
leg bended. Secondly, this robot walks only on the flat ground in the evolution.
In order to walk on the ground which has some slope, or of which shape is
not regular, robot cannot walk with this walking pattern. This is the problem
about the evaluation and environment robot walk on in the dynamic simulation.
Finally, the other evaluations such as efficiency of walking and so on are not
considered during the evolution. Here, we pay attention to the establishment of
basic method for co-evolution of morphology and controller. In the next section,
the design of bi-ped humanoid robot is taken as multi optimal problem and the
both the walking distance, efficiency of walking and stability are evaluated.

6 Multi Optimal Problem

In the former calculation, the only one evaluation function is used which is the
distance between the center of mass of the robot and initial point. In this section,
the design of the robot is taken as the multi optimal problem, MOP, in which
two evaluate functions are considered. Moreover two calculations are conducted
in order to discuss the influence for the walking pattern of each evaluation.

A distance of walking is often used for emergence of the ability of walking
robot because it is easy to be handled and understood. Therefore we define one
of the fitness as,

fitnessmovability = lg (11)
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like former simulation. The efficiency of walking is taken as a second evaluate
function. The larger the sum of driving torque of all joints of the robot is, the
lower the efficiency of walking is. So as the second fitness,

fitnessefficiency =
1

1 +
∫

t
Σi|τi|dt

(12)

is defined, where, τi is driving torque of joint i per a unit time step. The third
evaluation function is

fitnessstability =
1∫ |θ̇upper|

(13)

where θ̇upper donates the angle velocity of upper body. This fitness means the
stability of upper body. With these functions, two calculations are conducted,
which one is with fitnessmovability and fitnessefficiency (calculation 1), and
the other is with fitnessmovability and fitnessstability (calculation 2). Moreover,
we use the method that is combined with pareto preserving strategy and vector
evaluated GA. The parameters of GA is the same as the former calculation as
shown in Table 2.

7 Results and Disccusions

After the calculation, pareto optimal solution, 73 for calculation 1 and 19 for
calculation 2, are emerged at the final generaion as shown in Fig. 10. However
all of them walk with the leg kept straight like the robot in Fig. 8. The value of
fitnessmovability means just the point which the robot falls down in the calcu-
lation 1. In fact, the robot which falls down as soon as the dynamic simulation
begins can get high fitnessefficiency. This robot can survive if other efficient
walking pattern dose not exist. This means that the efficiency of walking has no
relationship with the way to walk like this. In the calculation 2, the robot which
just stand without walking can get high fitnessstability if other stable walking
pattern dose not exist because upper body does not move. Therefore we can
say that this gait is the best solution under the condition which robot with this
controller walk on the flat ground.

8 Future Works

In this paper, the walking distance, efficiency of walking and stability of upper
body are evaluated for just walking. However we can use many other evaluation
functions for other tasks. Secondly, we use the simple multi-link model. More
detail structure have to be used in order to improve PINO or make the other real
robot. Finally, the movement of upper body such as arm can be considered for
walking or the other tasks. The size of chromosomes of our method is so small
that all of them are possible to be conducted.

The resulting walking patterns are nowhere near human walking pattern. It
it an interesting future subject of study that what constraints give emergence to
human like walking patterns.
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9 Conclusions

In this paper, we present a method for co-evolving structures and control circuits
of bi-ped humanoid robots. We propose evolutionary approaches that enables:
(1) automated design of control program for a given humanoid morphology,
and (2) co-evolution of morphology and control. An evolved controller has been
applied to a humanoid PINO, and attained more stable walking than human de-
signed controller. Moreover, Co-evolution were achieved in a precision dynamics
simulator, and discovered unexpected optimal solutions which walk with knees
kept straight with the small size of chromosome.
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Abstract. RooBots competed in the F180 League of the RoboCup 2001
competition in Seattle, USA. In this article, we present an architectural
overview of our system involving an integration of an agent-oriented pro-
gramming framework to support strategic decisions, with various low-
level perception and control elements. Our AI Module includes a novel
mechanism to facilitate dynamic formation change by an individual agent
and we report a preliminary evaluation of the approach drawn from per-
formance in the 2001 competition.

1 Introduction

Two University of Melbourne RoboCup teams, MU-Cows 2000 [4] and RooBots
2001 [8], have participated in the F180 League. In 2000 the emphasis was on
hardware and software issues at the individual robot level of action. A major
advance for 2001, and the focus of this article, was the addition of an AI Module
enabling the coding, and rapid modification, of high level strategies.

In this paper we motivate an agent-oriented approach to robotic soccer for
hardware leagues, and address the following questions associated with the im-
plementation of the AI Module.

1. How can one take advantage of the high-level abstractions supported by
the agent-oriented approach for specifying strategic teamwork within the
constraints of a real-time domain and the realities of low level robot control?
(Sections 2 and 3)

2. How can one facilitate tactically appropriate, dynamic restructuring of team
formations (Sections 4 and 5)?

2 Architectural Overview

Our base system SmHost has a modular architecture, with interactions among
the modules specified by interface definitions. The architecture proved highly
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Fig. 1. Architectural Overview of SmHost and AI Module.

successful in facilitating modification of the base system: easy customisation for
different hardware configurations (eg. a new path planner for omnidirectional
robots), reusing existing components (eg. the vision system), and development of
new modules (eg. the AI module). The resulting system used in 2001 is illustrated
in Figure 1.

In the F180 League a camera is mounted above the field, enabling teams to
perceive most required information with each frame. Objects are identified by
their colours, and positions of the objects are calculated using camera calibration
with associated uncertainty.

The Behaviour Module interacts with the Path Planning Module to imple-
ment basic skills such as kicking, dribbling, marking of an opposition robot,
moving to a point, and goalkeeper behaviour. The behaviours are robust in the
face of failures. For example, once it commits to a particular behaviour, a robot
pursues a given goal until a new behaviour is selected. We use a method that
combines deliberative and reactive path planning to plan a collision-free path.
The Behaviour Module specifies a destination anywhere within the field and the
robot moves to it efficiently without collisions.

3 The AI Module

The behaviour of an agent depends on its role. We used two distinctive roles for
field players – a defensive and an offensive role – and the specialised goalkeeper.
Role assignment occurs by manual setting based on formations (Section 3.3)
but can be overridden by other run-time considerations (Section 4). Behaviour
specification occurs at a strategic level (Section 3.4) both for individual agent
behaviour, and team-level coordination.

3.1 Module Overview

The module has two major components – the Deliberation Module and the Jack
Interface Module. The Deliberation Module comprises agents representing in-
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dividual robots and a team entity (the Coach) responsible for coordination of
individual activities. It is implemented using an agent-oriented programming
environment, as discussed in Section 3.2. While providing programming abstrac-
tions suitable for representing strategic behaviour, the relatively low speed of
this module introduced computational overheads that were unacceptable for the
high-speed, real-time robotic domain. To overcome the problem of the inherited
computational overhead of the agent-oriented programming framework, the de-
liberation process of the AI Module is supported by a faster, short-term goal
selection module – the Jack Interface Module, which is invoked at the same fre-
quency as the rest of the system. It performs short-term goal selection based on
the instructions, ie. partial plans which require further deliberation before being
mapped to one of the behaviours provided by the Behaviour Module.

3.2 The Agent-Oriented Programming Environment

JACK Intelligent Agents has been developed by Agent Oriented Software Pty.
Ltd. [1] to provide general-purpose agent-oriented extensions to the Java pro-
gramming language. The theoretical Belief Desire Intention (BDI) model of ar-
tificial intelligence was used as a foundation of the JACK framework. JACK
agents are autonomous software components that have explicit goals to achieve
or events to handle (desires). Each agent holds a plan library, i.e. a collection
of plans that provide sequences of instructions to achieve a goal or handle a
given event. Plans can be abstract, or partial, requiring completion at run-time.
The agent pursues its given goals, adopting the appropriate plans (intentions)
according to its current set of data (beliefs) about the state of the world.

SimpleTeam [3,9] is a plug-in extension of JACK Intelligent Agents. It pro-
vides an abstraction that separates the specification of team-level strategies and
the specification of individual agents’ activities. This was achieved by the intro-
duction of a new software entity, a team instance. A team instance is the software
representative for a team, and it exists to coordinate behaviour and facilitate
agent communication.

In SimpleTeam, a system is modelled in terms of participating agents (teams).
A programmer can specify a particular type of team instance by declaring what
constitutes a team in terms of roles, eg. an attacking team consists of left wing
role and right wing role. Furthermore, a role only specifies the requirements to
take on the role, rather than specifying the actual teams (agents). That is, team
members can be selected dynamically at run-time depending on the availabilities
of the agents. The instance of the team is used to monitor team progress, and
coordinate activities among the team members as required.

Team instances can also be compared with the so-called facilitators used in
multi-agent systems (see, for instance, Open Agent Architecture [2]). However,
while facilitators normally provide only a communications and brokering facility,
team instances actually perform all reasoning related to coordination and dis-
tribution of activity among members, which provides facilities for specification
of teams with coordination of joint activities among the team members.
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3.3 Formations, Roles, and Zone-Based Distribution of Tasks

We started our design and implementation by using the previously studied no-
tion of formations, roles and zones to develop our team [6]. A formation is a
representation of overall team strategy, summarising the number of defenders
and attackers. A role is an explanation of responsibilities of an individual player
(ie. one of defender, attacker or goalkeeper). For example, a player taking
on a role attacker aims to score a goal while considering the best course of ac-
tion to make the contributions to the team. A zone is a portion of the field for
which a player is responsible or allowed to reallocate itself freely. A different
team formation can be selected from the graphical user interface of the system.

3.4 High Level Behaviours

The AI Module consists of: the Jack Interface Module that connects the high-
level (strategy) with appropriate low-level behaviours (motion) (Section 2); five
agents, each an ordinary BDI agent that determines the behaviour of an indi-
vidual robot based on its current role, as determined by the initial formation
(Section 3.3) or other factors (Section 4); and a SimpleTeam team entity (the
Coach), responsible for role assignments and coordination of individual agent ac-
tivities. The Coach performs a role assignment depending on the current team’s
formation and availability of the agents in the system (ie. a robot can be removed
from the field due to hardware problems or being penalised by the referee). The
Coach posts an appropriate event to the individual agent in the system when
new state information arrives (eg. defender event for a defensive agent).

An individual agent decides what to do depending on its current role, which
in turn is specified by various TeamPlans of the Coach team entity. An example
is shown in the following statements of the TeamPlan perform role assignments.
The first statement posts a defensive event to robot 1, and the second statement
posts an offensive event to robot 2. A different combination of those specifications
allows a designer to develop a new team strategy without having to specify low
level behaviours.

@team_achieve(coach.robot1,
coach.robot1.cooperative_defence_event());

@team_achieve(coach.robot2,
coach.robot2.cooperative_offence_event());

This modular separation of high-level and lower-level behaviours allowed
rapid modification of the team-level strategy (by modification of TeamPlans
for Coach team entity), and modifications of the individual agent behaviours
(by modification of Plans for the individual BDI agent).

A new team strategy can be integrated into the system by writing a TeamPlan
for the Coach team entity (ie. invoking a different combination of behaviours by
the individual agent). The new plan can be added to the plan library of the
Coach team entity without modifying any other components of the system.
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Below is a selection of the partial plans available to the deliberation com-
ponents (JACK-level behaviours). For example, the Attacker Behaviour involves
deliberation to pass the ball to a team member when the agent is not in a po-
sition to take a direct shot at the opponent goal. An identification of a pass
receiver is done in the Jack Interface Module as the location of the receiver is
constantly changing.

– DEFENCE CLEAR BALL BEHAVIOUR: The robot attempts to clear
the ball from the team’s defence zone. It attempts to pass the ball to the
closest attacker (a robot located in the opponent defence zone) or kick the
ball towards opponent goal. If the ball is located too close to the own goal,
it dribbles the ball away from the goal before it attempts to kick the ball.

– ATTACKER BEHAVIOUR: Behaviour of forward player. If it has pos-
session of the ball, it attempts to shoot a goal, pass the ball to team members,
or dribble to a better position, depending on the distance between the cur-
rent location and the opponent goal. If it does not have ball possession, it
attempts to move to an open space and wait for a pass from team members.

4 Dynamic Restructuring of Formations

Stone and his colleague achieved flexibility by switching the team’s formation
dynamically using globally accessible information such as a time remaining and
a current score difference. The triggering conditions for a dynamic formation
change was specified in Locker-room agreements [6]. We adapted Parker’s idea of
motivation [5] for the RoboCup domain to introduce a different form of flexibility
to the formation, role and zone based approach. In Parker’s work, an individual
robot takes its progress (ie. relative performance of the task), and the progress
of other robots, into account when it makes a decision regarding to which task
the robot should commit. Rather than modelling the motivation using relative
performance, which seems impossible to obtain meaningfully in this domain, we
modelled the urgency of the situation.

The urgency motivations utilise information such as number of team mem-
bers in defence and offence zone, distance between player and ball, impatience,
and defensiveness and offensiveness factors. The approach proved to be useful
in the domain as it allowed dynamic restructuring of the current formation, in
which an individual agent decides to disobey the current formation and role
specifications, and participate in an activity that requires an immediate atten-
tion. The defensiveness and offensiveness factors express how much risk the team
is willing to take in order to gain potential benefits (eg. when the offensiveness
is set to zero, the team is not offensive at all. Consequently, a defensive agent
would never consider participating in an offensive activity). Those values can be
modified through the graphical user interface of the AI Module.

In summary, there were two distinctive roles within the system: a defensive
role and an offensive role. Depending on the role an agent is playing, the contri-
bution made by the agent differs. In principle, the formation specification assigns
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a role to an individual agent. Depending on a result of an individual agent’s ur-
gency calculation, it can either decide to play the specified role, or another role
that appears more urgent. Although the urgency calculation allows an individual
agent to decide whether or not to obey its primary role specification (ie. spec-
ified by a current formation), the agent remembers its primary role even if it
decides to disobey the role temporarily. That is, once an urgent situation ends,
the agent returns to its primary role. Hence, the current formation of the team
and the results of the urgency calculations by the individual agents determine
the number of agents playing a particular role.

5 Evaluation

The key question we would like to answer is: can (relatively abstract) strate-
gic behaviours be specified in the deliberation component (as a combination of
individual and team behaviours) in a way that robust and effective team play
occurs, when the strategy is elaborated in context at run-time, and then mapped
to low level behaviours. A thorough evaluation of the effectiveness of the combi-
nation of the various elements integrated into our system would require extensive
empirical work, in both ‘set plays’ and real game situations.

In the following evaluations, we explore the added flexibility in dynamic re-
structuring that may be offered by allowing the urgency calculations to override
the manual assignment to attacker or defender roles. Further analysis and eval-
uation of the system is reported in [10].

For the purpose of this analysis, we used videos of footage taken from the
overhead game camera. The output of the videos can be fed into the system in
the same way as the real game setting, and the system is able to perform analysis
of the current situation in the same way except it cannot actually control the
robots, ie. the system assumes video output is the actual image taken from the
overhead camera, and performs analysis to prepare instructions for the robots.
Although it does not allow evaluation of every individual aspect of the system
in every possible scenario, it does allow us to see how the system really performs
given the situations that arise in the tournament.

The video can also be used to identify and comment on the strengths of
particular aspects of performance against a real competitor. This is in some
ways better than just setting up own experiments as it shows fitness for purpose
to an external goal, rather than just in a contrived situation.

Although the game against RoGi ended as a scoreless draw, it is an inter-
esting game for post-game analysis because the RooBots did not create enough
opportunities to score goals during the game. There were number of occasions
when additional robots in the offensive activities could have increased the chance
of scoring goals against them because RoGi was playing very defensively. Fig-
ure 2 illustrates a typical situation which was observed frequently during the
game.

Figure 3 illustrates the motivation of defensive agent D1 during the game
against the RoGi Team. The result suggests there were several occasions in
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Fig. 2. RoGi Team’s very defensive strategy made RooBots offensive robots to score a
goal very difficult.
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Fig. 3. Motivation of defensive agent D1 during the game against RoGi illustrating
threshold-dependent potential role shifts.

which the agent could have been eager to participate in the offensive activity, ie.
the value of motivation exceeded the threshold value.

A comparison of the motivation in the first half and the second half suggests
RoGi changed their strategy in the second half of the game, because the increase
in the agent’s motivation was much greater in the first half (maximum value of
1500) while the value was much less in the second half (maximum value of 340).
The comparison also suggests it was a more dynamic game in the second half
because urgent situations are resolved much faster - hence the maximum value
of the motivation was less.

Post-game analysis of the game against RoGi revealed the most opportunities
for the urgency calculation to have an impact. However the post-game analysis
of the game against Cornell also deserves comment. Both Cornell and RooBots
had reliable and fast omnidirectional robots, and demonstrated a number of
strategic plays. Of particular note is the cooperative defensive strategy of the
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RooBots’ team, discussed further in [10]. The defensive robots were marking
the opposition robots cooperatively, which minimised the efficiency of Cornell’s
passing game, and kept direct shots on goal to a minimum. The defensive agents
switched their activities flexibly among themselves, for example, they identified
unmarked opposition players to mark, and demonstrated emergent cooperative
strategic placement to minimise goal scoring (eg the second robot places itself
behind the defensive robot located closest to the ball). Cornell Big Red scored
most of their goals when the RooBots’ team was penalised near the goal.

6 Discussion

Roobots played competitively in the 2001 competition. The AI Module was
developed using a general-purpose, agent-oriented programming environment
that facilitated specification, and rapid modification of strategic behaviours at
an abstract level that was elaborated, in context, at run-time. To manage real-
time operation while allowing adequate time for deliberation, timing issues were
handled by coding at an intermediate level and by adopting a rapid computation
to guide role switching and team restructuring.

Preliminary evaluation of the addition to the AI module of the local computa-
tion of heuristics to facilitate timely role changes, has demonstrated the viability
of the approach to impact on the play of the game, even though this approach was
not able to be tested in live games. Our ability to encode and rapidly adapt both
individual and team behaviour at the strategic level during the competition was
a clear demonstration of the value of high-level, agent oriented, programming.
Areas of attention for future work include: additional knowledge engineering to
encode a richer range of behaviours; and further exploration of ways to enhance
dynamic role allocation and team restructuring.
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3. A. Hodgson, R. Rönnquist, P. Busetta Specification of Coordinated Agent Be-
haviour (the SimpleTeam Approach). Technical Report, Agent Oriented Software
Pty. Ltd. (2001)

4. A. Howard: MuCows. RoboCup-00: Robot Soccer World Cup IV Springer LNCS
Vol. 2019 (2001)

5. L. E. Parker: Heterogeneous Multi-Robot Cooperation PhD thesis. Department of
Electrical Engineering and Computer Science, Massachusetts Institute of Technol-
ogy (1994)

6. P. Stone, M. Veloso: Task decomposition, dynamic role assignment, and low-
bandwidth communication for real-time strategic teamwork. Artificial Intelligence,
volume 100, number 2, (June, 1999)

7. D. Pynadath, M. Tambe: An automated teamwork infrastructure for heterogeneous
software agents and humans. Journal of Autonomous Agents and Multi-agent Sys-
tems (2001)

8. J. Thomas, K. Yoshimura, A. Peel: RooBots. RoboCup-01: Robot Soccer World
Cup V (2002)
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Abstract. We present MUREA (MUlti-Resolution Evidence Accumu-
lation): a mobile robot localization method for known 2D environments.
It is an evidence accumulation method where the complexity is reduced
by means of a multi-resolution scheme. The added value of the contribu-
tion, in the authors opinion, are 1) the method per sé; 2) the capability
of the system to accept both raw sensor data as well as independently
generated localization estimates; 3) the capability of the system to give
out a (less) accurate estimate whenever asked to do so (e.g. before its
regular completion), which could be called any-time localization.

Our experience in robotic research (specifically RoboCup competitions) allows
us to assert that a localization system cannot rely on a reduced set of workspace
features. It often happens that some of the features, expected to be detectable,
are not perceived. The reasons for this can range from occlusion, to noise on
the sensors, to imperfect algorithms processing the sensor data. Although we
use omnidirectional vision as the main sensing, we do feel the convenience of a
localization algorithm independent from a specific sensory system. Moreover, we
wanted a system capable to accept raw sensor data, without any intermediate
interpretation.

We aimed also at what we call any-time localization, i.e. the capability of
the system to provide its best estimate whenever a timeout expires. This results
very useful in a realistic real-time robot system; on the other hand, the usual
behavior of other known robot localization algorithms is not to have an available
output until their completion.

The remainder of the paper is organized as follows: in section 1 we very briefly
review a very reduced set of localization approaches, the ones more related to
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our approach. In section 2 we describe our proposal. Some results are presented
and discussed in section 3, while in section 4 we draw some conclusions.

1 Localization Methods

The approaches more related to the one here presented are all based on the use
of sensors which provide dense data. They accomplish a match between dense
sensor scans and the map of the environment without the need for extracting
landmark features. Most of them base on probabilistic approaches.

Scan matching techniques [1] use Kalman Filtering and assume that both
the movement and measurements are affected by White Gaussian Noise. These
techniques being local methods, cannot recover from bad matches and/or errors
in the model. Grid-based Markov Localization [2] operates on raw sensor mea-
surements. This approach, when applied to fine-grained grids, could turn into a
very expensive computation. In order to overcome the huge search-space, these
techniques use to include several optimizations [3]; the most frequent being to
update only the data in a small area around the robot. Recently, Monte Carlo
Localization [4] gained increasing interest. This approach bases on randomly gen-
erating localization hypotheses. In contrast with Kalman filtering techniques,
these methods can globally localize a robot; with respect to grid-based Markov
localization, the Monte Carlo methods require less memory and are more accu-
rate. Another interesting method is due to Olson [5]; in order to match the map
generated by the robot sensors with the a priori known map of the environment,
the method bases on a maximum-likelihood similarity measure. In order to find
the pose with the best match, it imposes a grid decomposition of the search-
space and applies a branch-and-bound technique to limit the travel. The main
drawback of this approach is the high computational cost required to compare
the maps.

2 System Architecture and Localization Algorithm

The system has three main components: the map of the environment, the per-
ceptions and the localization engine. The environment is represented by a 2D
geometrical map that can be inserted in the system ”manually” (i.e. through a
configuration file) or can be built by an automatic system, as e.g. in [6]. The map
is made up of simple geometrical primitives, i.e. points, lines, circles, etc., that
we call types. For each primitive a list of attributes must be specified, which
describe its main characteristics. Moreover, for each map element we have to
specify the sensors able to sense it.

On the other hand, we have sensor data and, possibly, other localization ap-
plications. Both produce perceptions, intended to be everything that provides
information (even partial) about the the robot pose. Each perception is char-
acterized by type, attributes, and the sensor that perceived it; these data are
useful in order to reduce the number of comparisons between perceptions and
map elements, as shown later in section 2.2.



MUREA: A MUlti-Resolution Evidence Accumulation Method 353

The localization engine takes in input the map of the environment as well as
the perceptions, and outputs the estimated pose(s) of the robot (if the environ-
ment and/or the perceptions have inherent ambiguities).

As mentioned above, we want an evidence accumulation method, where the
difficulty is in accumulating the evidence while working at high resolution in
order to get an accurate estimate. We divide the search-space in subregions
(hereafter cells, section 2.1), to which we associate a counter, as usual in evidence
accumulation methods. Since we deal with a localization problem for a mobile
robot in 2D, the search-space is a 3D space, i.e. (X, Y, Θ), the coordinates of the
robot pose.

Each perception increases the counter associated to a cell if some cell point is
compatible with both the perception and the model (see section 2.2 for compat-
ibility). Then, on the basis of the votes collected by each cell, the system selects
(section 2.3) the ones which are more likely to contain the correct robot pose.
This process is further iterated on the selected cells (section 2.4) until at least
one termination condition is matched (section 2.5).

2.1 The Cells

The localization task is to find the point (x, y, θ) in the 3D search space (X, Y, Θ)
that gives the best fit between the perceptions and the world model. In order
to achieve this goal, the search-space is divided into cells. We currently define
a cell as a convex connected subregion of the search space. In particular, unlike
other approaches, we decided to use cylindrical cells, characterized by a circle
in the plane (X, Y ) and a segment on the Θ axis. The reason for this is the
simplification in the subsequent section 2.2, on the voting phase.

The use of cylindrical cells implies that we have to cope with the overlapping
of adjacent cells, in the (X, Y ) subspace. We distributed the elements (circles in
(X, Y )) of our decomposition as if we had an hexagonal tessellation (see Figure
1 on the right). This choice, with respect to other 2D tessellations, allows for a
minimum overlapping between the elements of our decomposition. Each circle is
therefore centered on an hexagon and its radius is equal to the length of an edge
of it.

2.2 The Voting Phase

The system determines, for each cell, how many perceptions are compatible with
both the map and a robot pose inside the cell. We define a function Γ that, given
a perception, a map element and a pose returns true if, in that pose, the specified
map element can generate that perception, otherwise it returns false:

Γ : P × M × Ln → {true, false} (1)

where P , M and Ln are respectively the set of all the possible perceptions, the
set of all the map elements and the n-dimensional space of the robot pose.

We say that a perception p votes a cell C iff exists a map element m so
that: Attrib(p) ⊆ Attrib(m), Sensor(p) ⊆ Sensor(m) and ∃ l ∈ C | Γ (p, m, l),
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Fig. 1. On the left: Verification of the compatibility between a perception and a cell.
On the right: The generation of the refined hypotheses

where Attrib returns the attributes of its argument and Sensor returns the
sensor(s) associated to its argument.

In other words, the attributes of the perception must be one of those asso-
ciated to the map element, the map element must be perceivable by the sensor
that has produced the perception, and a pose inside the cell must exists that is
compatible with both the perception and the map element. It is worth noting
that Γ is in charge of checking whether a perception, e.g. a point perception, can
be an observation of a certain map element for the pose associated to the cell,
e.g. a line. The possible lack of homogeneity of the two items, i.e. perception and
map-element, is therefore confined inside Γ .

See Figure 1 on the left for an example of what happens in this phase. Here
we have to evaluate whether the point perception (ρperc, ϑperc) votes the cell
C ≡ (CC , ΘC , rC , ΔΘ), where we called: CC the point (XC , YC), ΘC the central
value of the robot orientation interval for the cell, rC the radius of the cell in
the (X, Y ) plane and ΔΘ is the robot orientation interval.

In order to get the vote, a map element should be found inside the depicted
region R. In the example we have two map elements, of type line; this type is
obviously compatible with a point perception. In this case, the cell C gets the
vote because the map element l1 intersects the region R, not because of the map
element l2.

The more the votes of a cell, the more reliable is the match between the
perceived world and its representation, and the more are the chances that the
robot pose falls inside that cell.
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2.3 The Selection Phase

After the voting phase, we select the most promising cells, which will be sub-
divided and considered in the next voting phase. By most promising we mean
most compatible with the input sensor data, where the compatibility is as de-
scribed above. Therefore the aim is now to search for the maxima in the vote
accumulator. It should be now clear that a selection takes place at each level of
resolution, which increases at each iteration of the whole process. At the each
level we look for the absolute maximum, and we select all the cells which took
more votes than a given percentage of the absolute maximum.

2.4 The Generation of the Refined Hypotheses

Given a cell C (father) of radius r and height Δ(θ) its refinement consists in
producing 21 cells (sons) with radius r/2 and height Δ(θ)/2, disposed as shown
in Figure 1 on the right. In practice, we create a son with halved dimensions with
respect to the father and put it at the center of the father. Then we surround
it with other cells of the same size by respecting an hexagonal distribution of
our tessellation elements (circles) in the (X, Y ) plane. The union of the sons
is a region larger than the region occupied by the father. The reason for this
choice (different from those used in similar approaches) is in what we call the
phase problem, i.e. in the misalignment of tessellation boundaries and the correct
localization. Actually, if the correct pose falls near a border of a cell, because of
the noise affecting the sensor data, some votes could scatter among contiguous
cells.

2.5 The Termination Condition

The process sketched above terminates when any of the following condition holds.

1. The size of the cells gets smaller than the precision required by the applica-
tion. This is the most favorable situation, since in this case the noise is not
perceivable, at the precision required by the application.

2. The size of the cells gets so small that the noise on the sensor data creates a
vote dispersion. This is an unfavorable situation because, due to the noise,
the process comes to a stop before reaching the required precision.

3. The most voted cell did not receive more than a given percentage of the
available votes. This is an even worse situation, because the support from
the sensor data is really low.

4. A timeout expires. In this situation the precision of the solution is not rele-
vant.

2.6 The Selection of the Solution

When one of the termination condition takes place, the system has to provide
its currently best solution(s). In order to accomplish this task we cluster the
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adjacent cells in the vote accumulator as long as voted cells are encountered.
Then we compute the barycenter of the cluster as the weighted average of the
cell centers. The weights are the votes received by each cell. This is the output
of the system. It is supplied with an associated estimate of its precision. This
estimate is based upon the size of the cluster, which is useful for discriminating
the case in which the solution has been required too early (e.g. for a timeout)
or when there is not enough support from the data. Moreover, the solution is
output with an associated reliability, which is correlated to the received votes.

3 Localization Experiments

We made some experiments with a robot equipped with an omnidirectional vision
system, based on a multi-part mirror [7]. This mirror allows the vision system to
have a resolution of about 40 mm, for distances under 6 m. We put the robot into
a partially built RoboCup F2000 field. In the experiments we did not use either
the flag-posts nor the poles that should surround the field, so the experiments are
quite general. We defined three map elements of type line and attribute ”blue”
to describe the blue goal, seven lines and one circle with attribute ”white” to
describe the borders of the field. We also specified that every map element can
be perceived by the vision sensor. The vision sensor produces just two types
of perceptions: white point perception and blue direction perception. Since the
goals are not flat objects, some of the green-blue transitions generates blue point
perceptions which are affected by large radial errors; therefore we used only the
direction for the blue perceptions.

We placed the robot inside the field at known positions and then we ran the
localization procedure. The required accuracy was set to 100 mm and 1o; the
system will stop when the cell size will be smaller than the setting. The reference
system is located in the center of the field, with the x axis directed toward the
blue goal. The computation ran on a PC Pentium III 800 MHz under Linux
Mandrake 8.1.

In order to clarify the functioning of the localization process, in the following
we show how the number of selected cells changes at each step of the process.
Two experiments are reported in Figure 2 and in table 1.

The data in the tables are organized as follows: each row is associated to a
level, i.e. a set of cells that have the same size, and contains the data for the
selected cells. In the first two columns there are the dimensions of the cells,
expressed by their radius and height. The third column contains the ratio be-
tween the number of cells that has been selected and the number of cells tested
for compatibility, while the last column contains the percentage of votes (with
respect to the maximum number of votes available) obtained by the most voted
cell.

In the first experiment 58 perceptions were collected by the vision system.
The real robot pose, manually measured, was x = 20.5 cm, y = − 150 cm,
θ = 0o. The localization process returned the pose x̂ = 17.07 cm, ŷ = −
146.19 cm, θ̂ = 1.04o. The whole process took 367 ms.
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Fig. 2. Experiments: the first couple of images is related to experiment 1, while the
second one is related to experiment 2

Table 1. Experiment 1 on the left, Experiment 2 on the right; data of the cells which
have been selected

ρ(cm) Δ(θ)(o) cells % max votes
320 90.00 4/4 100%
160 45.00 22/56 100%
80 22.50 28/209 100%
40 11.25 7/305 99%
20 5.63 3/64 91%
10 2.81 1/43 81%
5 1.41 2/21 67%

ρ(cm) Δ(θ)(o) cells % max votes
320 90.00 4/4 100%
160 45.00 23/56 100%
80 22.50 17/207 100%
40 11.25 5/229 95%
20 5.63 3/62 90%
10 2.81 2/49 83%
5 1.41 3/35 71%

In the second experiment 163 perceptions were collected by the vision system.
The real robot pose, manually measured, was x = 350 cm, y = − 150 cm,
θ = 0o. The localization process returned the pose x̂ = 345.87 cm, ŷ = −
154.81 cm, θ̂ = − 1.38o. The whole process took 483 ms.

Including the results from other experiments, the evaluation of the errors are
summarized in the following: average position error = 5.63 cm, maximum po-
sition error = 9.32 cm, average orientation error = 0.72o, maximum orienta-
tion error = 1.41o.

We have not yet introduced any optimization to the code, neither on the
algorithmic side neither on the compiling. Especially for the first reason, we are
confident to be able to drastically reduce computation.

We can draw some preliminary considerations from these experiments. By
using the hierarchical search technique, the system had to test 702 cells in the
first experiment and 642 in the second one. If we had used an a priori grid made
up of cells with radius = 5 cm and height = 1.4o, we should have had to test
about 106 cells. This would have implied several minutes of computation before
returning any solution.

The data in table 1 show the typical evolution of the search process: at the
beginning we have large cells that collect several votes and there are a number
of maxima, then, as long as the cell size decreases, we can notice a reduction in
the votes and in the number of the selected cells.

4 Conclusions

We presented a mobile robot localization method for known 2D environments.
We claim that evidence accumulation methods provide robustness against noisy
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data; henceforth we devised a grid-based method where the complexity is reduced
by means of a multi-resolution scheme. The added values of the contribution are
its multi-resolution scheme, the capability to deal both with raw sensor data as
well as other localization estimates, and what we call any-time localization, which
is the capability of the system to give out a pose estimate whenever asked to do
so. We designed the system in order to have it independent from the geometric
primitives used in the model definition as well as from the sensory system.

The experimentation confirm the ideas behind the approach, even though no
code optimization has been carried out, that allows to expect large speedups.
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Abstract. When we apply reinforcement learning onto multi-agent en-
vironment, credit assignment problem will occur, because it is sometimes
difficult to define which agents are the real contributors. If we praise all
agents, when a group of cooperative agents get reward, some agents
which did not contribute it will also reinforce their policies. On the other
hand, if we praise obvious contributors only, indirect contribution will
not be reinforced. For the first step to reduce this dilemma, we propose
a classification of reward, and then investigate the feature of it. We treat
a positioning task on SoccerServer for the experiments. The empirical
results show that direct reward takes effect faster and helps obtaining
individuality. On the contrary, indirect reward takes effect slower, but
agents tend to form a group and obtain another effective positioning.

1 Introduction

When we apply reinforcement learning[5] onto multi-agent environment, prob-
lems peculiar to multi-agent environment arise. The problem that maximizing
reward of individual agents does not guarantee maximizing the reward of the
whole cooperative group of agents is one of them. We focus on this problem and
are going to solve this by deciding whom to reward. Supposing the environment
that many robots, which is unfamiliar to each other, are learning cooperative
tasks without communication, we put the following constraints to the experi-
ment environment. Supposing the environment that many robots meet the first
time each other, we did our experiment under the constraints that agents learn
simultaneously without communication in noisy environment. There are some
researches which deal with similar environment. Sen et.al [8] showed that nor-
mal Q-learning[3] can acquire the optimal policy without sharing information
by block pushing problem, and Arai[2] reported effectiveness of Profit-Sharing[4]
in noisy multi-agent environment without communication, using pursuit Game.
However, both of them are such kind of problem that maximizing reward of each
agent lead to maximizing the reward as a whole automatically. In this paper we
treat a positioning problem on simulated soccer, in which indirect helps are sig-
nificant contribution as well as actions that achieves a goal directly.

G.A. Kaminka, P.U. Lima, and R. Rojas (Eds.): RoboCup 2002, LNAI 2752, pp. 359–366, 2003.
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The outline of this paper is as following. In section 2, we introduce a problem
of reinforcement learning on multi-agent environment, and define a classification
of reward as this problem. In section 3, we show the details of our agents and the
learning algorithm. In section 4, we show the result of experiments to investigate
the feature of each kind of reward. And, in section 5, the related works are shown.

2 Problem of Multi-agent Reinforcement Learning

2.1 Reinforcement Learning in Multi-agent Environment

Reinforcement learning is a learning method that agents change their policies so
as to maximize rewards given by the environment. We can apply this to a prob-
lem whose optimal action is not known, but we have to reward agents in proper
condition. When a group of agents learns cooperative behaviors with reinforce-
ment learning, the way to distribute the reward is one of the most important
problems, which is called credit assignment problem. This is because indirect
assists will be important factors as well as direct actions result in rewards. But
it is sometimes difficult to define whose assists are worth rewarding, especially
without sharing information, so a method that praise the whole agents is some-
times taken. Further, there is a following dilemma of whether to praise direct
contributions or to praise all agents.

– If some agents which contributed directly only are praised, reinforced actions
are relevant to the reward. But, all agents are going to achieve the goal only
by itself, and after all, the group of agents will not maximize the sum of whole
agents’ reward. This is just like struggling for the reward with themselves.

– If all cooperative agents are praised when they achieved their goal, the com-
bination of the agents’ actions will be reinforced. But, because not all agents
are relevant to the reward, some agents (such as agents just doing explo-
ration) may reinforce bad policies.

It seems useful to use mixture of them in proper ratio, therefore, we have to
investigate the feature of these reward beforehand.

2.2 Direct Reward and Indirect Reward

To distinguish between reward for direct contribution and reward for indirect
contribution in multi-agent reinforcement learning, we call them “direct reward”
and “indirect reward” respectively. The definitions are as followings.

– Direct Reward:
The reward that was not provided if actions of other agents were not changed
and only oneself selected other action.

– Indirect Reward:
The reward that was provided even if actions of other agents were not
changed and only oneself selected other action.
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For example, in robotic soccer, direct reward is given to the player who
succeeded in shooting a goal or simply kicked the ball, and indirect reward is
given to the teammates who guarded opponents or defended their goal. Here,
the point we should pay attention to is that the reward for the agent which
passed the ball to the shooter is direct reward (even if it is called “assist”).
This is because they could not shoot a goal without this action, obviously. The
word of “direct reward” and “indirect reward” is used by Miyazaki[6] also. Their
definitions are very similar to our definition, but different to some extent. In
their definition, using an example of “Pursuit Game”, direct reward is given to
the agent which did the last action to catch the pray, and indirect reward is
given to the other agents. But reward given to these surrounding agents is direct
reward in my definition, because their last action is also necessary to catch the
pray.

3 Details of Learning Agents

3.1 Learning Positioning on SoccerServer

As a testing-ground, we use SoccerServer[7] which is a simulator of robotic soc-
cer. It realized abstracted real-world problem, and has been used for a lot of
researchs. We investigated the feature of direct reward and indirect reward by
experiment on learning effective positioning policy on SoccerServer. In soccer,
positioning policy is closely related to the strength, and position for indirect
contribution is very important as well as position for direct contribution. We
consider an evolution of learning team against fixed positioning team, in which
they completely have the same ability besides positioning. The effectiveness is
measured by the score of the learning team. Both learning and fixed positioning
agents are hand-coded, and behave as following.

– if (lost sight of the ball) look for the ball
– else if(ball is in kickable area) shoot or pass or clear (hand-coded)
– else if(nearest from the ball) chase the ball
– else go back to the base position and trace the ball

Each agent belongs to the learning team decides its base position with its own
neural network. They divide the soccer field into a grid, then the neural network
calculate the expected discounted reward in the case that their base position is
at the center of the cell. The cell with the highest expected score in the neigh-
borhood is selected as the next base position. The inputs of the neural network
are “distance from the closest teammate”, “distance from the closest opponent”,
“x-coordinate”, and “y-coordinate” of the cell. Layout of players on the field is
the state s ∈ S of that time, and distance from teammates and opponents is
the value that reflect the state. Also, the x-coordinate and y-coordinate can be
treated as the next action a ∈ A of the agent. Thus, the neural network is a
function approximation of the action-value function Q(s, a). The agents improve
this function approximation in order to find an effective positioning.
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Fig. 1. A screen-shot: just after the learning experiment began. Learning team (left)
against fixed positioning team (right)

3.2 Learning Algorithm

The purpose of the agent which belongs to the learning team is to find the
optimal policy π, which is defined as the following.

Q∗(s, a) = max
π

Qπ(s, a) (∀s ∈ S, ∀a ∈ A(s))

where S = All possible combination of all players’ position
A = 〈(0, 0), (0, 1)...(max x − 1, max y − 1)〉

In this research, we adopt Monte Carlo method which is a kind of nonbootstrap-
ping method to estimate Qπ(s, a), because of its robustness against violations of
the Markov property [10]. The expected return (because the memory is limited,
we use the expected return in N steps) starting from s, taking the action a and
thereafter following policy π is defined as

Qπ(s, a) ≈ Eπ

{
N−1∑
k=0

γkrt+k+1 | st = s, at = a

}

where 0 ≤ γ < 1 is a discount-rate parameter, and rx is the reward at time x.
Neural network of an agent, which approximate Qπ(s, a), has random weight

at first. Fig.1 shows a screen shot of the early stage of learning. In this figure,
all players are putting position toward the edge of the field. Begin with this
random policy, agents learn with algorithm shown in Fig.2. In the experiment
using the SoccerServer, because it takes long time to change the base position,
we execute 1. for each step, and from 2. to 5. for every 50 steps, indeed. And it is
also an important point that, at the step 2. in the algorithm, the neural network
is recalculated with the weights at that time before doing back propagation.
Because of this, agents do not have to save the condition of the neural network
in each step.
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Initialize,

initialize the neural network
Histry ← empty list
Reward Sum ← empty list
(Both size of History and size of Reward Sum are N)

In each step,

1. If (get reward rt)
From the bottom to the top Reward Sum(n) ← Reward Sum(n) + γn−1 · rt

where Reward Sum(n) is the nth element of the Reward Sum from the
bottom, and 0 ≤ γ < 1 is a discount-rate parameter.

2. Take out the top element of History(N) and Reward Sum(N), then reinforce
as the following equation using back propagation.

Q(History(N)) ← (1 − α)Q(History(N)) + α · Reward Sum(N)

where 0 ≤ α < 1 is a learning rate factor.

3. Shift all elements of the History and Reward Sum to the top direction.

4. Recalculate the best action.{
probability 1 − ε at ← maxa Qπt(s, a)
otherwise at ← random a ∈ A

where 0 < ε ≤ 1 is probability of exploration

5. Add the current state-action pair to the bottom of the History.
History(1) ← (st, at)
Reward Sum(1) ← 0

Fig. 2. Learning algorism in this experiment

4 Experiments

In order to examine a difference of the feature between direct reward and indirect
reward, we did learning test with each reward separately. In each experiment,
we continue executing the soccer simulation of learning team and fixed position
team, and the effectiveness is measured by the score of the learning team in a
unit time. The difference between the learning team by direct reward and the
learning team by indirect reward is only the condition of reward. In both case, we
use discount-rate γ = 0.9, learning rate α = 0.5, and probability of exploration
ε = 0.1.

4.1 Learning with Direct Reward

In the first experiment, agents learn a policy which is effective against a fixed
position team, with direct reward only. We gave agents the direct reward when
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Fig. 3. Score of the learning team rein-
forced only by direct reward against a
team with fixed policy
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Fig. 4. Score of the learning team rein-
forced only by indirect reward against a
team with fixed policy

they kick the ball by themselves. Fig.3 shows the learning curve in which x-
axis indicates the time scale by a minute (= 600 step), and y-axis indicates the
score of learning team in a minute. The score is the average value in one hour.
Because of the randomness produced by the simulator, the learning curve is not
stabilized, but we can see the agent could learn effective positioning. In this
experiment, all agents expected to take close position each other where they can
kick the ball frequently, but the experiment shows that agents took relatively
distributed positioning. This is because only one agent can kick the ball in the
same time and therefore learned having individuality. A typical pattern which
is acquired by the learning team is like Fig.5.

4.2 Learning with Indirect Reward

Second, we did just the same experiment as the first one, except for the reward.
In this experiment, agents get reward only when they see a teammate kicking the
ball. The result of this experiment is shown in Fig.4, and a typical positioning
pattern is like Fig.6. The learning went much slower than the experiment with
the direct reward, but at last, agents shows almost the same efficiency. In this
case, agents acquired a positioning policy that all agents tend to form a group,
and moves together. Even if this indirect reward teaches that “one player is
enough to chase the ball”, the result shows the opposite outcome. This is only
because of the feature of the SoccerServer on which agents can not discriminate
teammates if they are away from each other. With this feature, because some
agents chase the ball and others follow them, this learning team changes its
position by the position of the ball.

4.3 Discussion

In the above two experiments, we can see the following results.

– Direct reward affects learning very quickly, and indirect reward affects learn-
ing relatively slow.
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Fig. 5. Typical positioning acquired by di-
rect reward

Fig. 6. Typical positioning acquired by in-
direct reward

– Both agents showed the same effectivity finally, but they acquired totally
different policy.

– Agents learned with direct reward took distributed formation, and the agents
learned with indirect reward took crowd formation.

In multi-agent environment individuality is very important factor, because that
is related to distribute the role. But, in this experiment, the other acquired
policy also had the similar effectivity, even if they are totally different. Therefore,
mixture of these two kind of rewards is worth testing. Especially, if ”direct
reward” is used in a big ratio at first, and if it is reduced along the time we can
expect that the score during the learning can be improved.

5 Related Works

Observational Reinforcement Learning[1] solved the problem that exploration
causes bad effect on the other agents’ learning in multi-agent environment. They
also treat a positioning task on SoccerServer. Their solution is to use a reward
which reinforce the position where the agents think it is good, by their perception
information. Using this rewarding agents can have almost the same effect as
the exploration, even if it reduce their exploration rate. This method is very
useful, but it is a kind of supervised learning, and agents need to know some
candidate answers beforehand. It is also interesting that, the agents reinforced
by observational reward have similar feature to the agents reinforced by indirect
reward.

Miyazaki[6] also classify the reward for reinforcement learning into direct
reward and indirect reward. But as we already pointed out, the definition is
different from ours. They showed necessary and sufficient condition of direct
and indirect reward ratio to preserve the rationality. In their research, they are
interested in the fixed ratio, but in this paper we focused on the change along
the time.
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6 Conclusion

We proposed a classification of reward, direct reward and indirect reward, in
reinforcement learning. The direct reward affects quickly, and indirect reward
affects slowly. Individuality is acquired using direct reward, but crowd formation
acquired with indirect reward also showed the similar effectivity. We could see the
trade-off between these reward, therefore, changing the mixture ratio of direct
reward and indirect reward during the learning can be a future work.
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Abstract. Current approaches to activity coordination in multi-agent
systems (teams) range from strictly top down (plan-based coordination)
to purely emergent (reactive coordination), with many hybrid variants,
each having its specific advantages and disadvantages. It appears to
be extremely difficult to rigorously compare various hybrid approaches
to multi-agent coordination (and communication), given the lack of a
generic semantics or some guidelines. In this paper, we studied some
intuitive inter-agent communication policies and characterised them in
terms of generic information-theoretic properties. In particular, the rela-
tive entropy of joint beliefs was suggested as an indicator of teams coor-
dination potential. Our novel behaviour-based agent architecture (based
on the Deep Behaviour Projection framework) enabled consistent rea-
soning about belief change, including beliefs about other agents. This
allowed us to examine some of the identified communication policies em-
pirically. The obtained results confirmed that there are certain interest-
ing invariants – in particular, a change in team coordination (and overall
performance) was shown to be within the boundaries indicated by the
relative information entropy.

1 On Entropy and Multi-agent Agreements

The primary objective of this work is a formal characterisation of certain classes
of multi-agent agreements. In achieving this goal, we tried to make as few as-
sumptions as possible about the choice of inter-agent communication variables
and periods of team synchronisation (extensively analysed by Stone and Veloso
[8]). In particular, we studied selfish agreements covering “selfish” agents that
communicate data about themselves only, transitively-selfish agreements ensur-
ing that each “cooperative” agent always communicates the data about some
other agent, and mixed agreements, where a team composition parameter deter-
mines the precise split between selfish and cooperative agents.

In order to capture the agreements in a formal information-theoretic setting
we analysed the joint “output” of inter-agent communication after each period
of team synchronisation. Then we estimated the relative entropy as a precise
measure of the amount of freedom of choice (the degree of randomness) [7]
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contained in the resultant joint beliefs. Our intention was to use the relative
entropy of joint beliefs in multi-agent teams as a generic indicator of the team
coordination potential. Clearly, the team following an agreement with near-zero
entropy (almost no “misunderstanding” in joint beliefs) has a higher coordination
potential than the team adherent to an agreement with near-maximal entropy
(joint beliefs are almost random).

We start our analysis with a simple protocol P1 that allows an agent to com-
municate data about only one agent precisely. In other words, each agent is able
to encode either the data about itself or about the other agent. Without loss of
generality, we may assume that the protocol P1 has enough symbols to encode
n distinguishable objects and a single-object capacity for each communication
message. We introduce a binary relation S(ai, aj) to denote that the agent ai

sends a message containing the object aj . Let S∗ denote the transitive closure
of the relation S. Arguably, on of the most intuitive agreements is an agree-
ment among selfish agents – since the data about themselves is, arguably, more
readily available, the selfish agents choose this data as their content. In fact, we
may assume for our analysis that each agent is always “self-aware”. Formally,
K(ai, ai) = true for a Boolean (belief-)function K defined for each agent pair.
Generally, we propose the following definition.

Definition 1. A locker-room agreement is called selfish if and only if S(ai, ai)
for all agents ai, 1 ≤ i ≤ n.

A locker-room agreement is called transitively-selfish if and only if S∗(ai, ai)
for all agents ai, 1 ≤ i ≤ n.

A non transitively-selfish agreement is called mixed.

One might argue that the transitively-selfish agreement is an agreement among
more “cooperative” agents choosing to communicate the data about the other
agent (when available). Notice, however, that (given a successful team synchro-
nisation) everyone is in the “loop”. Of course, by definition, a selfish locker-room
agreement is always transitively-selfish. In a mixed agreement, there are (αn)
agents such that S(ai, ai), and (1 − α)n agents such that S(ai, aj) where i �= j.
Basically, the value of α determines the team composition (and we sometimes
refer to α as the team composition parameter).

In order to formally capture the distinction among selfish, transitively-selfish
and mixed agreements, we consider the joint “output” of inter-agent communi-
cation at the end of each period of team synchronisation. More precisely, we
analyse joint beliefs represented by the sequence of individual beliefs Kt =
K(a1, a1), . . . , K(ai, aj), . . . , K(an, an), where 1 ≤ i ≤ n and 1 ≤ j ≤ n, at
the time t. In other words, rather than compute the amount of information
contained in each message we attempt to estimate how much information is
contained in the whole team after a period of team synchronisation.

In the simplest cases, the amount of information can be measured by the
logarithm (to the base 2) of the number of available choices. The entropy is a
precise measure of the amount of freedom of choice (or of the degree of random-
ness) contained in the object – an object with many possible states has high
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entropy. Formally, the entropy of a probability distribution P = {p1; p2; . . . ; pm}
is defined by

H(P ) =
m∑

i=1

pi ∗ log (1/pi).

Having calculated the entropy H(P ) of a certain information source (such as
a joint result of inter-agent communication) with the probability distribution
P , one can compare this to the maximum value Hmax this entropy could have,
assuming that the source employs the same symbols. The ratio of the actual to
the maximum entropy is called the relative entropy of the source [7]. Therefore,
if we calculate the relative entropy Hr of Kt+p we can characterise the multi-
agent agreement employed between t and t + p. The following representation
results were obtained1.

Theorem 1. Selfish agreements attain minimal entropy.
Transitively-selfish agreements without the selfish agents attain maximal en-

tropy asymptotically when the number of agents n → ∞.
The trajectory of the relative entropy in multi-agent teams (n > 2) following

mixed agreements does not have a fixed-point as a function Hr(α) of the team
composition parameter: Hr(α) �= α.

This theorem basically states that whenever team agents agree to communicate
the data about themselves only, they eventually leave nothing to choice. In other
words, they always maximise their joint beliefs upon successful synchronisations.
The obvious drawback is that while using single channels this saturation of joint
beliefs requires that every agent takes turns in communication according to some
schedule, and hence, large teams may take a while to minimise the entropy.
The clear benefit, on the other hand, is that this minimisation is shown to be
theoretically possible.

On the other hand, the “organisation” or “order” brought about by the
transitively-selfish agreements is not sufficient to combat the entropy. Intuitively,
the pair-wise “ignorance” of agents grows faster than the transitively-selfish
agreement can cope with. Clearly, with the number of agents approaching infinity
(and the entropy reaching its maximum asymptotically) the time to synchronise
the team becomes infinite as well.

Obviously, the entropy of joint beliefs in multi-agent systems following mixed
agreements exhibits some properties of both selfish and transitively-selfish con-
figurations. We might expect that the selfish agents will bring in some order
(as the compensation for potentially redundant information about themselves),
while the cooperative (transitively-selfish) agents will lead to a higher degree
of randomness (providing sometimes potentially non-trivial information about
other agents). Formally, the relative entropy produced by mixed agreements
asymptotically approaches 1 with growth in the number of agents. In other
words, the selfish agents “loose” the battle for order (asymptotically) when the
number of agents is infinitely large. Interestingly, however, the lower limit is not
1 The proofs are omitted due to the lack of space.
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zero, meaning that absolute order is never achievable regardless of the team split
or the number of agents. In fact, our results showed that the joint beliefs obtain-
able in multi-agent teams with mixed agreements exhibit information-theoretic
complexity in terms of the team composition. It has been recently pointed out in
the literature (eg., by Suzudo [9]) that the entropy trajectory is a useful descrip-
tor for a variety of self-organised patterns: eg., non-complex cellular automata
(CA) have a fixed-point entropy trajectory and converge quickly to either very
low or very high values. It should be noted that Suzudo considered the entropy
of CA associated with the temporal pattern, while our analysis is focused on
entropy of joint beliefs associated with the team composition parameter.

Our analysis was carried out for the protocol P1. However, it can be easily
shown that protocols with higher capacities can be analysed in already presented
terms. For example, consider the protocol P2 allowing an agent to communicate
data about precisely two agents (including the data about itself). In other words,
in the case of n agents the protocol P2 has enough symbols to encode n agents
and two-objects capacity for each communication message. It is, nevertheless,
possible to consider every message S(ai, aj + ak), where + denotes the concate-
nation of the symbols corresponding to two objects, as two consecutive separate
messages S(ai, aj) and S(ai, ak). This decomposition can be applied if i = j
or i = k as well. Therefore, in order to analyse resultant joint beliefs one can
double the synchronisation period in length and consider as a result the union
of two sets of joint beliefs – the first set obtained after all messages with the first
object are communicated, and the second set obtained after all messages with
the second object are communicated. In other words, the decomposition allows
to reduce the analysis of the protocol P2 (or any k-object capacity protocol Pk)
to that of the protocol P1 – simply because each divided message conforms to
P1. That is, the resultant joint beliefs will be a combination of beliefs obtained
by some selfish, transitively-selfish or mixed agreement in P1.

Another interesting reduction can be obtained in cases when agents intend
to communicate the data about other objects in the environments (eg., the ball
vectors in the RoboCup environment). In this case we just consider the ball to
be a silent agent in the (n+1)-agent team. More precisely, denoting by b the ball
object, the messages S(ai, aj + . . . + b) would be possible while S(b, aj + . . . + b)
would be ruled out, again reducing the consideration to the protocol P1.

In summary, the advantage of higher-capacity protocols is in the shorter
periods of required synchronisation but not in some exceptional information-
theoretic properties of resultant joint beliefs.

2 Agents Situated in Time and Relativity of Behaviours

The strength of the presented analysis, we believe, is in its generic nature. The
results lay down some general guidelines in terms of team composition and sug-
gest definite boundaries on the team coordination potential.

In this section we focus on the agents ability to dynamically change their be-
liefs under different scenaria. We assumed previously that (during any synchroni-
sation period) joint and individual beliefs can only expand, while obviously some
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of them should be discarded with time and some should be reconciled with new
observations. At this stage, we shall describe some design and implementation
details required to verify maximal and minimal limits of the entropy contained
in the agents’ dynamic beliefs.

In general, the agent’s capability to maintain dynamic beliefs is based on
another very important cognitive skill – the ability to remove itself from the
current context. This ability is sometimes informally referred to as “possession
of a reality simulator” [2]. Running a reality simulator or “imagining” allows the
agent to reflect on past behaviour and project the outcome of future behaviour.
For example, Joordens [2] makes a conjecture that higher mental states emerge as
a result of a reality simulator: “an animal with no reality simulator basically lives
in the present tense, and sees the world through only its eyes, at all times”, while
“the possession of a reality simulator may also allow an organism to experience
many of the high-level cognitive processes that we identify with being human”.
Moreover, there is a possibility that an organism with a reality simulator is more
likely to engage in cooperative behaviour because of its ability to conceptualise
rewards to others, and long-term rewards to itself.

We maintain that “world model” should appear in the architecture incremen-
tally. In our previous work [4,5,6] we described the Deep Behaviour Projection
(DBP) hierarchical framework. The DBP framework formally represents increas-
ing levels of agent reasoning abilities, where every new level can be projected onto
a deeper (more basic) behaviour. Put simply, a DBP behaviour can be present
in the architecture in two forms: implicit (emergent) and explicit (embedded).

It is interesting at this stage to compare such behaviour duplication in DBP
with the distinction between automatic processes and controlled processes in
cognitive psychology. It is well-known that certain processes become highly au-
tomatic through repetition and are unconsciously triggered in the presence of
certain stimuli, while controlled processes are mostly goal-oriented rather than
reactive. With time and/or practice newly learned behaviours often shift from
being controlled to automatic.

What the DBP approach suggests in addition, is that the reactive/cognitive
distinction is always relative in a hierarchical architecture. The behaviour pro-
duced by the level lk may appear reactive with respect to the level lk+1 but,
at the same time, may look deliberate with respect to the level lk−1. Let us
exemplify this with the following three levels of the DBP agents:

– tropistic behaviour: Sensors → Effectors
– hysteretic behaviour: Sensors & Memory → Effectors
– tactical behaviour: Sensors & Memory & Task → Effectors.

The hysteretic behaviour is definitely more reactive when compared with the
tactical behaviour, because the latter uses the task states in choosing the effec-
tors. However, contrasted with a very basic tropistic behaviour, the hysteresis
provided by (internal) memory states ensures a degree of cognition. More pre-
cisely, the hysteretic behaviour addresses some lagging of an effect behind its
cause, providing a (temporary) resistance to change that occurred previously.
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For instance, in order to intercept a fast moving ball the agent needs to ob-
serve the shift in the ball positions and estimate its velocity before activating
the effectors. Thus, the hysteretic behaviour is slightly more deliberate than the
tropistic one (exemplified by a simple chase after the ball) – it better situates
the agent in time (not only in space) and allows it to better respond to changes.
Continuing with the example we re-iterate that the hysteretic intercept is a be-
haviour embedded explicitly, while the tropistic intercept is only possible as an
emergent result of the recurring chase.

Thus, a reality simulator appears incrementally – starting from a basic ability
to detect a change (eg., in direction) and moving towards a more and more
comprehensive incorporation of the temporal asymmetry or “time’s arrow” (eg.,
from direction-sensitive cells to a measurement of a shift in observed positions, to
the notion of velocity emerging after a series of measurements, etc.). This means
that an emergence of essentially new behavioural patterns always indicates a
need for new elements in the agent architecture. At some stage, increasing levels
of reasoning about change require an ability to consistently maintain the agent’s
beliefs – expand, contract or revise them according to some rational principles,
such as the principle of minimal change (information economy) [1].

In order to address this requirement, we explicitly introduced a domain model
into the DBP architecture, resulting in the following hierarchy (a refinement of
the architecture reported in [6]):

〈S ,E , tropistic behaviour : S → E ,

I , hysteretic behaviour : I × S → E , update : I × S → I ,

T , tactical behaviour : I × S × T → E ,

tactics : I × S × T → 2T , decision : I × S × T → T ,

D , domain update : I × S × D → D ,

domain revision : I × S × D → D ,

domain projection : I × S × D → S 〉
where S is a set of agent sensory states, E is a set of agent effectors, I is a set
of internal agent states, T is a set of agent task states, and D is a set of domain
model states. The DBP agents extrapolate their domain model each simulation
cycle with the domain update function, and revise it with the domain revise
function whenever new information becomes available. The partition between
update and revision corresponds to the well-known distinction between belief
update and belief revision [3]. In particular, the belief update is appropriate when
the world has changed and the agents need to accommodate this change into the
previously correct beliefs. The belief revision should be used to incorporate new
information about the same state of the world, in order to correct potential
inconsistencies.

In the absence of new observations, the updated domain model d∗ = do-
main update (i, s, d) is the best approximation of the domain. In these cases,
the domain model d∗ is transformed by the domain projection function into the
agent’s sensory state s∗ = domain projection(i, s, d∗). Very importantly, all the
choices made by the agent based on s∗ are not distinguishable from the choices
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it could have made if the same sensory state s∗ was a result of the direct sen-
sory input. Intuitively, the domain projection function projects the results of the
reality simulator and the agent imagines that these results have been observed
directly. The projection function is needed only in the absence of new observa-
tions, and should not be invoked at other times – the imaginative side of the
agent is not needed when “live” information is available anyway.

3 Experimental Results and Conclusion

In order to support our analysis of boundaries on the team coordination poten-
tial, we varied communication policies while leaving all other factors (agents skills
and tactics) unchanged. The factors beyond our control (eg., a possible change
in the opponent strategy) were minimised by repeated runs. This focused the
experiment on the dependency (if any) between communication policies (and
therefore, resultant joint beliefs) and the team coordination potential.

Our benchmark opponent was selected from the top five teams of the
RoboCup-2001 championship. The baseline test team (“Full Communications”)
was our team running with standard communication messages (512 symbols
≈ 100-objects capacity) – we used the protocol of the Soccer Server 7.10. This
enabled the full use of the benchmark as well. Then we investigated three com-
munication policies with the protocol P1. The first policy (“Ball”) was to com-
municate only the ball object, if the data were accurate enough. This mixed
variant is quite similar to the transitively-selfish agreement, with high relative
entropy and very local coordination, enabling a pressing aggressive game (simply
because the players close to the ball might be unaware of each other). The second
policy (“Ball | Self”) allowed, in addition, each agent to communicate the data
about itself according to a schedule, but possibly at times when some other agent
communicated the ball object. This mix is much closer to the selfish agreement,
with low relative entropy and very global coordination, enabling a passing non-
aggressive game (now the players within the ball neighbourhood are often aware
of each other, and in addition more team-mates can be considered for a pass).
The third policy (“Ball | Self | Wait”) prevented self-messages when a team-mate
was likely to say ball. This implicit synchronisation is aimed at some mixture of
local and global coordination, balancing predominantly pressing game with some
passing chances – truly a mixed agreement with (anticipated) bounded relative
entropy. The results are presented in the table below.

Table 1. Results against the benchmark after 100 games for each test.

Team Goals For Goals Against Wins Draws Losses Points
Full Communications 111 101 38 29 33 143
Ball 123 125 34 31 35 133
Ball | Self 102 124 26 27 47 105
Ball | Self | Wait 114 112 35 27 38 132

All the tests have performed, as expected, worse than the baseline. The “Ball”
policy achieved almost a parity with the benchmark, while the “Ball | Self”
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policy was clearly worse. Obviously, this just indicates that the pressing game
(emerging as a result of the high entropy of joint beliefs and the ensuing local
coordination) is more suitable against this particular benchmark. This conjecture
was supported by performance of the “Ball | Self | Wait” policy, achieving an
equality against the benchmark as well. Apparently, the information contained in
the self-messages and communicated fairly infrequently was not enough to create
statistically significant passing chances, and therefore, the emergent coordination
was more local than global. Importantly, the third (mixed) policy was within the
boundaries marked by the first two variants (and closer to the first one), as
suggested by the relative entropy of joint beliefs. Similar encouraging results
were obtained for extensions of all three policies to the protocol P2.

These empirical results illustrate the dependency between communication
policies, the information entropy of joint beliefs and the team coordination po-
tential. Identification of this relation is a main contribution of the presented
analysis, opening a new general perspective on reasoning about belief dynamics
in multi-agent scenaria.
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Abstract. In this paper, we present a real-time decision making method
for a quadruped robot whose sensor and locomotion have large errors.
We make a State-Action Map by off-line planning considering the uncer-
tainty of the robot’s location with Dynamic Programming (DP). Using
this map, the robot can immediately decide optimal action that mini-
mizes the time to reach a target state at any state. The number of obser-
vation is also minimized. We compress this map for implementation with
Vector Quantization (VQ). Using the differences of the values between
the optimal action and others as distortion measure of VQ minimizes the
total loss of optimality.

Keywords: Dynamic Programming, Vector Quantization, Planning un-
der Uncertainty, Real-time Decision Making

1 Introduction

In Sony Four-Legged Robot League, self-localization with insufficient sensor in-
formation and unreliable locomotion is an big problem. Moreover, to localize
itself, the robot must swing its head to look for landmarks because the robot’s
camera has a narrow visual field. It is required to keep the frequency of this “off-
ball” observation behavior as small as possible. As a result, the robot is required
to judge whether it should execute landmarks observation action or walking ac-
tion. The simplest criterion for the judgment is to adapt a fixed threshold of the
location’s uncertainty [2], however, there are many situations in which the robot
can decide its action without precise self-localization results.

Mitsunaga et al. proposed a decision making tree that gives consideration
to the observational strategy based on information criterion [3]. The tree is
made from the large experimental teaching data, which contains the information
of the motion planning and the probability distribution models of sensing and
locomotion. In order to apply larger problems, however, the decision making
architecture should once analyze these two kinds of information separately.

Our approach to the real-time decision making method deals with:
– modeling uncertainty in the robot’s locomotion and observations,
– adopting Dynamic Programming (DP) [4] to motion planning,
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– enlarging the state space of planning (configuration space) so as to include
the uncertainty parameters,

– compressing the off-line calculated information using Vector Quantization.
The robot’s locomotion models and observation models are taken into consider-
ation respectively in the process of DP, which guarantees the optimality. By the
expansion of the state space to include uncertainty parameters, the observational
cost can be computed in the framework of DP.

From another point of view, an effective design of reflective behavior has
been proposed by Hugel et al.[5]. But it needs highly sophisticated designer’s
empirical intuition. Our framework realizes the similar behavior as [2,3,5], but is
based on the automatic design. So the idea can be applied to the larger problems
more easily.

In section 2, the task in the Legged Robot League is specified. Section 3
outlines the proposed real-time motion decision method. In Section 4,5, and 6,
the implementation of the method to the task is described. In Section 7, the
proposed method is evaluated in the simulation and the experiment.

2 Task and Assumption

The robot’s task is to approach the ball from the proper direction so as not to
attack the own goal. The followings are the assumptions for the later discussion.

– there are eight discrete walking actions and one observation action,
– the walking actions yield large odometry errors,
– the six unique landmarks are placed around the field,
– the measurement of distance to the landmark contains large errors,
– the robot does not look away from the ball while walking towards it,
– the robot swings its head horizontally for self-localization at the observation

action.
The state of the robot and the ball are represented by the next five variables

(x, y, θ, r, φ), which are shown in Fig.5. (x, y, θ) is the robot’s pose on the field.
r and φ are the distance and orientation of the ball from the robot.

3 Real-Time Decision Making

From the above-mentioned discussion, real-time decision making methods are
required to meet following properties: 1) automatic design which can discuss
optimality, 2) low computational cost, and 3) ability to express the observational
cost and the uncertainty of localization.

To meet the first characteristic, we adopt DP, which is widely used to solve
the optimal control problems. The low computational property means that the
robot ERS-2100 has 32MB RAM and its calculation speed is equivalent to the
200MHz PC. The volume of DP result is too large to implement on the robot.
In order to compress it, we apply Vector Quantization (VQ) [6].

The aspects of uncertainty and observational costs are important in this
paper. The uncertainty can be considered as variables of the state space [7].
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3.1 Motion Planning with Dynamic Programming

Let x ∈ X ⊂ Rn denote the state vector and u ∈ U ⊂ Rm denote the control
input vector. The system dynamics in discrete time is expressed as:

xk+1 = f [xk,uk]. (1)

The deterministic control policy is given by uk = π(xk). The purpose of the
optimal control problem is to find the optimal policy π∗(x) that maximizes

S =
T∑

k=1

R[xk,uk], (2)

where R[xk,uk] is the immediate evaluation function of each state and control
input pair and T is the time step until the task ends.

We substitute discrete s and a for x and u, respectively. Here, S and A are
the set of discrete states and actions. Bellman equation in discrete time and
space (without the discount factor) can be formulated as follows:

V ∗(s) = max
a

∑
s′

Pa
ss′ [Ra

ss′ + V ∗(s′)], (3)

Q∗(s, a) = max
a

∑
s′

Pa
ss′ [Ra

ss′ + max
a′

Q∗(s′, a′)], (4)

where Pa
ss′ denotes the transition probability from state s to s′ by taking action

a, and Ra
ss′ denotes the immediate evaluation given to the state transition from

s to s′ by taking action a. The optimal state-value function V ∗(s) denotes the
expected evaluation which is given by taking actions at state s under the optimal
policy π∗. The optimal action-value function Q∗(s, a) denotes the expected eval-
uation after taking action a at state s, in the same way. We call π∗ State-Action
Map in this paper.

3.2 Planning Optimal Behavior under Uncertainty

When the motions are planned, the variance of pose estimation and the observa-
tional cost should be taken into consideration. Fig.1 shows an example where the
variance of the posture estimation enlarges when the robot executes a walking
action. Fig.2 shows an example where the variance decreases when the robot
takes observation. These factors can be formulated as:(

xk+1,ψk+1
)

= f ′[
(
xk,ψk

)
,
(
uk,ωk

)
], (5)

where ψ denotes the state variance vector and ω denotes the observational con-
trol vector. Thus, the optimal control problem can be solved in the expanded
state space {x,ψ|x ∈ X ,ψ ∈ �}. Fig.3 shows the abstraction of the state tran-
sition in the expanded state space. The increase of the variance in the original
state space can be expressed as the transition along the ψ axis.
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Fig. 1. A state’s transition on the oc-
casion of the robot’s movement.

Fig. 2. A state’s transition on the oc-
casion of a landmark observation.

Fig. 3. The state transition in the expanded
state space.

Fig. 4. The differences between
the optimal action and another.

3.3 Compression of State-Action Map with Vector Quantization

The map should be compressed in order to implement on the limited amount of
robot’s memory. We apply Vector Quantization as a data compression method.
The map is distorted through compression, and the optimality of action data is
lost. We should pay attention not to maximize the decode rate but to minimize
the increase of the time to reach the target. Hence, we calculate the differences
between the optimal action and others based on the value function as Fig.4, and
utilize it as a distortion measure.

4 Implementation 1: Dynamic Programming

4.1 Symbols Definition

Firstly, we quantize (x, y, θ, φ) as 100[mm]×100[mm]×15[deg]×100[mm] (Fig.5).
We divide r into 12 intervals. Each have different width since the qantized inter-
val does not need to be shorted when the ball is far from the robot. The shortest
interval width is 100[mm] and the widest interval width is infinite. Moreover, we
add one more parameter ψ which denotes the shape of region in which the robot
exists with high probability. ψ is represented to a combination of some spixiyiθ

s,
which are cuboids in the xyθ-space (Fig.6). The area which the robot exists with
high probability is represented as srixiyiθiψ

. We restrict the number of ψs to 811
in a lot of combinations of cuboids so as to save the amount of calculation. We
define iψ as the larger iψ becomes, the more the number of ψ’s cuboids increases.
Eventually, we let a state ∀s ∈ S have six indexes as sixiyiθiriφiψ

. Hereafter, we
often describe sixiyiθiriφiψ

, srixiyiθiψ
and sbiriφ

as si, sri and sbi, respectively.
Secondly, we define some symbols on actions. The robot has nine fixed actions

as Table 1. Each action has the following attributes:
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Fig. 5. The robot’s position is divided into
three-dimensional grids, and the ball’s posi-
tion is divided into two-dimensional grids.

Fig. 6. A quantized ψ consist of
three-dimensional cuboids in (x, y, θ)
space. When the robot’s position is
estimated precisely, the number of
cuboids in ψ is small.

Table 1. Actions and Parameters of them.

Action Mai
p [mm],[deg] Rai

ai (p = (0, 0, 0)) [msec]
1:forward (70 ± 30, 0 ± 15, 0 ± 6) -768
2:backword (-40 ± 40, 0 ± 15, 0 ± 6) -768
3:rightside (0 ± 20,-60 ± 30, 4 ± 4) -896
4:leftside (0 ± 20, 60 ± 30,-4 ± 4) -896
5:rightforward (10 ± 10, 37.5 ± 17.5,-14.5 ± 6.5) -832
6:leftforward (10 ± 10,-37.5 ± 17.5, 14.5 ± 6.5) -832
7:rollright (35 ± 15,-35 ± 15, 11.5 ± 6.5) -832
8:rollleft (35 ± 15, 35 ± 15,-11.5 ± 6.5) -832
9:observation (0 ± 0, 0 ± 0, 0 ± 0) -2800

– Time consumption : Rai(< 0). We regard a action’s time consumption as
negative reward. We assume that ∀Rai is independent of ∀s ∈ S.

– Capable region of the robot’s pose after an action ai which is caused at a
pose p : Mai

p . For brief calculation, we assume that the robot moves to a
random pose in Mai

p with the uniform probability, and that the shape of
Mai

p is a cuboid.

Finally we assume that the optimal policy π∗(s) is deterministic, i.e. π∗(s)
chooses one action when a state s is designated.

4.2 Calculation of Probability and Execution of DP Algorithm

We use the value iteration algorithm [4] to obtain the optimal policy π∗ with the
equation (3). We should refer to the calculation algorithm of Pak

sisj
to execute

the value iteration algorithm. We calculate Pak
sisj

with the next two algorithms.

Calculation of Pose’s Transition. We do not treat stochastically the renewal
of sri after an action ak (we represent it as sak

ri ) since sri and sak
ri are already

stochastic in themselves. We choose the most proper sak
ri with the following way;
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1. Choose a pose p randomly from the region sri.
2. Choose a pose q randomly from the region Mak

p .
3. Record the region sjxjyjθ

which contains the pose q.
4. Iterate 1-3 sufficiently.
5. Bind all recorded regions and make a region ŝak

ri .
6. Choose the most proper sak

ri to approximate ŝak
ri .

Calculation of Ball Position’s Transition. We define Pak
sbisbj

as the proba-
bility which the ball’s position becomes sbj after an action ak from sbi. Pak

sbisbj

is calculated with the following way;

1. Assume that the robot’s pose is p.
2. Choose a pose q randomly from the region Mak

p .
3. Choose a ball posistion b randomly from the region sbi.
4. Calculate the new ball position b′ from p, q and b.
5. Record the region sbj which includes the position b′.
6. Iterate 1-5 sufficiently.
7. Calculate Pak

sbisbj
from the frequency that sbj is recorded.

If sak
ri = srj , the value of Pak

sisj
is the same as that of Pak

sbisbj
, if not, Pak

sisj
becomes

zero.

5 Implementation 2: Compression of State-Action Map

We use Vector Quantization (VQ) [6] so as to compress the State-Action Map π∗,
since the data amount of π∗ is 588 MB and the robot does not have such a huge
amount of RAM. The maximum volume of data that can be transferred to the
robot is 16MB. We use Pairwise Nearest Neighbor (PNN) algorithm to choose
initial codebooks, and Generalized Lloyd Algorithm (GLA) to refine them [8].

5.1 Definition of Vector

We explain the way with which representative vectors are made. At first, we
divide the map since the State-Action Map is too large to be executed VQ all at
once. We divide the map S into Γj (j = 1, 2, . . . , NΓj

). Γj has all states whose
indexes of ψ are 2j − 1 or 2j. VQ is executed in each Γj independently. Further-
more, we divide each Γj into six dimensional cuboids Ωjk (k = 1, 2, . . . , NΩ).
Any two cuboids in the same Γ must be congruence. We arrange all states of
a Ωjk in a order, and we define vjk = (π∗(s(jk)

1 ), π∗(s(jk)
2 ), . . . , π∗(s(jk)

Ne
)) as a

vector which is used in VQ.
Each edge’s width of each Ωjk should be decided that the same vectors are

produced in Γj as much as possible, since it is favorable for VQ. We decide them
to minimize the next entropy function:

H = −
NΩ∑
k=1

1
NΩ

log
Ns(vjk)

NΩ
, (6)

where Ns(vjk) means the number of the same vectors with vjk (it counts (vjk)).
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5.2 Definition of Distorsion

Next, we must define distorsion of any two vectors for VQ. We define the dis-
torsion between two vectors, v and w as

D[v,w] =
Ne∑
	=1

D[v	, w	], (7)

where v	, w	 ∈ A are the �th elements of v and w respectively. We must define
the distorsion D[am, an] about ∀m, n. D[am, an] is calculated from the optimal
action-value function (4) as

D[am, an] =

∑NΩ

k=1
∑Ne

	=1 δ
π∗(s(jk)

� ),am
{Q∗(s(jk)

	 , am) − Q∗(s(jk)
	 , an)}∑NΩ

k=1
∑Ne

	=1 δ
π∗(s(jk)

� ),am

, (8)

where, δα,β is Kronecker delta.
To execute PNN and GLA based on this distortion, we can obtain the com-

pressed State-Action Map. For the calculation of DP and VQ, we spend three
days on a Pentium III 866 MHz PC.

6 Implementation 3: The On-Line Algorithm

The tasks of the on-line part are to recognize the current state of the robot and to
search an optimal action from the compressed map. We use Uniform Monte Carlo
Localization (Uniform MCL) [1] for self-localization, and for modeling of state
transitions which are caused by the landmark observation action. Simulations of
Section 7 use this state transition models. In experiments of Section 7, the robot
specifies the current state of the robot with Uniform MCL results.

7 Simulation and Experiment

7.1 Purpose and Conditions of Simulation

We inspect the efficiency of our method by simulation. We compare the results
of following two methods in order to verify the effectiveness to consider the
self-localization’s uncertainty.

1. Referring map method: utilizes the compressed map for all the decision mak-
ing including the judgment of observation.

2. Threshold method: uses the compressed map without variance for making
choice of walking actions. The robot observes landmarks when the width of
the probability distribution is over a fixed threshold, which is (xth, yth, θth) =
(600[mm], 500[mm], 60[deg]).

Other conditions are settled as follows.
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Table 2. The results of the simulations.

Condition Time[sec] # of obs. Success rate
Referring map method

1 31.4 2.6 10/10
2 37.6 3.6 10/10
3 35.9 2.8 10/10

Threshold method
1 34.4 4.0 10/10
2 41.5 4.6 8/10
3 38.6 3.6 9/10

Table 3. The results of the experiment.

Condition Time[sec] # of obs. Success rate
1 27.5 1.4 9/10
2 42.0 3.0 6/10
3 41.1 2.3 8/10

Table 4. Initial positions.

Condition r[mm] φ[deg] x[mm] y[mm] θ[deg]
1 2100 30 -1000 -600 0
2 1800 0 1000 0 180
3 2100 60 1000 -600 90

– Table 4 shows initial conditions. The robot knows the initial positions.
– The robot’s real pose is updated with random errors. The robot updates its

estimating state according to the transition probability.
– The robot acquires the relative position to landmarks with random errors.
– In referring the map case, the task is terminated when the robot’s estimating

state belongs to the terminative states. In using threshold case, it is termi-
nated when the robot’s estimating pose belongs to the terminative states.

– Success cases are that the robot actually reaches a target position.

7.2 Results and Discussion of Simulation

We simulated 10 times on each case and initial conditions. The results are shown
in Table 2. In the referring the map case, the robot succeeded to reach the target
position at all trials. This indicates that the calculation of DP converged and
the distortion of the compressed map was small. In the using the thresholds
case, there were some failures. In the referring the map case, both the average
number of observation and the time to reach the target were smaller than using
thresholds case. These results indicate that the robot observed more effectively
as a result of the off-line planning.
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Fig. 7. An example of experiments.

7.3 Experiment

We implemented the described method and evaluated it with experiments. The
initial conditions are settled exactly the same as the simulation. We judged
a trial to be success if the robot touched the ball at first time from proper
direction. The results of the experiments are shown in Table 3. The total success
rate was about 75%. The failure cases were that the robot touched the ball
unintentionally. These were due to the measurement error of the ball, which was
not assumed in our model.

8 Conclusion

We took the uncertainty of the robot’s pose into account by expanding the state
space and designed a State-Action Map with DP by off-line calculation. The map
was compressed with VQ in order to implement on the limited amount of robot’s
memory. We also defined the distortion between any two actions based on the
action-value function. The total distortion of the map through compression was
minimized as a result. By the simulations and experiments, it was verified that
the robot observes the landmarks more efficiently than the fixed threshold case.
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Abstract. This paper presents KiRo – a system capable of playing table
soccer on a competitive level and in a fully autonomous way. It can serve a
human both as a teammate and an opponent but also allows for matches
between two artificial players. KiRo introduces the table soccer game
as a new domain for the research in the fields of robotics and artificial
intelligence.

1 Introduction

The vision of the RoboCup research community is to build a robotic soccer team
capable of beating the human world champion – by 2050 [3]. However, the games
of the past RoboCup competitions show, that there is a long way to go before we
even can think about playing against a human team. It would be clearly helpful if
one could define tasks related to RoboCup that allow for a competition against
humans without being forced to implement everything necessary to play real
soccer. For example, one could define a mixed human/machine game for the
simulation league. In fact, there have been such games already.

Even more interesting would be a game that is already well known and played
by a lot of people. Such a game is table soccer1. This game is a popular pastime
in bars and amusement arcades similar to billiards, but also a sport in its own
right with competitions and even world championships. Due to the rather simple
environment and the restricted skills required for playing it, it seemed realistic
to us to develop an autonomous table soccer player capable of beating ordinary
human players and to face the challenge of beating the human world champion
before the year 2050.

Based on our experience of developing the CS Freiburg robotic soccer team
[2,4,5,6], we started to design and construct an autonomous table soccer player,
which we called KiRo2. The table soccer game raises research questions similar
to the ones addressed in the RoboCup context. However, as the sensor and
motor problems are easier to solve, table soccer allows one to focus on high-
level research issues as in the simulation league. Nevertheless, it presents the
1 Table soccer is also commonly known as “Bar Football” or “Foosball”.
2 KiRo stands for Kicker-Roboter, which is the german expression for “table soccer

robot”.

G.A. Kaminka, P.U. Lima, and R. Rojas (Eds.): RoboCup 2002, LNAI 2752, pp. 384–392, 2003.
c© Springer-Verlag Berlin Heidelberg 2003
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Fig. 1. The hardware setup

challenge of constructing an integrated system and has the fascination of a real
robot league. Among other things, it seems feasible to successfully apply learning
techniques in a real world scenario and it seems worthwhile to explore how the
behavior of the opponent can be modeled in order to refine the player’s strategy.

An autonomous table soccer player has the potential of fascinating people
watching or playing against it. It joins entertainment and research and thus may
be attractive for various purposes. Maybe there will be a “table soccer league”
in the future?

The rest of the paper is structured as follows. We start with a description
of the general system architecture in section 2. Section 3 presents details of the
hardware we developed to control the rotational and translational movements of
a player’s rod. Section 4 describes how we gain a model of the world from the
camera data. Section 5 presents KiRo’s basic actions and how they are selected.
Section 6 reports results from matches KiRo played in the public. In section 7
we conclude and give an outlook on our future work.

2 General Architecture

An important criterion in the design of KiRo was to modify the natural environ-
ment only as much as absolutely necessary. Therefore we bought a commercially
available table soccer and attached the units for controlling the rods to the out-
side of the table. Each unit is individually mountable and controls one rod of a
player. The only sensors used are absolute position encoders of the motors and a
color camera overlooking the table3. A standard personal computer connects to
the camera and control unit and handles all the information processing during
a game. Figure 1 gives a sketch of the setup.

Figure 2 shows the structure of the control software we developed. From
the camera data the position of the ball and the positions of the players are
3 We discarded the idea of mounting a grid of photo sensors just above the playing sur-

face for ball recognition, because this would have meant a considerable modification
of the soccer table.
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Fig. 2. The software architecture

estimated. These estimates are integrated into a world model where the direction
of motion and the velocity of an object are calculated. In addition, the world
model generates information which helps to locate the ball if not visible. The
encoders are used to detect if the ball is locked between a figure and the floor.
This information is very helpful if a player wants to stop and control the ball,
e.g. for a pass to a figure of the same rod.

Based on the world model the action selection modules decides which behav-
ior from a set of basic skills is the most appropriate one for the given situation.
The execution of the selected action is then monitored by the action control
module which sends the suitable commands to the motors.

Table soccer can be a very fast game where the ball may move at velocities
of up to 10 m/s. This means that even at a frame rate of 50 Hz the ball possibly
travels as far as 200 mm between two consecutive frames. In order to cope with
these demanding conditions we attempt to minimize the delay between a change
in the environment and an action being taken in response. By synchronizing
the vision and action selection processes we achieve that an action is selected
and executed as soon as a new camera image is available. This reduces the
delay to the amount of time needed for digitizing the camera’s analogue signal
(approximately 20ms at a very high shutter speed) plus the time needed for
processing the new information and communicating with the motor controllers
(currently approximately 11 ms). In order to cope with this delay, we date back
by 20ms the timestamp which is assigned to a newly arrived image and estimate
the positions of all objects 11 ms ahead of the current time. Of course, this
increases the uncertainty of an object’s position estimate, but decreases the
effects of the delay.

But reactiveness isn’t everything anyway: Interestingly, professional players
affirmed, that very often their strategy envisions just not to react to the move-
ments or posture of the ball or the opponent figures. At an advanced level of
play one would be fooled by an opponent’s trick too easily and it is therefore
advisable to concentrate on an elaborate and constantly changing positioning
scheme. What distinguishes a professional player is rather his strategical play
and his motoric skills to manipulate the ball than his fast reaction time.
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Fig. 3. A control unit

3 Hardware

Because in Germany Löwen soccer tables are commonly used both for com-
petitions and recreation we decided to use their Home Soccer model4 for our
purposes. The table provides a playing field of the size 1200mm x 680mm and
has four rods on each side. There are figures attached to each rod (1 for the
goal keeper, 2 for the defender, 5 for the mid field and 3 for the attacker), which
can be used to manipulate the ball. We designed the units for controlling the
rotational and translational movements of a player’s rod in such a way that they
are easily mountable to other manufacturer’s tables as well. Figure 3 shows a
model of a control unit with a player’s rod attached to it. Coupled to a belt
drive, the slide glides on a spline shaft when the belt is moved by a motor. A
second motor and belt drive cause the spline shaft, and thus the belt pulleys of
the slide, to rotate. As the player’s rod is attached to the upper belt pulley of
the slide, any desired translational and rotational movement of a player can be
achieved by controlling the corresponding motors appropriately.

The Faulhaber servo motors and motor controllers we use are addressable via
an RS232 link in a comfortable way. To control eight motors (2 for each unit) at
the same time we equipped the PC AMD Athlon, 700 MHz, 256 MB Ram with
a Stallion Easy I/O multi-port serial adapter.

Even though more specialized sensors could be used, we preferred to rely
mainly on the position encoders of the motors and on one color camera. The
vision system we employ consists of a Phytec VCAM-110 camera and a Phytec
pciGRABBER-4 frame grabber, providing PAL images in YUV format. Because
we analyze each half frame individually, we achieve an effective frame rate of 50
Hz with an image resolution of 384x288 pixels. In addition, a safety light grid
is used to guarantee that nobody will be harmed when putting a hand between
the player rods.

4 Vision and World Modeling

Using the very efficient CMVision library [1] for color segmentation we are able
to extract the positions of the players and the position of the ball at a frame
4 http://www.loewen.de/produkte/soccer/homesocc.htm
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(a) (b)

Fig. 4. An image from the overhead camera (a) and the world model derived from it
(b). In the image the calibration circle and line are plotted black. In the world model
the ball is marked as a white circle and the ball owner is marked by a white frame

rate of 50 Hz. Since the position of the table relative to the camera may change
during a game, we have developed a simple but effective calibrating mechanism
which allows us to re-calibrate the system every few seconds. The transforma-
tion matrix from image coordinates to real world coordinates is determined by
examining the field lines and finding both the center circle and the center lines
using a simple template matching method. First, starting with default values,
the position and the size of a circle template is varied systematically until the
correlation with the camera image reaches a maxima. As in the succesive cycle
the previously determined circle center, circle position and line orientation are
taken as starting values, the described method usually finds the relevant field
lines within a few milliseconds – if the soccer table doesn’t move considerably.
The circle’s center then yields the position of the table, the angle of the straight
lines its orientation and the circle radius the zoom factor. Figure 4 (a) shows
an image from the overhead camera. It can be seen that the calibration routine
recognized the center circle and line.

A player’s rod has only two degrees of freedom and both its position and the
distance between its figures are known. Thus, individually detecting the positions
of all the figures of a rod creates redundant information. This means that we
can improve the estimates of the figures’ inclination and position by averaging
over all figures of that rod. The a priori knowledge also permits us to improve
the estimates for an individual player because different blobs belonging to the
same figure can be associated reliably.

The angle of a figure is estimated by comparing the width of its bounding box
with the minimum and maximum possible values. Due to the limited resolution of
the camera image only a rough and ambiguous estimate is possible. For instance,
one cannot really tell if a figure is pointing right towards the table or in the
opposite direction. However, by examining to which side of a rod a figure’s
bounding box further extends, it can usually be detected towards which side
the figure is inclined. Knowing towards which side of a rod a figure is “up” and
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assuming that a figure is “down”, when the bounding box and thus the figure’s
angle is small, is sufficient for our purposes at the moment.

Currently we use a yellow ball in order to simplify the perception problem.
Since there is no other yellow object on the field, all yellow blobs can be used to
calculate an overall bounding box. Usually its center corresponds to the center
of the ball on the field, but there might be considerable inaccuracies if the ball
is partially covered by a rod’s figure. However, knowing the expected size of
the ball, the bounding box can be reconstructed taking into consideration the
covering figure.

Quite often the ball cannot be identified in the camera image. This happens
either because a goal was scored or - more frequently - because the ball is ob-
scured completely by a figure. In order to ensure an appropriate behavior even
in these situations, we mark a figure as the “ball owner” if the visible ball is
close enough to it. The knowledge, which figure was the ball owner before the
camera lost track of the ball permits us to assume that the ball is located right
underneath this figure, even if this figure is moving.

Figure 4 (b) shows a screenshot of the world model constructed from the
camera image. Note, that even though not plotted in the world model, it is
known, towards which side of a rod a figure is inclined.

5 Action Selection and Action Control

In the first prototype version of KiRo we employ a simple decision-tree like action
selection mechanism. It considers the current game situation and chooses one of
the following basic actions for execution:

– DefaultAction move and turn rod to default home position
– KickBall: rotate the rod by 90◦ to kick the ball forward
– BlockBall: move the rod so that a figure intercepts the ball
– ClearBall: move to the same position as BlockBall but turn the rod in order

to let the ball pass from behind
– BlockAtPos: move the rod so that a figure prevents the ball passing at a

specific position
– ClearAtPos: move the rod to a specific position and turn the rod in order to

let the ball pass from behind

Figure 5 shows the decision tree used to select an action for the rod of a player.
Only a few predicates are used and the actions are selected in a straightforward
way. All the rods are treated in the same way, except that the positions for
BlockAtPos and BlockBall are calculated individually.

Every figure of a player’s rod can move within a certain range. Usually the
ranges of two figures overlap and consequently there may be situations with
two figures as candidate for moving to a specific target position. In these cases
we select the figure with the best trade-off between its distance to the target
position and the distance from its range limits to the target position. To avoid
oscillation, e.g. when blocking the moving ball, we additionally prefer the figure
that was selected in the last cycle already.
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Fig. 5. The decision tree for selecting an action

The exact target position where a figure tries to block the ball depends on
the position, direction and velocity of the ball. If the ball is moving very fast, the
position where the ball is anticipated to pass the rod is taken. However, if the
ball is moving very slowly, the target position is set in the way of the expected
kicking direction of the opponent: it is assumed that the figures of an offensive
rod always aim at the goal and that other figures usually try to kick the ball
just forward. In order to achieve smooth transitions between the anticipated
and the expected position, the target positions for intermediate ball velocities
are calculated by interpolating between the two positions.

To avoid unnecessary “hectic” behavior the velocity at which a rod is moved
is determined by considering how urgent it is to reach a given target position.
If the ball is far away and it is moving only slowly there is no need for a fast
reaction. But the closer and the faster the ball gets, the higher is the speed
assigned to the rods.

The currently available basic actions and the manner of selecting them lead
to a very “agile” and effective behavior. The well organized team line up and the
reliable ball blocking skill make it quite difficult for an opponent to bring the
ball forward. In turn, the fact that the ball is kicked forward as soon as possible
makes it hard for opponents to react fast enough to block it. Test games have
shown, that even with a simple strategy like the one presented here, beginners
and amateurs can be beaten by the autonomous table soccer player.

6 Results

At the RoboCup German Open ’02 in Paderborn and the Hannover Industrial
Fair ’02 KiRo played during nine days for a total of about 22 hours against
human players. Mostly men, but also a lot of women were queuing up, curious
to play table soccer player against a machine. In the same way kids, adolescents
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Table 1. Game results

Games won : Games lost Goals shot : Goals received

Beginners 17 : 0 154 : 28
Amateurs 56 : 11 501 : 284
Advanced Players 3 : 11 75 : 117
Professionals 0 : 4 7 : 40
Total 76 : 26 737 : 469

and adults were fascinated by KiRo, ambitious to win and obviously having fun
when playing. We were surprised by the fact, that most of the “test players” had
considerable experience and were already playing at a high standard.

Altogether we recorded 102 matches KiRo played against human opponents,
ignoring a lot of ”trial games”, where people gave up very early or just wanted a
quick impression of how it is like to play against a machine. Always two players
were playing as a team against KiRo. For all the games we recorded the team’s
playing standard, which we assessed by observing the players’ skills and their
strategical behavior, distinguishing between the following categories:

– A beginner has hardly ever played and has neither special skills nor a strate-
gical understanding for the game.

– An amateur plays once in a while, has fundamental skills and a strategical
understanding of the game.

– An advanced player is playing regularly and consciously improving his skills
and strategy while playing

– A professional is explicitly practicing special shots or tricks, plays with an
elaborate strategy and competes at tournaments

Table 1 shows the results of the games. Of course, only a rough and subjective
assessment of the teams’ playing standard was possible. KiRo won about 75%
of all the games and proofed to be a challenge for beginners and amateurs. Even
against two professional players (one of them the runner up at the European
Championships in 1998), KiRo managed to score some lucky goals until they
got used to its playing style. Nevertheless, like the audience and all the other
players they appreciated KiRo and offered to contribute their experience and
knowledge for improving KiRo’s strategy.

7 Conclusion and Future Work

We presented a system capable of playing table soccer in a fully autonomous
way. In its first prototype version it plays with a simple but effective strategy
and is able to win against beginners and amateurs. People playing against KiRo
were obviously having fun and with respect to the entertaining aspect (not the
social aspect, though) of the game they saw little difference to playing against
a human player.
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The first positive feedback from human test players allows us to be optimistic
regarding the acceptance of KiRo to the wider public. But the existing prototype
is more than just a toy: it also represents a robust basis for research in the fields
of robotics and artificial intelligence. In competitions against human players or
other artificial players research can be evaluated in an attractive way in the real
world.

Our future work includes improving the hardware and extending the vision
system to enable playing with a white ball. In addition, we plan to focus on
designing a new action selection mechanism which incorporates new skills, allows
for different playing styles and adapts itself to the characteristics and capabilities
of the opponent player. For tuning the parameters of the basic skills we attempt
to apply learning techniques in the real environment.
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Abstract. This paper shows adaptive strategies to improve the relia-
bility and performance of self-localization in robot soccer with legged
robots. Adaptiveness is the common feature of the presented algorithms
and has proved essential to enhance the quality of localization by a new
classification technique, essential to increase the confidence level of inter-
nal information about the environment by extracting reliability informa-
tion and by communicating them via parameterizable acoustic commu-
nication, and essential to circumvent manual implementations of walking
patterns by evolving them automatically.

1 Introduction

The autonomous mobile robot teams in the different leagues of RoboCup face
very special requirements. One of the most important problems that these teams
have to solve are navigation and self-localization. Therefore, algorithms are
needed that in fast changing, dynamical environments give reliable informa-
tion about the actual state. Cooperation in teams of robots is a topic of recent
research, indicating that reliable and fast communication is crucial for successful
control.

In order to improve the quality of navigation, it is necessary to increase the
performance of the process that extracts information from the sensory input.
Here, an approach is presented that adds a meta level of information to the sensor
data: a reliability factor is calculated from visual information that represents the
accuracy of the data. The internal representation of the actual state of the game
– called world model – of each robot is then communicated to other team robots
via acoustic communication in order to enhance the local reliability information.

If the robots’ localization module depends on odometry data, which is the
fact with the robots of our part of the German United Team, it is crucial for
them to have robust locomotion modules. Robustness is used here in terms of
returning reliable information about the effective covered distance during a given
time with a given walking pattern. Robustness, speed and reliability are all facets
of the overall quality of a walking pattern and are used within an Evolutionary
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Algorithm to automatically develop well performing walking programs in the
above mentioned sense.

The rest of the paper is organized as follows. In Section 2, we describe how
reliability information can be extracted during classification. The principle of
improving accuracy and speed of the robots’ walking patterns is illustrated in
Section 3. Thereafter, we briefly present a robust method of acoustical commu-
nication. This is followed by a discussion, how the suggested methods improve
the accuracy of self-localization.

2 Vision-Based Navigation

Each legged robot is equipped with a camera. The hardware-based vision pro-
cessor provides a robust eight-color differentiation [29]. Since main objects are
characterized by color [26], a basic object classification can be done by using that
module. Nevertheless, observed objects have more properties that can be used
for classification. Some of them (e.g. shape, size) can be estimated efficiently or
are extracted during image processing anyway [6,23]. Thus, additional features
can be included in the classification process with negligible increase of processing
time.

Robots’ actions are mainly affected by the observed dynamic environment.
Accidentally false classified objects can impair the robots’ behavior dramati-
cally. Thus, enhancements in classification can improve the overall robots’ per-
formance. To improve the accuracy of object detection under the aspects of the
real-time limits, we suggest a technique that classifies objects with M properties
and assigns a reliability information to every decision. This reliability informa-
tion can be used for further optimizations in navigation as shown in Section 5.

2.1 Object Classification by Signal Space Detection (SSD)

For that, all extracted M properties of an object are used to determine the
classifiers output. Without noisy components, these properties can be viewed
as coordinates of fixed points in a M -dimensional signal space (Fig. 1 for M =
2). Each of these so-called admissible signal points is associated with a fixed
classification. In Fig. 1, an admissible signal point ci is associated with the class
i. Given this constellation, the signal space can be partitioned so that decision
regions are formed which are bounded by hyperplanes (so-called decision planes).

In typical implementations, the properties of objects cannot be identified
ideally. A set of inexactly estimated properties can also be represented as a
point in signal space. The classification is determined by the position of this so-
called observed signal point rj relative to the bounding hyperplanes. In Fig. 1,
r0 is associated with class 2 and r1 is associated with class 1.

If inexact property estimation can be modeled as exact values disturbed by
average white gaussian noise, then the decision planes are easy to estimate. For
that, the signal space must be partitioned into Voronoi Regions to get classifi-
cations of highest accuracy [28].
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Fig. 1. Illustrated concept of object classification using the Signal Space Detection
approach for M = 2.

For colored noise, the euklidic distance is not a good measure to estimate
the correct class of an observed object. In some cases, the signal space can be
transformed into a white-noise domain [14,13]. Besides, the hyperplanes can be
set using a neural network approach. In the next section, we show how relia-
bility information can be extracted using conventional networks like multilayer
perceptrons (MLP) [1,16].

2.2 Extracting Reliability Information

In [24], a method to extract reliability information using a special SSD detec-
tor was introduced. An observed signal point, which is positioned close to an
admissible signal point, represents a very confident decision (e.g. r0 in Fig. 1).
On the other hand, an observed signal point which lies close to a decision plane
marks an unreliable decision (e.g. r1 in Fig. 1). That is, the distance from an
observed signal point to the admissible signal points and to the decision planes
is a measure for the reliability of the classification. The consideration of these
distances allows the calculation of the individual probabilities for the possible
detector outputs: to be member of a certain class (r ∈ C) or not (r /∈ C).

Assuming that the observed signal point is r, the soft-output for the classifi-
cation i, which is called L(i), can be calculated with the so-called log-likelihood
ratio after [15]:

L(i) = ln
P (i = C|r)
P (i �= C|r) (1)

Note, that a positive value L(i) indicates r is classified to belong to C, a negative
value means r is classified not to belong to C. The absolute value of L(i) is the
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reliability of the decision. In [24], the exact procedure for the calculation of this
reliability information using the SSD approach is presented in detail for practical
implementations.

Unfortunately, that approach uses predefined admissible signal points. Thus,
decision planes can be precalculated and implemented easily. For typical ob-
ject classifications, neither properties nor noise are known exactly. Therefore,
classification is often done by neural networks, typically by multi-layer percep-
trons [1,16].

A single perceptron multiplies the input vector with its weight vector. The
dot-product is weighted by the activation function A(x) afterwards as done in
Eq. (2) [1].

A ((w1, w2, . . . wM+1) · (r, 1)) (2)

If A(x) is chosen to be A(x) = x, the perceptron represents a hyperplane H as
illustrated in Eq. (3). By setting the length of the normal vector of the hyperplane
(resp. the weight vector w of the perceptron) to 2b/σ2, the reliability information
of r is implicitly given by the perceptrons output H(r) [24]. For that, b is the
distance from the admissible signal point to the plane and σ2 represents the
noise variance [24].

H :

⎛⎜⎜⎝
w1
w2
· · ·
wM

⎞⎟⎟⎠ r + wM+1 = 0. (3)

Since the variance typically changes for different sensor data, it must be measured
at run-time or approximated by an estimate of typical channel characteristics.
The admissible signal point can be approximated by the center of all observed
signal points that are classified to be a member of the same class. This can be
done efficiently after the training phase.

Unfortunately, due to simplified learning rules, typically a sigmoid activation
function (see Eq. (4)) is used in common neural networks [16]. Thus, the distance
from H to r cannot be calculated directly using conventional perceptrons. To
extract the reliability information, the inverse function A−1(x) after Eq. (5) must
be applied.

A : x → 1
1 + ec(t−x) (4)

A−1 : x → t − 1
c

· ln

(
1
x

− 1
)

(5)

2.3 Implementation Issues

In the signal space, the decision regions are typically bounded by a set of several
hyperplanes. Not all planes contribute to the determination of the reliability
information. Thus, we have to choose the appropriate bounding hyperplane for
calculating the soft information. In Fig. 1 for example, the hyperplane, which
is visualized by the dash-dot line, is obviously not decisive for r0. Therefore,
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we have to define a set of decisive hyperplanes for each output vector. That
k-dimensional vector gives the position of the observed signal point relatively
to all decision planes. The classification can be done by assigning a class to
every possible output vector. This can be implemented using the MLP network
approach. On the other hand, the algebraic sign of the extracted reliability can
be used with a boolean algebra for classification. This approach is very efficient,
especially under run-time constraints.

An implementation of the supposed methodology is very similar to conven-
tional neural networks: M property extraction units (e.g. sensors) are connected
with k perceptrons. These perceptrons represent the decision planes. After the
training phase, the weights must normalized so that |(w1, w2, . . . wM )| = 2b/σ2.
To calculate the reliability (resp. the distance of r to the closest decision plane),
the outputs of the perceptrons must be weighted by A−1.

This calculated additional information leads to a significantly increased ac-
curacy of self-localization. The way how reliability information improves the
localization process is presented in Section 5. Nevertheless, the performance of
this approach crucially depends on the accuracy of sensory information.

3 Movement

A reliable estimation of the actual robot position even with insufficient sensor
data can be done only with high-quality odometry data. Therefore, the devel-
opment of robust walking is necessary, with robustness describing not only fast
and stable walking but also less slipping for precise self-localization based on
dead reckoning.

3.1 Evolution of Walking

The progress in the development of faster, more robust and computationally
more powerful robots is mirrored in the Sony Legged League: this young league
of the RoboCup federation has now reached the second generation of four-legged
robots and the challenging edutainment robot market is expanding with increas-
ing speed which will have a great influence on the future development of the
Legged League robots. A major drawback of this tendency is that with almost
every new robot architecture a re-implementation of the walking program is nec-
essary, leading to complete new design whenever the robot platform is changed.
Programming and control of walking robots is difficult, because of the high di-
mensionality of the movements and the complex sensory and motor limitations,
let alone the various uncertainties that arise during the operation. Even if the
original walking program proves satisfactory, parameter changes of the hardware
(e.g. a slight change of the position of the center of mass of the robot, changes in
maximum acceleration or speed of joints, or changes in weight or length of limbs)
may cause unwanted defects in terms of stability, robustness against slackness or
speed. In order to avoid this effects and to circumvent additional and expensive
work, adaptive methods should be used that automatically generate programs
for walking.
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The evolution of robot control programs has been the topic of recent publica-
tions [20,2,3,12,22,21,27] and especially the field of walking robots becomes more
and more important [17,7]. Gait patterns of stick insects have been analyzed to
gain more detailed information on natural gait coordination algorithms [10].
Many researchers have often been inspired by biology to build legged robots. An
overview can be found in [19]. Nevertheless, the above-mentioned approaches
deal with a special instance of an autonomous robot (or walking agent), on
which the architecture of the developed control system heavily depends.

It was one of the main goals of this work to make the evolution of robot
controllers as independent as possible from morphology specific information.
So morphology-related information, although available, will not be used. If, for
example, a joint looses the ability to reach certain positions, the outcome of
an inverse transformation, which depends on the correct working joint, will be
useless. Additionally, the algorithm for the inverse transformation is correct only
for a single robot. A machine-learning algorithm, however, should be able to cope
with changing hardware and environmental conditions.

A first step towards control of movements of a legged robot is to move the
single legs according to a desired trajectory. This trajectory depends on the
desired behavior and requires very well coordinated synchronous movements of
all joints involved. Thus, describing a movement of a robot requires to give
the time dependent values of the acting forces for each involved joint during
the motion. The next sections shall now explain the experimental setup and
preliminary results from the evolution of walking with Genetic Programming.

3.2 The Evolutionary Algorithm

A first step toward control of movements of a legged robot is to move single
joints according to a desired movement of more complex parts of the robot, e.g.
a limb. Coordinating the movement results in the necessity to give a time series
of motive forces or nominal angles for each joint of the robot, which sums up
to 3 joints for a single leg and an overall of 12 joints for the whole four-legged
robot at each discrete time step t during the motion. This sequence has to be
coordinated in time to achieve the desired movement in sufficient quality. The
Evolutionary Algorithm now has to fulfill certain requirements:

– The structure of the individual has to be interpreted as a robot control
program.

– Therefore it is necessary to have operations in the global operator set that
allow to control motors.

– The quality of the executed individual has to be measured and fed back into
the algorithm.

– Better individuals must have a higher probability to spread their genetic
information into the next generation.

– The genetic information must be varied to get an evolutionary drift towards
better and better walking programs.
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Table 1. Koza tableau with parameter settings for the Evolutionary Algorithm.

Parameters Values

Objective: Evolve parameter set that makes the robot walk
Terminal set Real numbers
Selection scheme Roulette wheel selection
Population size 20
Crossover probability 0.3
Mutation probability 0.1
Random replacement probability 0.09
Termination criterion No. of generations
Maximum size of individual 4 14-dimensional vectors
Initialization method Random

Representation. An individual in the current setting is a set of vectors

I = {i1, i2, i3, i4} (6)

with each ik being a vector.

ik = (x1, x2, . . . , x12, b, t). (7)

The values x1, . . . , x12 represent motor angles for all 12 motors of the legs of the
robot, the value b is a boolean variable indicating whether the movement of the
joints to the nominal values xk shall be a linear movement or a free point-to-point
movement. The value t gives the time after which all motors mk, k ∈ {1, . . . , 12}
have to have reached the desired position xk. Walking is a cyclic movement and
here one loop is separated into different phases. The robot is supposed to be
in the first phase i1 at the beginning of the walking. After a certain time given
by t1, the next phase starts and the motors move to the positions given in i2.
After time t2, the desired positions are reached and the next phase starts. After
reaching the positions in phase i4, the next phase is again phase i1, so that the
walking is divided into four phases. This rotation scheme continues as long as
the robot walks. The evolutionary algorithm now has 4 × 14 = 56 degrees of
freedom and several additional parameters which are given in Table 1.

In other experiments a different representation was implemented. To avoid
possible erratic movements, a variable walking pattern was used that could be
adjusted with a set of ten parameters which are variables for a mathemati-
cal model of a set of superimposed oscillations that are used to calculate the
leg movements. Preliminary experiments used this representation with reduced
complexity (see Section 1).

Measuring Fitness. There are two ways of measuring the fitness of an individual
in the current algorithm. The first one is an realization of an interactive evolu-
tionary process: two individuals are executed on a robot and a human observer
has to manually decide which of both individuals has a higher quality. This
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approach circumvents numerical values as the fitness criterion, and the experi-
menter is relieved of implementing a fitness function that includes ’soft’ criteria
such as smoothness, grip, and elegance of movements, criteria which can easily
be observed and rated by any human experimenter. On the other hand, a com-
parison of individuals from different generations is difficult because of the lack
of objective numerical data. This has led to the implementation of an automatic
fitness evaluation module which uses a camera to track the robot during the mo-
tion. The distance between start and end point divided by the time used gives
the speed of the movement. This setting has some disadvantages that makes it
difficult to use, e.g. a robot falling over is probably considered as a fast forward
moving robot.

The main problem of both approaches is the time consuming evaluation of
individuals, because each individual of each generation has to be down-loaded
to the robot, executed and evaluated. Due to the fact that evolution is a ’blind
watchmaker’, movements are likely to emerge that make the robot stumble and
fall, which has the effect that a human experimenter is needed to observe the
evaluations all the time.

New approaches are currently investigated that try to learn from the user’s
decisions to develop a heuristic function that can be used instead of the time con-
suming evaluation with real robots1. Artificial Neural Networks will be trained
with pairs of individuals along with the observers decision which of them repre-
sents the better walking. Once this heuristic is established in sufficient quality,
it will be used to evaluate individuals offline. The potential effect is less long
lasting experiments and a better quality of the resulting programs.

Selection Scheme. Individuals are compared pairwise and assigned a static fitness
value. This method is known as tournament selection [3], but in this special case,
a tournament is only needed to discriminate between good and poor performing
individuals. The better individual is assigned a better—and static—fitness value
that in turn is used in subsequent steps. After all individuals are evaluated, a fit-
ness proportional selection takes place (called roulette-wheel-selection). Selected
individuals are either mutated, recombined with other individuals or replaced
by randomly initialized new individuals.

Mutation. One of the 56 parameters of an individual is randomly selected and
mutated by adding a standard (0,1)-Gaussian distributed random variable.

Crossover. Two individuals are recombined by randomly exchanging single pa-
rameters or sequences of parameters. The special parameters b, t are recombined
separately due to their different domains.

1 The execution of evolved walking programs during long lasting experiments is a
strenuous process for both experimenter and robot hardware. It is thus desirable to
increase the speed of the evolutionary process (and therewith to decrease the total
number of evaluations) in order to minimize the wear-out of expensive hardware.
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Fig. 2. Development of the speed of the fastest individual per generation. The hori-
zontal line indicates the speed of the standard walking used for soccer.

Results. Fig. 2 shows preliminary results of a preliminary experiment with re-
duced complexity and a smaller population. The representation is now a 10-
dimensional vector parameterizing a mathematical model of walking. The model
describes the trajectory (position and orientation) of the center of mass of the
whole robot and the parameters are responsible for the speed, frequency and
radius of leg movements. We used this simplified model in our first experiments
in order to increase the convergence speed of the evolution by decreasing the size
of the search space. The speed of the robot using the standard parameter setting
(describing the gait pattern that is used as the default walking by the German
United Team) is shown as the horizontal line at 0.154m

s in Fig. 2. The fitness of
the best individual of every generation is shown. It is astounding that, even with
a very small population size of four individuals, an increase of maximum speed of
nearly 30% could be observed. The only fitness criterion was linear speed of the
movement. Neither robustness nor smoothness of the walking pattern were taken
into account for fitness calculation. Deviations to both sides during the walking,
stumbling or crawling were frequently observed phenomena. This leads to the
assumption that additional criteria must be taken into account for fitness eval-
uation, resulting in a multi-objective optimization [11]. Multiple criteria can be
adopted easily in our Evolutionary Algorithm by varying the decision criterion
of the tournaments. This leads to a selection pressure on the individuals that
is proportional to the frequency of the corresponding criteria. This experiments
are promising and indicate that the objective function needs to be defined very
carefully in order to yield optimal results.

Having improved odometry data gained from robust walking and reliable
vision-based self-localization, the robot’s position can then be estimated more
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exactly, and even more so, if individual information is shared with other team
members. Therefore, a communication channel is implemented and presented in
the following section.

4 Robot Agent Communication

Communication is treated as an enabling technology for efficient distributed work
in multi robot teams. A robust communication channel can be used to replace the
robots’ internal world models by a distributed global model. This can be done be
broadcasting the calculated model and to receive the other robots’ observations.
Thus, a more reliable localization can be performed.

To evaluate the impact of the given approach, we implemented a robust
acoustic communication. The main problem when dealing with that channel is
the heavy noise. Therefore, the transmission quality is mainly affected by the
audience speech, echos, and ambience noise. The bandwidth is limited due to
quality of sensors, run-time constraints and complicated channel features. As the
channel parameters vary over time due to robots’ movement, time dependency
of noise, and echos, the communication must be adapted to the actual channel
parameters.

The second complicated constraint is the run-time limited processing time.
Since world models use to age very fast and the transmitted data is very error-
sensitive, the data transmission must be effective and almost error free. There-
fore, a fast error correction code (ECC) must be established. The two most
common approaches for error correction are the use of Block Codes (e.g. so-
called Reed Solomon Codes [18,30]), and the utilization of convolutional codes
as for so-called Turbo Codes [8]. Due to the real-time constraints it is impossible
to use a complex code for error detection in robot communication. Such codes
are characterized by a time intensive decoding phase. Thus, a specialized parity
check code is used for communication by our team.

The relevant information is stored symbolically in a M × M -matrix. Every
row and every column is protected by a parity check bit [25]. We use even parity,
that means the number of ones in each row and column including the parity bit is
even. This is illustrated in Fig. 3. If one bit error inside the M ×M array occurs,
the parity check of the corresponding row and column fails. Thus, the error
position is easy to detect as the intersection of the erroneous row and column.
The error value is given implicitly, since we handle boolean information.

The situation changes, if more errors occur or if parity bits become corrupted.
To solve this problem, we use an n-dimensional parity check, for n = 3 a parity
cube. Note, that n is the dimension of a hypercube that contains Mn bits. When
all parity checks fail (for n = 3, column, row, depth), the erroneous check lines
intersect at the bit, that is most likely corrupted. If the checks of only two
parities fail, the probable error position can be estimated at the intersection
of the corresponding row and column. Nevertheless, it is not sure if this bit is
really a corrupted one or not: for example, two erroneous bits in a line cause a
successful parity check for the corrupted bits, two corrupted parity bits cause
unwanted corruption of a correct bit.
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Fig. 3. Parity check code using a two-dimensional concept. Received parities (gray
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Fig. 4. Enhanced parity check code using soft information to estimate possible error
position by examining single bit reliabilities. The parity bit is shaded gray, the erroneous
bit is marked black.

To improve the error correction capability, the soft information about ev-
ery bit is very useful. To extract the reliability of a bit, we perform a discrete
Fast Fourier Transform (FFT) [9,5]. The FFT data is then classified using the
method given in Section 2. If the reliability of a possible erroneous bit is low,
then it becomes inverted. This idea is illustrated in Fig. 4. There, 10 bits are
parity checked. The error position cannot be calculated. Since reliability infor-
mation about every bit is calculated, the symbol with the lowest soft information
becomes corrected. The calculation of soft information leads to enhancements in
error correction capability. Furthermore, we use soft information as a measure
of overall channel quality. So we are able to trade code rate resp. bandwidth
against error correction capability. The code rate can be adjusted to the actual
channel capacity.

The suggested method is very fast, because it uses bitwise operations. This
can be done parallel on the robots, because multi-bit operations are possible with
our architecture. With that ECC, the code rate c(n) for an n-dimensional hyper-
cube that contains Mn bits is given in Eq. (8). The code rate can be increased
by larger side length M , error correction capability rises with dimensionality n.
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c(n) =
Mn

Mn + nM (n−1) = 1 − 1
1
nM + 1

(8)

5 Bayesian Based Probabilistic Localization

The additional information about the decision reliability leads to an improved
localization and navigation concept. The playing field is separated into discrete
grid locations. We create a state-space with these positions. A position in this
state space is called si. Observations O of landmarks, goals, and walls are com-
bined with a priori information of the actual state and of the robots’ movement.
To do this, we use Bayes’ Theorem [4]

P (si|O) =
P (si)P (O|si)

ΣjP (sj)P (O|sj)
(9)

where P (si) is the a priori probability that the robot is in state si. P (si|O) is the
posterior probability that the robot is in state si given that it has just observed
O and P (O|si) is the probability of observing O in state si.

Since P (si) is the probability to be in state si (without knowledge gained
from visual input), a more accurate walking leads to a better a priori estimation
of the actual position. Thus, the probability distribution P (si) can be estimated
more exactly. Providing reliability information of classified objects leads to en-
hanced observations O. Therefore, the variance of P (O|si) can be estimated more
exactly. Consequently, P (si|O) provides more information with higher reliability.

The impact of the suggested approach is illustrated in Fig. 5. There, a typical
scene is shown: The keeper stands inside the opponents goal. Since it hides the
right border of the goal, the width of the goal dx is estimated incorrectly at t0. As
distance is calculated by applying intercept theorems, this leads to an incorrect
self localization st0

i based on the observed situation (bold line in Fig. 5, At0).
At t1, both robots have moved. The observation O now shows the goal in its
full width. With the conventional approach, the a priori probability of being
in one of the states st1

i (bold line in Fig. 5, At1) is relatively high. A move to
the posterior correct position (marked by a cross in Fig. 5, At1) seems rather
unlikely due to odometry data.

Using reliability information, the observation at t0 and thus a calculated
possible position st0

i is marked as low reliable2 (grey area in Fig. 5, Bt0). In
contrast, the reliable observation O at t1 gives a posterior position st1

i (grey
circle in Fig. 5, Bt1) with high reliability. Reliable odometry data supports this
calculated decision.

The acoustic communication can be used to further increase the precision of
the robots’ world model. Therefore, every robot broadcasts its observed data, es-
pecially the estimated positions of ball and robots. For each robot, the received
2 As shape is used to classify objects, the non-rectangular shape of the goal at t0

indicates a low reliability.
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Fig. 5. A robots observation of a keeper standing inside the goal. Object borders
are partially hidden. The estimated position of the observer using the conventional
approach is shown in the middle. The position calculated with our method is illustrated
right.

Fig. 6. Observations of two cooperative robots. The left illustration presents the ob-
servation of robot 1, that leads to a accurate self localization. The sketch in the middle
shows the observation of robot 2. Due to its awkward viewpoint, robot 2 is unable to
localize itself accurately. On the right, the combination of both observations leads to
an improved localization of robot 2.

data is synchronized with its internal world model. This approach is demon-
strated in Fig. 6: Since its disadvantageous position, robot 2 cannot localize
itself exactly (bold line in Fig. 6). Robot 1 observes the second robot under
a certain angle (gray area in Fig. 6). The observations of both robots are com-
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bined. Thus, the position of robot 2 can be estimated with significantly improved
accuracy.

6 Conclusion

In this paper, we presented a method for increasing the quality of self-localization
based on three main improvements: (i) reliability information is extracted from
visual sensor input by using an enhanced object classification. This leads to
a more reliable observation-based navigation. (ii) the development of robust
walking patterns with an Evolutionary Algorithm leads to increasing accuracy
and speed of the movements. (iii) the individual knowledge of the world model
is shared among team members. This is done by establishing a stable acoustic
communication channel. Thus, the advantages of both approaches are combined
to diminish uncertainty in special situations.

The RoboCup tournament will show if the presented theoretical improve-
ments in self-localization do positively affect the overall performance of soccer
playing robot teams.
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Abstract. We present an approach for coordinating a team of soccer
playing robots, used by Clockwork Orange in the RoboCup middle-size
league. It is based on the idea of dynamically distributing roles among
the team members and adds the notion of a global team strategy (attack,
defend and intercept). Utility functions are used for estimating how well
suited a robot is for a certain role. They are not only based on the time
the robot expects to need to reach the ball but also on the robot’s position
in the field. Empirical results from the RoboCup 2001 tournament are
presented demonstrating the value of extending role distribution with a
team strategy.

1 Introduction

An interesting research topic in RoboCup is the problem of coordinating a team
of agents, whether it be software agents or real world agents. Middle-size league
teams traditionally focus on issues like robot control, real-time image process-
ing, self localization and fusion of sensor data but in the last years actively
coordinating the multi-agent system has come into reach. We present an ap-
proach for coordinating a team of middle-size robots which uses a global team
strategy. This approach was used in Clockwork Orange, the Dutch RoboSoccer
Team [5] at the RoboCup 2001 tournament. The team is a collaboration effort
of the Delft University of Technology, the Utrecht University and the University
of Amsterdam.

First we will shortly discuss related approaches used by some other teams.
Next we describe our role-based team coordination mechanism and how it in-
fluences action selection. We finish with results obtained at RoboCup 2001 and
draw some conclusions.

2 Related Work

We view RoboCup middle-size league as an application in which intentional co-
operation is the preferred choice for a cooperation model as opposed to the swarm
model, a distinction made by Parker [3]. Swarm cooperation focuses on the emer-
gent cooperative behavior in large groups of robots, each of which individually
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has limited capabilities. When robots achieve purposeful cooperation built on
their individual higher level capabilities the cooperation is called intentional.

We opt for intentional cooperation since in the RoboCup domain several
tasks such as defending and attacking are required, the number of robots is very
limited, timing is crucial for success and the robots can be heterogeneous in their
hardware and capabilities. Other teams consider a deliberative approach to the
team strategy acquisition useless in such a dynamic and hostile environment [7].

A common approach for intentional cooperation is a system based on the dis-
tribution of roles among the field players. The players of CS Freiburg distribute
roles amongst themselves, namely an active, support and strategic role [9]. Each
robot determines its utility to pursue a certain role and informs its teammates.
Based on these utilities a robot chooses his role. Roles are also distributed among
the players of ART [1]. The roles they define are a main attacker which demands
ball possession, a supporting attacker and a defender. The protocol for distribu-
tion of the roles among the players is based on utility functions.

Dynamic role assignment based on utility functions seems a flexible way
for achieving cooperation, but most of the standard role distributing schemes
as designed by other middle-size league teams seem to employ just one team
strategy: attack. However if one defines ball possession as a prerequisite for being
able to attack one can see that in a typical middle-size league only a limited
amount of time is spent attacking. It usually takes a lot of time to find and
obtain the ball. Therefore we have extended this model with two more team
strategies: defend and intercept. The team strategy determines what roles have
to be assigned among the team members. It extends formations as defined in [6]
by assigning priorities to the roles to cope with a variable number of participating
agents.

3 Team Coordination

We have divided the soccer game in three states: either your team has the ball
and attacks, the other team has the ball and your team defends, or nobody has
ball possession and your team tries to obtain it. For simplicity we assume the
game is characterized by ball possession alone, knowledge regarding the status
of the ball is provided by our shared world model [2]. A problem of such a
finite state machine could be that it is prone to oscillations between the team
states. To prevent such an unfortunate situation the protocol for deciding on
team strategy and distributing roles “locks” the team strategy during a cycle of
the coordination process.

We define a team strategy as a distribution of certain roles over the available
field players, where a role is defined as a mapping of situations to individual
robot actions. The team strategy poses limitations on the possible mapping of
roles to robots. Note that only three roles are associated with each team strategy
as the goalkeeper does not actively participate in team play: it has its fixed role
of goalkeeper and has fundamentally different hardware.

We have assigned priorities to each role in a certain team strategy, since
during a game not all three field players may be in play but some roles are more
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Table 1. Distribution of roles associated with each team strategy.

Team strategy Role #1 Role #2 Role #3
Attack AttackWithBall PassiveDefend AttackWithoutBall
Defend ActiveDefend PassiveDefend ActiveDefend
Intercept InterceptBall PassiveDefend InterceptBall

important than others. Table 1 shows the roles for each team strategy, with #1
being the most and #3 being the least important role. If there is one field player
available only role #1 will be assigned, with two field players active roles #1 and
#2 will assigned etc. Role #1 is always a ball oriented role: with only one field
player ready for duty you want it to go after the ball. This is also the case when
communication fails, the robot will assume it is the only player in the team and
fulfill role#1.

A robot in role PassiveDefend (PD) waits in front of its own goal for the
opponent team to attack. Role InterceptBall (IB) chases the ball trying to obtain
control over it. Role ActiveDefend (AD) is a defensive variant of the previous
role. When a robot controls the ball it assumes role AttackWithBall (AWB),
which usually means dribbling with it toward the enemy goal followed by a shot.
Role AttackWithoutBall (AWoB) describes an auxiliary attacker moving toward
the enemy goal together with the main attacker.

The role distribution approaches already in use at RoboCup usually have
three roles: an attacker, a supporting attacker and a defender. These can be
respectively identified with AttackWithBall, AttackWithoutBall and PassiveDe-
fend. Adding team strategies suggests we also have to differentiate the existing
roles. The added roles InterceptBall and ActiveDefend seem necessary in our
view, but one could easily argue a different set of roles is necessary and sufficient
to play a decent game of robot soccer.

Utility Functions

To decide which robot should be assigned which role a mechanism based on
utility functions is used. Each role is associated with a utility function which
tries to measure how well suited a robot is for this role in the current state of
the world. For an attacking role it is easy to define a useful utility function. This
is more complicated for a defending role, since an attacker only has to focus on
the ball while a defender should assume a good position waiting for things to
come.

We propose to compose the utility functions for each role on two measures:
first one is the time a robot expects it needs to reach the ball. This time is based
on the shortest angle the robot has to turn to face the ball and the Euclidean
distance between them. This is important for roles that want to chase after the
ball: ActiveDefend, InterceptBall and AttackWithBall. For the last role we also
take into account whether or not a robot controls the ball.
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Second measure is how well the position of a robot is suited for the role.
We added an evaluation mechanism for this purpose based on attracting and
repelling areas on the field [4]. This measure is needed for the non ball oriented
roles PassiveDefend and AttackWithoutBall, but it is also relevant for the ball
oriented roles to fall back upon when the position of the ball is unknown.

Assignment of Roles

Clockwork Orange’s shared world model [2] simplifies the task of assigning roles
to robots. When a robot notices a change in ball possession it alerts its teammates
by telling them the new team strategy. The robot continues by calculating its own
utility for each of the roles in the new team strategy (see table 1) and transmits
this information to its teammates. Upon receiving the new team strategy they
do the same. While waiting for a certain time on the utility scores of teammates
each robot calculates these scores based on its own world model. Utility scores
coming in from a teammate have preference however, which introduces a level
of redundancy.

After receiving utility scores of each teammate or when a timeout occurred,
each robot selects its role by comparing the utility scores each team member has
for each role available, starting with the most important role. We try to limit
the impact of oscillations between team strategies by letting the robot ignore
all incoming new team strategies while still busy waiting for utility scores from
teammates.

Impact of Role on Action Selection

Assigning roles to robots only makes sense if the robot takes its role (and possibly
those of its teammates) into account when selecting the next action it should
take. It should execute the next action which benefits the team the most, and
its role provides the robot with a description of what the team expects of it.
Without going into too much detail we will shortly describe the use of roles in
our action planning [4].

Action planning is modeled using Markov decision processes, similar to
Tambe’s approach used in the simulation league[8]). A robot’s role determines its
action space and influences its reward function. In order to be able to find a good
solution to the Markov decision problem we discretize the action space (instead
of the state space which remains continuous), which means a robot considers
only a finite set of actions at a time. Actions are defined as having a certain
type like move or dribble and certain parameters like target positions, whose
number is potentially infinite. As a solution to this problem we only consider a
finite number of target positions. The size of the set of actions lies in the order
of magnitude of 50. The role of a robot determines the contents of this set: a
defensive role will lead to more move actions than shoot or dribble actions while
role AttackWithBall for instance will contribute more shoot and dribble actions
than plain move actions.



Team Coordination among Robotic Soccer Players 413

Our reward function is designed as follows: estimate the desirability of the
current world state by looking at several soccer heuristics, simulate the action on
this world to obtain a new world state, estimate the desirability of this new world
state, and the difference between the two estimates is the reward. The soccer
heuristics are about whether the ball is in one of the goals, ball possession,
strategic positioning and how well the location of the robot is suited for its
role. So to what extent an action is considered beneficiary to the team partially
depends on the robot’s role.

4 Results

Clockwork Orange successfully participated in the RoboCup 2001 tournament
in Seattle, USA reaching the quarterfinals. In total seven games were played, re-
sulting in three victories, one draw and three losses. At the German Open 2002
tournament Clockwork Orange became fourth. Results regarding team coordi-
nation will be presented from the last four and a half1 last games from RoboCup
2001. We will start with the outcomes of these matches: Clockwork Orange vs.
Trackies 0-8, Fun2maS 5-0, Artisti Veneti 3-0, GMD 1-4, CS Freiburg 0-4.

Next we will discuss a 30 second fragment from the match against GMD,
shown in figure 1. This fragment gives an example of how our coordination
mechanism works under good conditions: the world model is consistent at an
acceptable degree. The robots in our team are called Caspar, Ronald and No-
mada.

At the start of the fragment Caspar has control over the ball and each robot
believes the team strategy is attack, as they should. The team has correctly as-
signed the AttackWithBall role to Caspar and the AttackWithoutBall role to
Ronald while Nomada is standing close to the own goal area in role PassiveDe-
fend. Then Caspar loses the ball, the team switches to team strategy intercept
and the two attacking robots switch to role InterceptBall. Between t = 115 and
t = 118 there is some confusion whether or not the opponent controls the ball
which leads to oscillations between team strategies intercept and defend.

At about the same time as Ronald gains possession of the ball Nomada is
neatly shut down and removed from the game. This means the team has lost
its defender and one of the other two should fill the gap. Ronald does so by
switching to role PassiveDefend at t = 124, after having been in error for a short
while: it was at the same time as Caspar in role AttackWithBall although it was
really Caspar which controlled the ball.

Table 2 visualizes the distribution of team strategies for the games listed
above. It shows team strategy intercept is the most common in all but one match.
The exception is the game against Fun2maS in which attack is dominant. This
seems consistent with the outcome of the match.

The distribution of roles over robots can be found in table 3. It shows that
the AttackWithoutBall role has been assigned only a small amount of time. It
1 During the half-time interval of the third game the team coordination implementa-

tion was frozen for the rest of the tournament.
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Fig. 1. Visualization of team strategy, role distribution and ball possession during a
30 second period of the RoboCup 2001 game against GMD. The x-axis displays the
wall clock time in seconds since the start of the game. The robots involved are Ronald,
Caspar and Nomada (removed from the game 118.88 seconds after game start). Their
role and team strategy are shown on the y-axis. When one of them has ball possession
a line is drawn in the bottom part of the graph.

Table 2. The portion of time the team spent in each team strategy. The surface area
of the circles is proportional to the amount of time spent in each team strategy or role
relative to the total time. Right columns show these total times in seconds.

is the least important role of team strategy attack which means it will only be
used if there are three field players active, each accurately knows its position
and one of them has ball possession.

To see the influence of a robot’s role on its action selection we have included
table 4. It shows what type of actions have been chosen while the robot was
in a certain role. The data is a summary of all robots during the last four and
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Table 3. The portion of time each robot spent in each role.

Table 4. The portion of time spent executing an action of a certain type while in a
certain role. Data is from all field player robots during the four and a half last games
of RoboCup 2001.

a half games of RoboCup 2001 which lasts just over three hours. The table
demonstrates that a robot’s role influences the kind of actions it takes. Chase
actions, whose purpose it is to obtain the ball, are not used as much in roles
PassiveDefend and AttackWithoutBall as in the other roles, which one would
expect given their nature.

5 Discussion

Figure 1 shows the good performance of our team coordination mechanism under
good conditions, but even then inconsistencies sometimes occur. For instance at
t = 131 Caspar briefly switches to role InterceptBall when it shouldn’t. The
reason is that Caspar’s world model has not received a position update from
Ronald’s world model for a while, as Ronald has no estimate of its own position
that is accurate enough to communicate. From Caspar’s point of view it is the
only active member of the team and it should thus fulfill the most important role
in team strategy intercept : InterceptBall. These kind of problems are common
and should be properly dealt with.

As table 2 shows the total amount of time spent in team strategy attack is
rather low, only 28% of time (almost three and a half hours). This would seem to
confirm our intuition that extending role-based approaches with a global team
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strategy makes sense, although we do not have the resources (two complete
teams) to confirm this. In RoboCup simulation league however these lines of
reasoning are common.

The team strategy sub-tables also show that most of the time (53%) is spent
in intercept, resulting from the fact that it is hard to detect whether the other
team controls the ball. This would call for a more sophisticated way of deter-
mining the applicable team strategy than just looking at ball possession alone.
Ball possession is a good first indication but other concepts like ball position on
the field or the relative distances of teammates and opponents can be added.
This would also reduce the number of oscillations caused by the possibly rapid
changes in ball possession.
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Abstract. This paper describes the architecture used by the German-
Team 2002 in the Sony Legged Robot League. It focuses on the special
needs of a national team, i.e. a “team of teams” from different universi-
ties in one country that compete against each other in national contests,
but that will jointly line up at the international RoboCup championship.
In addition, the tools developed by the GermanTeam will be presented,
e.g. the first 3-D simulation used in the Sony Legged Robot League.

1 Introduction

All RoboCup leagues share the problem that there are more teams that want
to participate in the world championship than a normal contest schedule can
integrate. Therefore, each league has its own approach to limit the number of
participants to a certain amount. For instance, teams in the simulation league
have to qualify by submitting a team description and two log files, one of a game
against a strong opponent, the other of a game against an average one. Based on
this material, a committee selects the teams for the championship. In contrast,
participants in the Sony Legged Robot League only qualify by submitting a
description of their scientific goals - before they have even worked with the
robots. Each year, the Sony Legged League grows a little bit, e.g. from 16 to 19
teams from 2001 to 2002. So far, teams that were once accepted in the league
were allowed to stay during the following years without a further qualification,
amongst other reasons because of their investment in the robots. Thus, only a
few new teams have the chance to join the league.

Currently, it is discussed how to provide to chance to participate in the league
to more research groups. One solution would be to set up national teams, as the
GermanTeam that was founded in 2001 [1]. The GermanTeam currently con-
sists of students and researchers at five universities: the Humboldt-Universität
zu Berlin, the Universität Bremen, the Technische Universität Darmstadt, the
Universität Dortmund, and the Freie Universität Berlin. The members of the
GermanTeam are allowed to participate as separate teams in national contests,
but will jointly line up at the international RoboCup championship as a single
team.

The other solution would be to install national leagues, of which the winning
team will get the ticket to participate in the international contest. On the one

G.A. Kaminka, P.U. Lima, and R. Rojas (Eds.): RoboCup 2002, LNAI 2752, pp. 417–425, 2003.
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hand, this approach would enforce the competition, but on the other hand, the
goal of the RoboCup initiative is to promote research, and competing teams
do not work together very well. Therefore, it may be a good compromise to
support collaboration on the lower, national level, while stressing the element of
competition on the international level.

The GermanTeam is an example of a national team. The members will par-
ticipate as separate teams in the German Open 2002, but will form a single
team at Fukuoka. Obviously, the results of the team would not be very good
if the members will develop separately until the middle of April, and then try
to integrate their code to a single team in only two months. Therefore, an ar-
chitecture for robot control programs was developed that allows to implement
different solutions for the tasks involved in playing robot soccer. The solutions
are exchangeable, compatible to each other, and they can even be distributed
over a varying number of concurrent processes. The approach will be described
in section 2. Finally, in section 3, the tools that were implemented to support
the development of the robot control programs are presented.

2 Multi-team Support

The major goal of the architecture presented in this paper is them ability to
support the collaboration between the university-teams in the German national
team. Some tasks may be solved only once for the whole team, so any team
can use them. Others will be implemented differently by each team, e.g. the
behavior control. A specific solution for a certain task is called a module. To
be able to share modules, interfaces were defined for all tasks that could be
identified for playing robot soccer in the Sony Legged League. These tasks will
be summarized in the next section. To be able to easily compare the performance
of different solutions for same task, it is possible to switch between them at
runtime. The mechanism that support this kind of development are descibed in
section 2.2. However, a common software interface cannot hide the fact that some
implementations will need more processing time that others. To compensate for
these differences, each team can use its own process layout , i.e. they can group
together modules to processes that are running concurrently (cf. section 2.2)

2.1 Tasks

Figure 1 depicts the tasks that were identified by the GermanTeam for playing
soccer in the Sony Legged Robot League. They can be structured into five lev-
els:

Sensor Data Processing. On this level, the data received from the sensors
is preprocessed. For instance, the image delivered by the camera is segmented,
and then it is converted into a set of blobs, i.e. image regions of the same color
class. The current states of the joints are analyzed to determine the direction the
camera is looking at. In addition, further sensors can be employed to determine
whether the robot has been picked up, or whether it fell down.
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Fig. 1. The modules implemented by the German Team 2002

Object Recognition. On this level, the information provided by the previ-
ous level is searched to find objects that are known to exist on the field, i.e.
landmarks (goals and flags), field lines, other players, and the ball. The sensor
readings that were associated to objects that are called percepts.

Object Modeling. Percepts immediately result from the current sensor read-
ings. However, most objects are not continuously visible, and noise in the sensor
readings may even result in a misrecognition of an object. Therefore, the posi-
tions of the dynamic objects on the field have to modeled, i.e. the location of the
robot itself, the poses (i.e. the (x, y, θ) positions on the field) of the other robots,
and the position of the ball. The result of this level is the estimated world state.

Behavior Control. Based on the world state and the role of the robot, the
fourth level generates the behavior of the robot. This can either be performed
very reactively, or deliberative components may be involved. The behavior level
sends requests to the fifth level to perform the selected motions.

Motion Control. The final level performs the motions requested by the be-
havior level. It distinguishes between motions of the head and of the body (i.e.
walking). When walking or standing, the head is controlled autonomously, e.g.,
to find the ball or to look for landmarks, but when a kick is performed, the
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movement of the head is part of the whole motion. The motion module also
performs dead reckoning and provides this information to many other modules.

2.2 Debugging Support

One of the basic ideas of the architecture is that multiple solutions exist for
a single task, and that the developer can switch between them at runtime. In
addition, it is also possible to include additional switches into the code that can
also be triggered at runtime. The realization is an extension of the debugging
techniques already implemented in the code of the GermanTeam 2001 [2]: debug
requests and solution requests. The system manages two sets of information, the
current state of all debug keys, and the currently active solutions. Debug keys
work similar to C++ preprocessor symbols, but they can be toggled at runtime.
A special infrastructure called debug queues is employed to transmit requests to
all processes on a robot to change thisinformation at runtime, i.e. to activate and
to deactivate debug keys and to switch between different solutions. The debug
queues are also used to transmit other kinds of data between the robot(s) and
the debugging tool on the PC (cf. section 3). For example, motion requests can
directly be sent to the robot, images, text messages, and even drawings can be
sent to the PC. This allows, to effectively visualize the state of a certain module,
textually and even graphically. These techniques work both on the real robots
and on the simulated ones (cf. section 3.1).

2.3 Process-Layouts

As already mentioned, each team can group its modules together to processes of
their own choice. Such an arrangement is called a process layout. The German-
Team 2002 has developed its own model for processes and the communication
between them:

Communication between Processes. In the robot control program devel-
oped by the GermanTeam 2001 for the championship in Seattle, the different
processes exchanged their data through a shared memory [2], i.e., a blackboard
architecture [3] was employed. This approach lacked of a simple concept how to
exchange data in a safe and coordinated way. The locking mechanism employed
wasted a lot of computing power and it only guaranteed consistency during a
single access, but the entries in the shared memory could still change from one
access to the other. Therefore, an additional scheme had to be implemented, as,
e.g., making copies of all entries in the shared memory at the beginning of a
certain calculation step to keep them consistent. In addition, the use of a shared
memory is not compatible to the new ability of the Sony Aibo robots to exchange
data between processes via a wireless network.

The communication scheme introduced in GT2002 addresses these issues. It
uses standard operating system mechanisms to communicate between processes,
and therefore it also works via the wireless network. In the approach, no differ-
ence exists between inter-process communication and exchanging data with the
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Fig. 2. Process layout of the Bremen Byters. The broken lines indicate the debugging
part

operating system. A single line of code is sufficient to establish a communication
link. A predefined scheme separates the processing time into a communication
phase and a calculation phase.

The inter-object communication is performed by senders and receivers ex-
changing packages. A sender contains a single instance of a package. After it was
directed to send the package, it will automatically transfer it to all receivers as
soon as they have requested the package. Each receiver also contains an instance
of a package. The communication scheme is performed by continuously repeating
three phases for each process:

1. All receivers of a process receive all packages that are currently available.
2. The process performs its normal calculations, e.g. image processing, plan-

ning, etc. During this, packages can already be sent.
3. All senders that were directed to transmit their package and have not done

it yet will send it to the corresponding receivers, if they are ready to accept
it.

Note that the communication does not involve any queuing. A process can miss
to receive a certain package if it is too slow, i.e., its computation in phase 2 takes
too much time. In this aspect, the communication scheme resembles the shared
memory approach. Whenever a process enters phase 2, it is equipped with the
most current data available.

The whole communication is performed automatically; only the connections
between senders and receivers have to be specified. In fact, the command to send
a package is the only one that has to be called explicitly. This significantly eases
the implementation of new processes.

Different Layouts. The figures 2 and 3 show two different layouts. Both contain
a debug process that is connected to all other processes via debug queues. Note
that debug queues are transmitted as normal packages, i.e. a package contains
a whole queue. Comparing the two process layouts, it can be recognized that
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on the one hand, the Bremen Byters try to parallelize as much as possible; on
the other hand, Humboldt 2002 focuses on using only a few processes, i.e. the
first four levels (cf. Fig. 1) are all integrated into the process Cognition. In the
layout of the Bremen Byters, one process is used for each of the levels one,
four, and five, and three processes implement parts of the levels two and three,
i.e. the recognition and the modeling of individual aspects of the world state are
grouped together. Odometry is used to decompose information that is dependent:
although both the players process and the ball process require the current pose
of the robot, they can run in parallel to the self-localization process, because
the odometry can be used to estimate the spatial offset since the last absolute
localization. This allows running the ball modeling with a high priority, resulting
in a fast update rate, while the self-localization can run as a background process
to perform a computationally expensive probabilistic method as, e.g., the one
described in [4] or the method used by the GermanTeam 2001 [2].
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g

Fig. 3. Process layout of Humboldt 2002. The broken lines indicate the debugging part

Currently, it is not known which process layout will be the more successful
one. The Darmstadt Dribbling Dackels are using a third approach that is a com-
promise between the two discussed here, and all three will compete against each
other at the German Open. So the best can be used for the world championship.

3 Development Tools on the PC

Two tools were implemented on the PC to ease the development of the robot
control programs. The first is a 3-D simulator, and the second is a general tool
that provides nearly any support imaginable, even the simulator is integrated.

3.1 SimRobot

SimRobot is a kinematic robotics simulator that was developed in the author‘s
group [1]. It is written in C++ and is distributed in public domain [6]. It con-
sists of a portable simulation kernel and platform specific graphical user in-
terfaces. Implementations exist for the X Window System, Microsoft Windows
3.1/95/98/ME/NT/2000/XP, and IBM OS/2. Currently, only the development
for the 32 bit versions of Microsoft Windows is continued.

A simulation in SimRobot consists of three parts: the simulation kernel, the
graphical user interface, and a controller that is provided by the user. The Ger-
manTeam 2002 has implemented the whole simulation of up to eight robots
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including the inter-process communication described in section 2.3 as such a
controller, providing the same environment to robot control programs as they
will find on the real robots. In addition, an object called the oracle provides in-
formation to the robot control programs that is not available on the real robots,
i.e. the robots own location on the field, the poses of the teammates and the op-
ponents, and the position of the ball. On the one hand, this allows implementing
functionality that relies on such information before the corresponding modules
that determine it are completely implemented. On the other hand, it can be
used by the implementators of such modules to compare their results with the
correct ones.

3.2 RobotControl
RobotControl is the successor of DogControl, the debugging tool used by the
GermanTeam in 2001 [2]. Its purpose is to integrate all functionality that is
required during the development of the control programs for the Sony Aibo
robots.

Fig. 4. a) SimRobot simulating the GermanTeam 2002 (left). b) RobotControl: color
tool, simulation, message viewer, and motion tester (right)

Running Robot Controllers. First of all, RobotControl has the ability to
run the process-layouts that make up the robot control programs. The simu-
lation kernel of SimRobot is integrated into RobotControl, but in contrast to
SimRobot, the robot controller cannot only be provided with simulated inputs.
It is also possible to connect it to real robots via the wireless network, and, as a
third possibility, the inputs can be generated by replaying log files.

Log Files can either be recorded with a robot, storing them on a memory stick,
or the data can be transferred from the robot via the wireless network to Robot-
Control, and then it will be recorded to a file on the harddisk of the PC. As
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the same robot controller code runs in all environments, even a simulated robot
can produce log files. Log files can contain sensor data and intermediate data
as, e.g., blob collections. RobotControl is able to replay log files in real-time or
step by step. As RobotControl can run under a debugger, all normal debugging
features are available (setting breakpoints, inspecting variables, etc.).

Extensibility. The main purpose of RobotControl is to function as the user
interface of the Aibo robots. Therefore, it provides the infrastructure to easily
add new toolbars and dialogs. The window layout of RobotControl is always
stored and restored on restart. Figure 4b shows a screenshot of RobotControl,
in which several toolbars and dialogs can be seen. Toolbars control the replay of
log files, they control running the simulation, they allow sending debug keys to
real or simulated robots, provide the ability of switching solutions and config-
uring the wireless network, etc. Dialogs allow generating color tables (for image
segmentation, shown in Fig. 4b left), display the simulator scene (Fig. 4b right.),
control the motions of the robot (Fig. 4b lower left pane) and debug drawings
(Fig. 4b center). As a result, RobotControl is a very powerful and flexible tool.

4 Conclusion and Future Work

The paper has presented the architecture used by the GermanTeam 2002 in the
Sony Legged Robot League. The architecture has been designed for a national
team, i.e. a team from different universities that compete against each other in
national contests, but that will form a single team at the international RoboCup
world championship. The architecture is currently implemented on two different
systems, i.e. the Sony Aibo robots and on Microsoft Windows - integrated into
the simulator SimRobot and the control software RobotControl. SimRobot is
the first 3-D simulator used in the Sony Legged League, and has also been
integrated into RobotControl, a universal tool to support the development of
the robot soccer team.
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Abstract. Good soccer players must keep their eyes on their opponents
in order to make the right plays and moves. The same holds for soccer
robots, too. In this paper, we apply probabilistic multiple object track-
ing to the continual estimation of the positions of opponent players in
autonomous robot soccer. We extend MHT [3], an existing tracking al-
gorithm, to handle multiple mobile sensors with uncertain positions, dis-
cuss the specification of probabilistic models needed by the algorithm,
and describe the required vision-interpretation algorithms. The track-
ing algorithm enables robots to estimate the positions and motions of
fast moving robots both accurately and robustly. We have applied the
multiple object tracking algorithm throughout the RoboCup 2001 world
championship. Empirical results show the applicability of multiple hy-
potheses tracking to vision-based opponent tracking and demonstrates
the advantages for crowded environments.

1 Introduction

Good soccer players must keep their eyes on their opponents in order to make
the right plays and moves. The same holds for soccer robots, too [2]. Unfortu-
nately, object tracking systems are difficult to realize. Observations of the robots
are inaccurate and incomplete. Sometimes the sensors hallucinate objects. Of-
ten the robots cannot perceptually distinguish the individual objects in their
environments. To reliably estimate the positions and motions of the objects de-
spite these perturbations, researchers have proposed object tracking algorithms
that are capable of tracking multiple objects. Tracking algorithms use motion
models of the objects and sequences of observation to distinguish real object
observations from clutter and can thereby keep track of object positions both
more reliably and more accurately.

Multiple object tracking is particular difficult for autonomous robot soccer,
where the state is to be estimated by multiple mobile sensors with uncertain
positions, the soccer field is only partly visible for each sensor, occlusion of
robots is a problem, the robots change their direction and speed very abruptly,
and the models of the dynamic states of the robots of the other team are very
crude and uncertain.

G.A. Kaminka, P.U. Lima, and R. Rojas (Eds.): RoboCup 2002, LNAI 2752, pp. 426–434, 2003.
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Many robots employ probabilistic state estimation algorithms for keeping
track of the moving objects in their environments [12], such as Multiple Hy-
pothesis Tracking (MHT) [8,3] and Joint Probabilistic Data Association Filter
(JPDAF) [1,11]. Using probabilistic motion and sensing models these algorithms
maintain probabilistic estimates of the objects’ positions and update these esti-
mates with each new observation. Probabilistic tracking algorithms are attractive
because they are concise, elegant, well understood, and remarkably robust.

In this paper we show how the MHT algorithm can be applied to opponent
tracking in autonomous robot soccer. This application requires programmers
to equip the robots with sophisticated mechanisms for observing the required
information, and to provide probabilistic domain descriptions that the algorithm
needs for successful operation. These probabilistic descriptions include motion
models and sensing models, such as the probability of the robot detecting an
object within sensor range. We show that such mechanisms enable the MHT to
reliably and accurately estimate the positions of opponent robots using passive
vision-based perception where the cameras have a very restricted field of view. In
addition, we will show that the cooperation between robots provides the robots
with a more complete estimate of the world state, a substantial speed up in the
detection of motions, and more accurate position estimates.

In the remainder of the paper we proceed as follows. The next section de-
scribes the MHT algorithm. In the subsequent section we provide a detailed
account of how to apply the MHT to autonomous robot soccer. We conclude
with empirical results and a discussion of related work.

2 Multiple Hypothesis Tracking

Multiple hypothesis tracking considers the following state estimation problem.
The world is populated with a set of stationary and moving objects. The number
of objects may vary and they might be occluded and out of sensor range. Robots
are equipped with sensing routines that are capable of detecting objects within
sensor range, of estimating the positions of the detected objects, and of assessing
the accuracy of their estimate.

The objective of the MHT algorithm is to keep a set of object hypotheses,
each describing a unique real object and its position, to maintain the set of
hypotheses over time, and to estimate the likelihood of the individual hypotheses.

The basic data structure used by the MHT algorithm is the object hypoth-
esis. An object hypothesis consists of an estimated position, orientation, and
velocity of an object, a measure of uncertainty associated with the estimation,
and a second measure that represents the degree of belief that this hypothesis
accurately reflects an existing object. Because the number of objects might vary
new hypotheses might have to be added and old ones might have to be deleted.

Before we dive into the details of the MHT algorithm let us first get an
intuition of how it works. The MHT algorithm maintains a forest of object hy-
potheses, that is a set of trees. The nodes in the forest are object hypotheses
and represent the association of an observed object with an existing object hy-
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Fig. 1. The multiple hypothesis tracking algorithm.

pothesis. Each hypothesis has an association probability, which indicates the
likelihood that observed object and object hypothesis refer to the same object.
In order to determine this probability the motion model is applied to the object
hypothesis of the previous iteration, in order to predict where the object will
be now. Then the association probability is computed by weighing the distance
between the predicted and the observed object position. Thus in every itera-
tion of the algorithm each observation is associated with each existing object
hypothesis.

Our MHT algorithm is an extension of Reid’s algorithm [8]. It extends Reid’s
version in that it can handle multiple mobile sensors with uncertain positions.
The computational structure of the algorithm is shown in Fig. 1. An iteration
begins with the set of hypotheses of object states Hk = {hk

1 , . . . , hk
m} from the

previous iteration k. Each hk
i is a random variable ranging over the state space of

a single object and represents a different assignment of measurements to objects,
which was performed in the past. The algorithm maintains a Kalman filter for
each hypothesis.

With the arrival of new sensor data (6), Z(k +1) = {z1(k +1), . . . , znk+1(k +
1)}, the motion model (7) is applied to each hypothesis and intermediate hy-
potheses ĥk+1

i are predicted. Assignments of measurements to objects (10) are
accomplished on the basis of a statistical distance measurement, such as the
Mahalanobis distance. Each subsequent child hypothesis represents one possible
interpretation of the set of observed objects and, together with its parent hypoth-
esis, represents one possible interpretation of all past observations. With every
iteration of the MHT probabilities (11) describing the validity of an hypothesis
are calculated. Furthermore for every observed object an new hypothesis with
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associated probability is created (13). The equations used for the computation
of these probabilities can be found in [9].

In order to constrain the growth of the hypothesis trees the algorithm prunes
improbable branches (14). Pruning is based on a combination of ratio pruning,
i.e. a simple lower limit on the ratio of the probabilities of the current and best
hypotheses, and the N -scan-back algorithm [8]. This algorithm assumes that
any ambiguity at time k is resolved by time k + N . Consequently if at time k
hypothesis hk−1

i has m children, the sum of the probabilities of the leaf notes of
each branch is calculated. The branch with the greatest probability is retained
and the others are discarded. After pruning the world state of Xk−N can be
extracted (15). Please note that this world state is always N steps delayed behind
the latest observations. However, this delay can be overcome by N observers
performing observations in parallel.

3 Applying MHT to Autonomous Robot Soccer

Autonomous robot soccer confronts object tracking mechanisms with challenging
research problems. The camera system with an opening angle of 90o and pointed
to the front gives an individual robot only a very restricted view of the game
situation. Therefore, the robot needs to cooperate to get a more complete picture
of the game situation. Vibrations of the camera, spot light effects, and poor
lighting conditions cause substantial inaccuracies. Even small vibrations that
cause jumps of only a few pixel lines cause deviations of more than half a meter
in the depth estimation, if the objects are several meters away. The opponent
robots change their speed and moving directions very quickly and therefore an
iteration of the tracking algorithm has to be very fast such that the inaccuracies
of the motion model does not have such a huge effect.

The information needed for object tracking is provided by the perception
system and includes the following kinds of information: (1) partial state estimates
broadcasted by other robots, (2) feature maps extracted from captured images,
and (3) odometric information. The estimates broadcasted by the team mates
comprise the respective robot’s location and the locations of the opponents.
From the captured camera images the feature detectors extract problem-specific
feature maps that correspond to (1) static objects in the environment including
the goal, the borders of the field, and the lines on the field, (2) a color blob
corresponding to the ball, and (3) the visual features of the opponents.

The working horse of the perception component are a color classification and
segmentation algorithm that is used to segment a captured image into colored
regions and blobs (see Fig. 2b). The color segmented image is then processed
by a feature extraction algorithm (see Fig. 3) that estimates the 2D positions
and the covariances of the objects of interest. At present it is assumed that the
objects are colored black and have approximately circular shape. Object detec-
tion is performed on the basis of blob analysis. The position of an object is
estimated on the basis of a pinhole camera model. Due to rotations and radial
distortions of the lenses this model is highly non-linear. The uncertainty estima-
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(a) (b)

Fig. 2. An AGILO soccer robot (a) and an image captured by the robot and the feature
map that is computed for self, ball, and opponent localization (b).

Fig. 3. The Algorithm used for feature extraction and uncertainty estimation.

tion process is based on the unscented transformation [7]. This allows the use of
non-linear measurement equations, the incorporation of parameters describing
the measurement uncertainty of the sensor at hand as well as an efficient way of
propagating the uncertainty of the observing robots pose. A detailed description
of the feature extraction algorithm and uncertainty estimation process can be
found in [10].
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4 Empirical Investigation

The multiple object tracking algorithm described in this paper has been em-
ployed by our AGILO robot soccer team in the fifth robot soccer world cham-
pionship in Seattle (2001). Our RoboCup team consists of four Pioneer I robots
(see Fig. 2a). The robot is equipped with a single on board linux computer (2), a
wireless Ethernet (1) for communication, and several sonar sensors (4) for colli-
sion avoidance. A color CCD camera with an opening angle of 90o (3) is mounted
fix on the robot. The robot also has a dribbling (5) and a kicking device (6) that
enable the robot to dribble and shoot the ball. In Seattle the team has played
six games for a total of about 120 minutes and advanced to the quarter finals.

Unfortunately, in midsize robot soccer there is no external sensing device
which records a global view of the game and can be used as the ground truth for
experiments. Thus for the experimental results in this section we can only use
the subjective information of our robots and argue for the plausibility of their
behavior and belief states. To do so, we have written log files and recorded the
games using video cameras in order to evaluate our algorithm. The analysis of
the log files from RoboCup 2001, revealed that an average MHT update takes
between 6 to 7 msecs. This allows our implementation to process all observations
of all robots (max. frame rate: 25Hz) in real time. The minimum and maximum
iteration times were measured to be 1.1 msecs and 86 msecs respectively. On
average the MHT tracked 3.2 opponents. This is a reasonable number since
there are maximal 4 opponent players and players can be send off or have to be
rebooted off field. In breaks of the games (when people get on to the field) or
when there are crowds of robots the MHT successfully tracked up to 11 objects.

A typical result of the AGILO game state estimator is shown in Fig. 3.
The upper picture shows the positions of the AGILO players of the own team,
computed through vision-based self localization [10,5]. The middle picture shows
the individual observations of the opponent robots. The opponent observations
performed by the AGILO robots are indicated with circles, crosses, diamonds,
and triangles. In the lower picture the tracks as they were resolved by the MHT
are displayed. They are divided into subsections. The number of the robot that
contributed the most observations to this part of the track is denoted next to
the track.

Qualitatively, we can estimate the accuracy of the game state estimation by
looking for the jumps in the tracked lines. The tracks of the opponents look very
reasonable. They are less accurate and sometimes only partial. This is due to the
high inaccuracy and incompleteness of the sensory data. However, it is observable
that several tracks resulted from merging the observations of different robots. In
addition, the merging of the different observations results in fewer hallucinated
obstacles and therefore allows for more efficient navigation paths. Several wrong
opponent observations made by the goal keeper (1) were correctly omitted by the
MHT and not assigned to a track. We have cross checked the tracks computed
by the algorithm using video sequences recorded during the matches. The tracks
are qualitatively correct and seem to be accurate. A more thorough evaluation
is only possibly based on the ground truth for the situations. We are currently
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implementing tracking software for a camera mounted above the field that allows
us to compute the ground truth for the next RoboCup championship.

The cooperation of the different robots increases both, the completeness and
the accuracy of state estimation. Accuracy can be substantially increased by fus-
ing the observations of different robots because the depth estimate of positions
are much more inaccurate than the lateral positions in the image. This can be
accomplished through the Kalman filter’s property to optimally fuse observa-
tions from different robots into global hypotheses with smaller covariances. The
completeness of state estimation can be increased because all the robots can see
only parts of the field and can be complemented with observations of the team
mates. The other effect we observed was that cooperation allowed to maintain
the identity of opponent players over an extended period of time, even though
the field of view of the observing robots is limited. This point is well illustrated
in Fig. 3. The three opponent field players were tracked successfully over a period
of 30 seconds.

5 Related Work

Related work comprises work done on object tracking in the robot soccer domain
and probabilistic and vision-based tracking of moving targets. To the best of
our knowledge no probabilistic state estimation method has been proposed for
tracking the opponent robots in robot soccer or similar application domains.
Dietl et al. [4] estimate the positions of the opponents and store them in the
team world model but they solve the correspondence problem on a rather coarse
level. Probabilistic tracking of multiple moving objects has been proposed by
Schulz et al. [11]. They apply sample-based JPDAF estimation to the tracking
of moving people with a moving robot using laser range data. The required
computational power for the particle filters is opposed by the heuristic based
pruning strategies of the MHT algorithm. Hue et al.[6] are also tracking multiple
objects with particle filters. In their work data association is performed on the
basis of the Gibbs sampler. Our approach to multiple hypothesis tracking is most
closely related to the one proposed by Cox and Miller [3]. We extend their work
on multiple hypothesis tracking in that we apply the method to a much more
challenging application domain where we have multiple moving observers with
uncertain positions. In addition, we perform object tracking at an object rather
than on a feature level.

6 Conclusions

In this paper, we have extended and analyzed a probabilistic object tracking
algorithm for a team of vision-based autonomously moving robots. Our results
suggest that purely image-based probabilistic estimation of complex game states
is feasible in real time even in complex and fast changing environments. We have
also seen that maintaining trees of possible tracks is particularly useful for esti-
mating a global state based on multiple mobile sensors with position uncertainty.
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Finally, we have seen how the state estimation modules of individual robots
can cooperate in order to produce more accurate and reliable state estimation.
Besides an empirical analysis of the parameter settings and learning accurate
sensing models, we intend to compare in future work the MHT algorithm with
the JPDAF implementation of [11].
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Abstract. The conventional reinforcement learning approaches have
difficulties to handle the policy alternation of the opponents because
it may cause dynamic changes of state transition probabilities of which
stability is necessary for the learning to converge. This paper presents a
method of multi-module reinforcement learning in a multiagent environ-
ment, by which the learning agent can adapt itself to the policy changes
of the opponents. We show a preliminary result of a simple soccer situ-
ation in the context of RoboCup.

1 Introduction

There have been an increasing number of approaches to robot behavior acquisi-
tion based on the reinforcement learning methods. The conventional approaches
need an assumption that the environment is almost fixed or changing slowly so
that the learning agent can regard the state transition probabilities are consis-
tent during its learning. Therefore, it seems difficult to apply the reinforcement
learning method to a multiagent system because a policy alteration of the other
agents may occur, which dynamically changes the state transition probabilities
from the viewpoint of the learning agent. RoboCup provides such a typical one,
that is, a highly dynamic, hostile environment, in which an agent has to obtain
purposive behaviors.

There are a number of papers on reinforcement learning system in a multia-
gent environment. Asada et al. [1] proposed a method which estimates the state
vectors representing the relationship between the learner’s behavior and those
of other agents in the environment using a technique from system identification,
then the reinforcement learning based on the estimated state vectors is applied
to obtain the optimal behavior policy. However, this method requires re-learning
or adjustment of learning agent’s policy whenever the other agents change their
policies, even if they switch their policies back which the learning agent has al-
ready adjusted before. This problem happens because one learning module can
maintain only one policy.

A multiple learning module approach would provide one solution for this
problem. If we can assign multiple learning modules to different situations in
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which each module can regard the state transition probabilities are consistent,
then the system would provide reasonable performance. There are a number of
works on the multi-learning module systems.

Singh [2,3] has proposed compositional Q-learning in which an agent learns
multiple sequential decision tasks with multi learning modules. Each module
learns its own elemental task while the system has a gating module for the se-
quential task, and this module learns to select one of the elemental task modules.
Takahashi and Asada [4] proposed a method by which a hierarchical structure
for behavior learning is self-organized. The modules in the lower networks are
organized as experts to move to different categories of sensor value regions and
learn lower level behaviors using motor commands. In the meantime, the mod-
ules in the higher networks are organized as experts which learn higher level
behaviors using lower modules. Each module assigns its own goal state by itself.
However, there is no such measure to identify the situation that the agent can
change modules corresponding to the current situation.

Sutton [5] has proposed DYNA-architecture which integrate world model
learning and execution-time planning. Singh [6] has proposed a method of learn-
ing a hierarchy of models of the DYNA-architectures. The world model is not
for the identification of the situations, but only for improving the scalability of
reinforcement learning algorithms.

Doya et al. [7] have proposed MOdular Selection and Identification for Con-
trol (MOSAIC), which is a modular reinforcement learning architecture for non-
linear, non-stationary control tasks. The basic idea is to decompose a complex
task into multiple domains in space and time based on the predictability of the
environmental dynamics. Each module has a state prediction model and a re-
inforcement learning controller. The models have limited capabilities of state
prediction as linear predictors, therefore the multiple prediction models are re-
quired for the non-linear task. A domain is specified as a region in which one
linear predictor can estimate sensor outputs based on its own prediction capabil-
ity. The responsibility signal is defined by a function of the prediction errors, and
the signals of the modules define the outputs of the reinforcement learning con-
trollers. Haruno et al. [8,9] have proposed another implementation of MOSAIC
based on multiple modules of forward and inverse models.

In this paper, we propose a method by which multiple modules are assigned
to different situations and learn purposive behaviors for the specified situations
as results of the other agent’s behaviors. We show a preliminary result of a simple
soccer situation in the context of RoboCup.

2 A Basic Idea and an Assumption

The basic idea is that the learning agent could assign one reinforcement learning
module to each situation if it can distinguish a number of situations in which
the state transition probabilities are consistent. We introduce a multiple learning
module approach to realize this idea. A module consists of a learning component
which models the world and an execution-time planning one. The whole system
will follow these procedure simultaneously.
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Fig. 1. A multi-module learning system and an architecture of a module

– find a model which represents the best estimation among the modules,
– update the model, and
– calculate action values to accomplish a given task based on dynamic pro-

gramming (DP).

As a preliminary experiment, we prepare a case of ball chasing behavior with
collision avoidance in the context of RoboCup. The problem here is to find the
model which can most accurately describe the opponent’s behavior from the
view point of the learning agent. It may take a time to distinguish the situation,
then, we put an assumption.

– The policy of the opponent might change match by match but is fixed during
one match.

3 A Multi-module Learning System

Fig.1(a) shows a basic architecture of the proposed system, that is, a multi-
module reinforcement learning one. Each module has a forward model (predictor)
which represents the state transition model and a behavior learner (policy plan-
ner) which estimates the state-action value function based on the forward model
in the reinforcement learning manner. This idea of combination of a forward
model and a reinforcement learning system is similar to the H-DYNA architec-
ture [6] or MOSAIC [7,8,9]. In other words, we extend such architectures to an
application of behavior acquisition in the multi-agent environment.

The system selects one module which has the best estimation of the state
transition sequence by activating a gate signal corresponding to a module and
by deactivating the goal signals of other modules, and the selected module sends
action commands based on its policy.

3.1 Predictor

In this experiment, the agent recognizes a ball, a goal, and the opponent in the
environment. The state space of the planner consists of features of all objects in
order to calculate state values (discounted sum of the reward received over time)
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for each state and action pair. However, it is impractical to maintain a full size
state transition model for real robot applications because the size of state-action
space becomes easily huge and it is really rare to experience all state transitions
within the reasonable learning time.

In general, the motion of the ball depends on the goal and the opponent
because there are interactions between the ball, the goal, and the opponent.
However, the proportion of the interaction time is much shorter than that of non-
interaction time. Therefore, we assume that the ball motion is independent from
the goal and the opponent. Further, we assume that the opponent motion from
the viewpoint of the agent seems independent from the ball and the goal positions
and to depend on only the learning agent’s behavior even if the opponent’s
decision may depend on the ball and/or the goal positions. If the system has
maintain the forward models of the ball, the goal, and the opponent separately,
the each model can be much more compact and it is easy to experience most
state transition within reasonable learning time.

Fig.1 (b) shows an architecture of one module in our system. As mentioned
above, the module has three forward models for the ball, the goal, and the
opponent. We estimate the state transition probability P̂a

ss′ for the triplet of
state s, action a, and next state s′ using the following equation:

P̂a
ss′ = P̂a

bsbs′ · P̂a
gsgs′ · P̂a

osos′ , (1)

where a state s ∈ S is a combination of three states in the ball state space
bs ∈ bS, the goal state space gs ∈ gS, and the opponent state space os ∈ oS. The
system has not only the state transition model but also a reward model R̂a

ss′ .
We simply store all experiences (state-action-next state sequences) to esti-

mate these models. According to the assumption mentioned in 2, we share the
state transition models of the ball and the goal and the reward model among the
modules, and each module has its own opponent model. This leads to further
compact model representation.

3.2 Planner

Now we have the estimated state transition probabilities P̂a
ss′ and the expected

rewards R̂a
ss′ , then, an approximated state-action value function Q(s, a) for a

state action pair (s, a) is given by

Q(s, a) =
∑
s′

P̂a
ss′

[
R̂a

ss′ + γ max
a′

Q(s′, a′)
]

, (2)

where P̂a
ss′ and R̂a

ss′ are the state-transition probabilities and expected rewards,
respectively, and the γ is the discount rate.

3.3 Gating Signals

The basic idea of gating signals is similar to Tani and Nolfi’s work [10] and the
MOSAIC architecture [7,8,9]. The gating signal of the module becomes larger if
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Fig. 2. Simulation Environment

the module performs better state transition prediction during a certain period,
else smaller. We assume that the module which performs best state transition
prediction has the best policy against the current situation because the planner
of the module is based on the model which describes the situation best. In our
proposed architecture, the gating signal is used for the gating the action outputs
from modules. We calculate the gating signals gi of the module i as follows:

gi =
0∏

t=−T+1

eλpt
i∑

j eλpt
j

where pi is the occurrence probability of the state transition from the previous
(t−1) state to the current (t) one according to the model i, and the λ is a scaling
factor.

4 Experiments

We have studied the preliminary experiments so far. The task of the learning
agent is to catch the ball while it avoids the collision with an opponent.

4.1 Setting

We apply the proposed system to a mobile robot which participates in the
RoboCup middle size league. The robot has an omni-directional camera sys-
tem. A simple color image processing is applied to detect an ball area and an
opponent one in the image in real-time (every 33ms). The driving mechanism
is a PWS (Power Wheeled System); the vehicle is fitted with two differential
wheels. The wheels are driven independently by separated DC motors, and two
extra free wheels ensure the static stability. Figure 2 (a) shows one of situations
in which the learning agent encounters and Figure 2 (b) shows the simulated
captured image of the camera with the omni-directional mirror mounted on the
robots. The larger box indicates the opponent and the smaller one indicates the
ball.
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Table 1. Comparison of the success rates between the agent with multi-module system
and one with one-module system

system success rate
multi-module 61 %
one-module 50 %

The state space is constructed in terms of the centroids of the ball and the
opponent on the image (Figure 3 (a)). The action space is constructed in terms of
two torque values to be sent to two motors corresponding to two wheels (Figure
3 (b)). These parameters of the robot system are unknown to the robot, and
it tries to estimate the mapping from sensory information to appropriate motor
commands by the method.

The opponent has a number of behaviors such as “stop”, “move left”, and
“move right”, and switches them randomly after a fixed period. The learning
agent has models to those behaviors of the opponents. The learning agent be-
haves randomly while it gathers the data of the ball and the opponent image
positions and builds up the models of them.

4.2 Simulation Result

We have applied the method to a learning agent and compared the other agent
which has only one learning modules. Table 1 shows the success rate of these
two system after the learning. The success indicates that the learning agent
successfully catches the ball with collision avoidance while the opponent moves
randomly. The success rate indicates the number of successes in the one hundred
trials. The multi-module system shows better performance than the one-module
system. Figure 4 shows an example sequence of the behavior when the agent
executes its learned policy and the opponent behaves randomly after a fixed
period. Figure 5 shows the sequence of the gating signal (the opponent’s behavior
estimation) during the behavior. The arrows and alphabet indexes at the bottom
correspond to the indexes of the figure 4. The agent seems to fail to estimate the
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Fig. 5. A sequence of gating signal while the agent executes its learned policy

opponent’s behavior at the beginning and end periods, however, it accomplishes
the given task. This mean that even if the agent fails to estimates the other
agent’s behavior, there is no problem in some situations where the learning
agents policy does not depends on the other agent’s behavior. For example, the
opponent’s behavior does not depend on the agent’s behavior when the ball is
near and the opponent is far from the agent. In such a case, the agent does not
have to estimate the other’s behaviors correctly.

5 Conclusion

In this paper, we proposed a method by which multiple modules are assigned to
different situations and learn purposive behaviors for the specified situations as
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results of the other agent’s behaviors. We have shown a preliminary result of a
simple soccer situation in the context of RoboCup.
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Simulation League – League Summary
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University of Koblenz, Germany

1 Simulation League

In the simulation league the RoboCup soccer server provides a standard plat-
form for simulated soccer teams to play against each other over a local network.
Each team connects 11 player programs and possibly a coach client to the server,
which simulates the 2D soccer field and distributes the sensory information to
the clients. Besides the team clients the RoboCup soccer monitor or other visu-
alization and debug tools can be connected as a client to the server to provide
2D or 3D visual information or information like game statistics and analysis for
the spectators.

Fig. 1. Soccer Simulation Participants

1.1 Introduction

The simulation league forms a counterpart to the hardware leagues which have
to create or program robots that actually operate in the real world. In the
hardware leagues it is necessary to provide a minimal basis that allows the robots
to function in the real world, like, e.g. image processing, the identification of
objects, motor control, orientation and localization, before any aspect of strategy
or multiagent cooperation can be addressed.

In the simulated world, however, it is possible to detach oneself as far as
one desires from the complexities that arise when embedding an autonomous
agent in an environment. The environment can be made (at least in principle)
fully reproducible and, if required, fully observable and controllable. In addi-
tion, in simulation it is possible to quickly and automatically reenact a much
larger number of experiments than would be possible with real-world robots.
One has accurate control over which models are used for the sensory perception,
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how exactly the synchronization of visual perception and actuators looks like,
how precisely agent actuations are translated into the physical reality of the
simulation.

The perception/actuation models used in the simulation league are much
simpler than the mappings one finds in real-world scenarios; also, presently,
the simulation model does not attempt to mimic realistic sensors and actuators
though it does include noise and distortion models. However, this simplicity, on
the other hand, opens up qualitatively new dimensions. It allows to concentrate
to new levels of the pertinent problem, namely learning, teamwork, coordination
and cooperation which, at the present time, are still very difficult to address in
the hardware leagues. It is this element where the relevance of the simulation
league derives from and by which it complements the other leagues of RoboCup.
Sensomotoric coordination has still to be incorporated into the model, but forms
only a side-issue which has to be integrated into the larger perspective of single-
and multiagent learning, coordination and cooperation.

In all these respects, the simulation league goes beyond the implementation
of artificial, shallow theoretically defined toy tasks and offers a deep and multi-
faceted scenario serving as a challenge to develop AI methods.

1.2 Teams and Tournament

Overview. In the 2002 simulation tournament 42 teams participated, with the
traditionally strongly represented countries Japan, Germany and Iran each hav-
ing seven or more teams in the tournament. Other teams came from China, Aus-
tralia, USA, the Netherlands, Russia, Poland, Belgium and – for the first time
– India. The tournament was organized into a two-round, round-robin stage fol-
lowed by a double elimination round for the eight strongest teams (quarter-final
level). In the first round, the groups had 5-6 members, the first two being seeded
according to their performance in RoboCup 2001 and other official tournaments
since then. The best three of each group proceeded into the second round, where
each group had 6 members. Only the best two teams from each group in the
second round proceeded into the double elimination. This configuration enabled
most teams to have a large number of encounters and was to make sure that
no strong team would be eliminated early on. The success of this concept was
indeed corroborated by the strong performance of the eight teams surviving to
the elimination round.

The overall playing strength of the teams in the tournament was quite impres-
sive. The playing level of the tournament showed increased and consistent im-
provement as compared to last year’s tournament. More professional and schol-
arly approaches are being used by a wider number of teams. Modern techniques
of AI and machine learning (e.g. particle swarm localization and explicit experi-
mental statistics for certain standard configurations [4] – team Trilearn from the
University of Amsterdam (Netherlands) – or Reinforcement Learning – like that
used by the Brainstormers) have become a standard approach whose use is not
anymore restricted to specialized teams, but has entered the domain of general
know-how.
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Table 1. Countries represented in the simulation league (soccer tournament)

Country No. Teams
Japan 11
Iran 9
Germany 8
Australia 3
China 3
Belgium 1
Canada 1
India 1
Netherlands 1
Poland 1
Portugal 1
Russia 1
USA 1

The format of the games has remained the same, with some modifications
in details. The evaluation has been replaced by an evaluation challenge; its goal
is to probe new features that have been introduced into the simulation envi-
ronment and to test their influence on the performance of the teams. The idea
was to move away from the purely evaluative element which, it was felt, could
be achieved with much higher significance and better statistical quality under
laboratory conditions. Instead, the goal was to move towards an explorative in-
strument which would allow to estimate the influence of simulator changes a year
before they are bindingly introduced as official tournament features. One of the
motivations for this change of policy was this year’s milestone discussion (see
Sec. 1.3) and the desire to move to a strategy for future simulator development
which would be both more long-term and more committed.

Agent Strategies. The tournament was won by the champion of 2001, Ts-
inghuaeolus, from Tsinghua University in Beijing (China), who, even more
clearly than last year, dominated the tournament. Tsinghuaeolus possessed skills,
especially ball handling, of a very high quality. Precise passing and quick and
effective positioning were the immediately visible capabilities of the team [3].

Motivated by the case-based approach of AT Humboldt [10], the Q formalism
is used to create a table that makes a 1-step prediction of which kick achieves
which ball displacement. Since this is independent of position, it is sufficient to
consider a pure Q(a) table (where a is the action selected and Q(a) its value)
instead of a much larger Q(s, a) space usually used. These single-step optimiza-
tions are then used to search an optimal kick strategy in the the feasible action
space. This allows an intelligent selection of acceptable kick actions, e.g. taking
into account to prevent interception of the ball by an opponent or other aspects.
It combines the advantages of the Dynamic Programming view of action selection
with the possibility to filter actions that do not fulfill minimum requirements.
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Table 2. Matches and results of the 8 finalists

Tsinghuaeolus’ dribbling mechanism is hand-coded and puts high priority
on making sure that the ball is kept kickable at all times and that the ball is
kept out of all opponents kickable areas. Moving forward to the desired direction
carries only a second priority in this model.

Another aspect which is tackled by Tsinghuaeolus is the creation of a globally
coherent strategy from individual local observations [11]. The decentralization of
the typical RoboCup scenario and the very limited bandwidth creates a pressure
on the agent teams to make decisions individually for each agent while, in the
same time trying to improve the situation for the whole team. For this purpose,
Tsinghuaeolus uses a task decomposition mechanism. It decomposes the global
task into subtasks that can each be executed by a single agent. The individual
tasks are then allocated to that agent that is able to carry them out, creating
so-called pairs of arrangements. These arrangements are evaluated to attain a
measure for the performance of the complete task. A branch-and-bound search is
performed on the set of arrangements to find the set of arrangements achieving
the highest score (see also [3]).

A mutex mechanism is applied that allows to treat actions which are mutually
exclusive as compared to actions which can be combined. In addition a mixture
term for the joint influence of actions is included in the calculation. A specific
element of the Tsinghuaeolus design is the mediator which is an architectural
unit responsible for resolving wasteful or mutually exclusive action selection. In
ambiguous cases, the system relies on the natural dynamics of the robot soccer
environment to break the symmetry and to resolve the decisions. It turns out
that the mechanism, together with the selected utility functions, is sufficiently
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robust to work also when the agents differ in what they perceive (as is the case
for the RoboCup scenario).

Second in the tournament was the team Everest [9] from the Beijing Institute
of Technology. Their code was based on Tsinghuaeolus 2001 and their playing
style was similar, though they were clearly inferior to the champion while supe-
rior to a large number of strong teams. Team Brainstormers from the Universities
Karlsruhe and Dortmund (Germany) achieved the 3rd place and thereby main-
taining their consistent top-class performance displayed over the tournaments
of the last years. An increasing number of the Brainstormers capabilities have
been trained via Reinforcement Learning in the last years, this year adding a
learned behavior for selecting the best pass receiver to the repertoire [8]. Another
element learned by Brainstormers using Reinforcement Learning techniques are
attack situations which, up to now, used to have been hand-coded by the Brain-
stormers team. Thus, the Brainstormers model acts as paradigm that proves
that it is indeed possible to actually learn significant aspects of a soccer player
strategy [7].

The fourth place in the tournament was achieved by UvA Amsterdam. This
team applied several principled approaches to develop useful strategies. It used
particle filters for self- and ball localization as a specific instantiation of a
Bayesian filtering approach [4] which improves over earlier approaches to
Bayesian filtering [2].

Another aspect which has been tackled in a principled way by UvA Ams-
terdam is the scoring. They devise experiments in which scoring attempts are
undertaken under controlled conditions. This yields a probability distribution
for the success of goal shots. Then, a probability is derived that a ball is suc-
cessfully intercepted by the goalkeeper and feature detection mechanisms as well
as discriminant analysis is used to separate the successful from the unsuccessful
cases. This results in a powerful and principled way of analyzing whether a goal
kick is going to be successful or not. It allows the UvA players to indeed realize a
goal-kicking situation with a high probability when the opportunity arises. Such
an approach is closely related to minimax distributed dynamic programming
approaches which become increasingly popular.

These minimax approaches are relatively fragile with respect to the selection
and stability of their strategies. To overcome this problem and to extend the
strategy horizon of their agents, Baltic Lübeck provides its players with explicit
micro-strategies [1]. These are applied in situations where the player do not
need to react immediately, but have a certain degree of freedom to prepare
longer-termed moves. These micro-strategies can be seen as puzzle pieces that
may be used to describe possible movements of players. These pieces are then
adapted into the players’ current situation context whenever they fulfill certain
properties. They can prepare a flank or provide movement patterns to escape
marking. Also, they serve to encourage or exclude certain pass patterns.

The problem of specifying the behavior of multiagent teams was tackled
in an approach by RoboLog Koblenz. The team behavior is specified with UML
statecharts and can be translated into running Prolog code for each agent [5]. An
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agent processes one transition of the statechart in a simulation step for atomic
actions, it can execute parallel transitions for actions that can be performed
simultaneously.

Fig. 2. SBCe “Team Assistant”

Presentation Tools. This year’s presentation tournament was won by the
SBCe “Team Assistant” [6] from Shahid Beheshti University (Iran) which was,
rather than the favorites in earlier tournaments not a visualization tool that
would create an appealing visual presentation of the simulation games, but a
debugging software to allow team developers to accurately control and analyze
the player behaviors in specific game situations.

Fig. 3. Wright Eagle “Magic Box”

1.3 Milestone Discussion

An important issue of this year’s event was the high-profile discussion of the
further development of the simulation league. In the past years the development
of the simulator has seen important innovations, amongst other things a neck,
heterogeneous players and a complex coaching language. However, these devel-
opments have been taking place in principle on a year-to-year basis. It has then
been increasingly felt that the simulation league should adopt an explicit long-
term perspective that will, at some point, integrate with the other leagues to the
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ultimate goal of RoboCup 2050. At the same time, one would desire to develop
the simulator in such a way as to allow teams to expand upon their techniques
and capabilities while not disrupting achieved capabilities without good reason.

Therefore, a milestone map was conceived and discussed in a panel presen-
tation during the RoboCup Symposium. One of the most important questions
concerning the future of the simulation league is whether it should remain on
a relatively high level where one focuses on the multiagent aspect or whether
it should become increasingly concrete and close to real robot simulations. To
tackle this problem, it was suggested to support the high-level simulation for the
next decades while at some point initiating the development of realistic simu-
lators. After a certain phase of overlap, the focus would then shift to the more
realistic simulations and the high level view would begin to phase out.

A central aspect to simulator development has been the pressure to extend
the present 2D scenario to 3D which introduces a new level of complexity. While
this idea has been discussed in the past years without materializing into action,
in this year the simulation league has committed to elevate this aspect to the
rank of a central milestone. It is hoped that preliminary 3D competitions can
be held already during RoboCup 2003 in parallel to the ‘classical’ 2D competi-
tion. Further milestones suggested were the introduction of nonlinear and his-
toric noise types, an abstract leg dynamics (which would create a link between
the high level and the realistic simulation) and concepts to allow large scale
statistical evaluations. In addition, the milestones included the introduction of
realistic dynamics, collision models together with event-based simulation that
would no longer be implemented as a pseudo-synchronous perception/actuation
cycle, but would capture the spirit of realistic situations with no true synchro-
nization. Long-term milestones for the “realistic simulator” branch included the
development of humanoid simulators.

All these changes require a systematic reorganization and a strongly improved
modularization of the present simulator. Following the milestone discussions at
RoboCup 2002, the simulation maintenance team has committed itself vigor-
ously to address this situation. At the present time, it is actively and decisively
pursuing the required refactoring of the simulator and the implementation of
the central 3D milestone. A version is expected to be available in RoboCup 2003
and to form part of next year’s evaluation challenge as the first official platform
at which innovations to the simulation model are being presented to the public.

1.4 After the Competitions

To further have the possibility of testing teams and in order to provide a com-
petition-like setting all year long the Simulated Soccer Internet League has been
established after RoboCup 2002 was over. Developers install their teams on the
competition machines, hosted at the University of Koblenz, via the Internet. The
server and teams are started automatically, but other than during the RoboCup
competitions a slowed down server is used to keep the number of required ma-
chines low. Each time an Internet league round is over, developers can download
the recorded log files and use them for analysis of their team’s behavior.
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Last but not least a further novelty is the availability of the RoboCup com-
petition matches in Flash file format, so that RoboCup 2002 Simulation League
matches can be replayed with simply a web browser using a flash plug-in. The
game files are available from the results section on
http://www.uni-koblenz.de/˜fruit/orga/rc02/

2 Results and Teams

Table 3. Top 8 teams, team competition

1 TsinghuAeolus China
2 Everest China
3 Brainstormers Germany
4 UvA Trilearn Netherlands
5 Wright Eagle China
5 FC Portugal 2002 Portugal
7 TIT HELIOS Japan
7 rUNSWift Australia

Table 4. Winners, coach competition

1 FC Portugal Portugal
2 Helli-Respina 2002 Iran

Table 5. Winner, presentation competition

1 SBCe Iran

Table 6. Qualified presentation teams (6 teams from 5 countries)

Wright Eagle Univ. of Sci. & Tech. of China China
RoboLog Koblenz 2002 Universität Koblenz-Landau Germany
SBC++ Shahid Beheshti University Iran
SBCE Shahid Beheshti University Iran
YowAI2002 The University of Electro-Communications Japan
FC Portugal 2002 University of Porto and University of Aveiro Portugal

Table 7. Qualified teams for coach competition (9 teams from 5 countries)

Wright Eagle Univ. of Sci. & Tech. of China China
RoboLog Koblenz 2002 Universität Koblenz-Landau Germany
Mainz Rolling Brains University of Mainz Germany
The Dirty Dozen University of Osnabrück Germany
Helli-Respina 2002 Allameh Helli High School Iran
Pasargad AmirKabir University of Technology Iran
Sharif Arvand Sharif University of Technology Iran
FC Portugal 2002 University of Aveiro and University of Porto Portugal
ATTUnited-2002 AT&T Labs - Research USA
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Table 8. Team Competition (45 teams from 14 countries)

Cyberoos2002 CSIRO Australia
rUNSWift University of New South Wales Australia
CrocaRoos 2002 University of Queensland Australia
Cow’n’Action ULB Belgium
UBCDynamo02 University of British Columbia Canada
Everest Beijing Institute of Technology China
SHU2002 Shanghai University China
Tsinghuaeolus State Key Lab of China

Intelligent Technology and Systems
Wright Eagle Univ. of Sci. & Tech. of China China
AT Humboldt 2002 Humboldt University Berlin Germany
RoboLog Koblenz 2002 Universität Koblenz-Landau Germany
BUGS University of Bremen Germany
Virtual Werder 2002/A University of Bremen Germany
Brainstormers University of Karlsruhe Germany
Baltic Luebeck University of Lübeck Germany
Mainz Rolling Brains University of Mainz Germany
The Dirty Dozen University of Osnabrück Germany
IITKanpur Indian Institute of Technology Kanpur India
Helli-Respina 2002 Allameh Helli High School Iran
PolyteCS AmirKabir University of Technology Iran
Iranians Iran University of Science And Technology Iran
Persepolis JavanFarhangsara Iran
AVAN Qazvin Islamic Azad University Iran
Sharif Arvand Sharif University of Technology Iran
Thunder Tehran University Iran
Matrix University of Shahid Beheshti Iran
UTUtd University ofTehran Iran
chagamma AIST/JAIST Japan
Puppets Fukui University Japan
RaiC02 Fukui University Japan
Harmony Hokkaido University Japan
Toricolor Diamonds Kanazawa Institute of Technology Japan
YAMAKASA Kyushu University Japan
Gemini National Institute of Advanced Japan

Industrial Science and Technology
Hana Osaka Prefecture University Japan
YowAI2002 The University of Electro-Communications Japan
TIT HELIOS Tokyo Institute of Technology Japan
TUT-ChoNaSo Toyohashi University of Technology Japan
UvA Trilearn University of Amsterdam Netherlands
WROCLAW2002 Wroclaw University ofTechnology Poland
FC Portugal 2002 University of Aveiro and University of Porto Portugal
ERA-Polytech New ERA Company & Russia

St.Petersburg Technical University
n-th.com Company n-th.com Ukraine
ATTUnited-2002 AT&T Labs - Research USA
Wahoo Wunderkind University of Virginia USA



452 Oliver Obst

References
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1 Introduction

The RoboCup challenge, to build soccer playing robots able to compete against
the best human soccer players, is a goal well beyond our current levels of robot
technology. Our current competition structure, with its various leagues, aims to
step towards this goal by focusing on different aspects of the RoboCup problem.
In the small-size league, global perception allows us to focus primarily on single
and multi-robot control and multi-robot teamwork.

RoboCup 2002 showcased the significant level of progress made in the small-
size league over the last few years. Indeed, the small-size league has to be amongst
the most exciting competitions at RoboCup. Significant advancements in robot
design, control, and team coordination lead to the incredible 2002 small-size
grand final between former two-time champions Big Red (Cornell University,
US) and FU-Fighters (Free University of Berlin, Germany). Spectators and com-
petitors alike, were truly in awe of the sheer speed of activity in the final game.
Indeed, never in the history of RoboCup has a robot soccer final been played
with such speed and control.

In many ways, RoboCup 2002 was a watershed year for the small-size league.
We have made many changes to our competition, ranging from the qualification
process through to challenge events and the way individual games are run, in
order to push research developments within the competition to the next level.
Some of the changes that we have begun will not be completed until RoboCup
2003 and beyond. We believe and hope that these changes will continue to make
the small-size league a hotbed of robot intelligence development in the future.

In the following sections we will review the new changes that were wrought
for the small-size league in 2002, as well as reviewing the main competition itself.
We will finish our review of the small-size league with a projection of the changes
we hope to finalize for RoboCup 2003 and where the future of this very exciting
league is headed.

2 New Features for 2002

To reach the lofty goals of RoboCup, our competition must constantly evolve in
synchronicity with the research developments by competition teams. If the com-
petition fails to evolve, research developments will stagnate into over-engineered
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solutions that have no general applicability. For RoboCup 2002, we undertook
a series of changes to our competition, some of which will not be complete until
2003 and beyond, that we hope will continue to push research developments in
the coming years. In particular, our changes focused on the following goals:

1. Complete autonomy for the duration of the game
2. Large size field with no walls, with 11 vs 11 competitions
3. Regional competitions
4. Challenge events
5. FIFA compatible rules
6. Logging of each individual game for later analysis

Each of these changes has the goal of promoting research. Continuing the
small-size tradition, the field was once again modified this year. A wider and
longer field, along with a wider goal mouth, was used to help promote more
interesting team game play. Our rule format has changed to be FIFA compliant,
to help keep the competition in-line with the eventual goal of RoboCup. We
have begun a process of moving towards using regional competitions, of which
there is an ever growing number, to operate as qualification mechanisms for
RoboCup. Using regional competitions in this way will help RoboCup grow
beyond the constrained limitations of one event, and will continue to ensure that
the RoboCup event maintains its status as the World Championships of robot
soccer. To promote research in opponent modeling and associated opponent-
customized strategic planning, we have begun the first steps to log each and every
game from a global perception perspective. These video logs will be available for
teams to process after the competition. We hope that for RoboCup 2003, we
will have on-line logging that teams will be able to access after each game of the
competition.

2.1 Challenge Events

Perhaps the largest changes to the competition have been the introduction of
Challenge events and the move to full autonomy for the entire duration of each
game. Challenge events have been a regular item in the Sony legged league
and Simulator leagues for a while now. Essentially, they promote quantitative
evaluations of particular aspects of the robot technology that is developed to play
robot soccer. In Fukuoka, we introduced three challenges for the first small-size
Challenge competition. The three challenges range in difficulty and are designed
to quantitatively compare each team as well as to challenge the state-of-the-art.
The first two challenges fit well within any team’s capabilities, while the third
challenges the abilities of every team. The three challenges are:

– Challenge 1: The navigation challenge. One robot must navigate from
defense box to defense box through an unknown, static, robot-sized obstacle
field. The robot must complete five laps, where each lap consists of traveling
from the start defense box to the opposite defense box and back. A penalties
of 10s is added for each collision, no matter how small, between the robot
and the obstacles.
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– Challenge 2: The shooting challenge. One robot must score as many
goals as possible within 2 minutes. Each time the robot scores, a ball is
released on the halfway line on top of the 45 degree sidewall causing the ball
to roll into the middle of the field with some variation. At the same time the
scoring ball is removed from the field.

– Challenge 3: The passing challenge. Two robots, each restricted to one
half of the field, must pass the ball back and forth. Each complete alternate
pass is counted. An alternate pass is one where robot A passes to robot B
and then robot B passes back to A on the opposite side of the circle from the
original pass. As with challenge 2, the robots have 2 minutes to complete as
many alternate passes as possible.

As expected, the first two challenges were easily completed by all teams
while challenge three proved difficult for all but except Cornell Big Red (indeed
most teams did not participate). RoboDragons (Aichi Prefectural University,
Japan) in their first RoboCup competition were the surprise team by defeating
defending champions LuckyStar (Ngee Ann Polytechnic, Singapore) in the goal
scoring challenge. The final results for the top four placings were:

2.2 Complete Full Game Autonomy

While our robot systems are autonomous, until this competition, all the referee
commands were translated to the robot teams via human operators from each
development team. Previously, robots were physically moved into game restart
positions such as free kicks, penalties, and kick offs, and system autonomy was
started and stopped via computer commands activated by a human operator
from each team (ie. robots would be halted during game stoppages). Such a
game structure often lead to boring sections where a human would take a signif-
icant amount of time to micro-position a robot to take a kick, often to no great
effect. Secondly, teams could gain milliseconds of advantage by guessing their
system latency to activate their system earlier than the referee’s whistle thereby
guaranteeing their robots would move first. Given the powerful kicking mecha-
nisms that some robots possess, starting milliseconds ahead of the other team
can make a substantial difference in the state of the game. Finally, RoboCup
is aimed towards developing intelligent autonomous robots. Thus, having com-
pletely autonomous robots for the entire duration of each game is in-line with
the goals of RoboCup..
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To address these concerns, the organization committee for 2002 developed
the Referee Box. In essence, the referee box translates the referee’s directives
into computer usable signals thereby removing the human operators from the
loop. Although the current referee box implementation translates all the referee’s
commands, only start and stop commands were compulsory for 2002. Nearly all
the teams were able to start and stop autonomously. Some teams, were able to
operate completely autonomously for nearly the entire game (eg. CMDragons02
(Carnegie Mellon, USA)), which certainly made the robot handler’s job easier!
For teams that could not operate autonomously with the start and stop signals,
a penalty was incurred. A neutral human operator was required to restart the
penalized team at the referee’s command thereby incurring significant restart la-
tency. For RoboCup 2003, the small-size league will move to complete autonomy
for the duration of the game. Thus, no human operator will be allowed to touch
a robot or computer while the game is in progress except during time-outs and
half-time breaks.

The current implementation of the referee box is a computer program with a
Graphical User Interface (GUI) that runs on a laptop. The laptop is connected
to each team computer via a spilt RS-232 serial cable running at 9600bps with
no parity, 8 data bits, and 1 stop bit. The assistant referee, who previously
had time-keeping duties, operates the referee box by clicking on the appropriate
button in accordance with the referee’s commands.

The full details of the 2002 referee box implementation are available on-
line at http://www.cs.cmu.edu/˜brettb/robocup/referee.html. The referee box is
available for operation in both Microsoft Windows environments, and Linux
environments. The source code is freely available in both cases. Each program
maintains a running clock, the game score, the time-out clocks and available
time-outs, and translates each referee command into a single ASCII character
that is sent to each team via the serial cable. The protocol is simple to ensure
that all teams are able to use it properly, although we expect to extend and
modify the protocol when required. Currently, the referee box does not log any
information, although we expect to include this operation in the next release.

On the whole, the referee box was a wonderful success. One cannot imagine
how the final, where both teams were capable of very high accelerations, would
have been manageable without its use. We hope that for RoboCup 2003, no team
will require human intervention during the game.

3 Main Competition

The main competition demonstrated clear advancements in the level of technol-
ogy. Clearly, the leading teams have progressed a long way. More interestingly,
the main body of the competition has steadily improved as well. Most teams had
working robots capable of playing a game of soccer that would be competitive at
previous RoboCups. Indeed, the improvements within the league were evident
early on during the qualification process.

Teams were required to submit their team description paper and video
footage of their team playing soccer as part of the qualification process. The or-
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ganization committee ranked the teams, based in part on the video footage and
prior team performance, and selected the top 20 teams for the main competition.
Due to the limitations on time and space, only 20 teams could be accommodated
at RoboCup. Thus, from the 31 teams that submitted the qualification material,
only 20 could participate. We hope that in the future regional competitions will
take the place of the qualification process, and will also provide an avenue for
RoboCup to grow beyond the finite limitations of the one event. As part of the
qualification process, the top eight teams were given a ranking based on prior
performance and allocated to one of the four groups. The remaining teams were
allocated to groups randomly. Within each group, a round-robin tournament was
held during the first three days of competition with the top two teams from each
group entering the elimination rounds.

There were a number of surprises during the round-robin phase. The Ro-
boDragons, a first-time RoboCup team, followed up on their challenge winning
performance by reaching the quarter finals. Along the way they defeated the
RoboRoos (University of Queensland, Australia) in a very close game. They met
their match in the quarter final, however, in the form of the FU-Fighters. The
FU-Fighters introduced specially designed omnidirectional wheels that enabled
their robots to accelerate at incredible speeds. Exact figures were not available,
but accelerations figures of close to 5m.s−1 would not be surprising. Big Red,
demonstrated a similar high-speed approach where four wheels were the key to
acceleration rather than special wheels. Big Red also unveiled another innova-
tion: a super high-speed dribbler. With their new dribbler, the Big Red robots
were able to drag the ball around the field at will. This tactic, a turnaround from
their passing approach in 2001, formed a significant part of their game strategy
that produced results. CMDragons02, another quarter final team, demonstrated
a unique software innovation: an autonomous play-based strategy engine that
adapted on-line to the weaknesses of the opponent. Although Carnegie Mellon
has previously demonstrated adaptive role-switching and on-line planning [1], to
the author’s knowledge this is the first use of adaptive strategy in any of the
real-robot leagues.

The full list of quarter finalists includes LuckyStar, Field Rangers (Singa-
pore Polytechnic, Singapore), FU-Fighters, RoboDragons, Roobots (University
of Melbourne, Australia), CMDragons’02 (Carnegie Mellon, USA), Big Red, and
newcomers IUT Flash (Isfahan University of Technology, Iran). Of these teams,
Big Red, FU-Fighters, LuckyStar, and Roobots, went on to the semi-finals. Here,
defending champions LuckyStar came up short in the game of speed against FU-
Fighters. It now seems that the FU-Fighters have become the informal speed-
kings of RoboCup and heir apparent to LuckStar. LuckyStar went on to beat
Roobots, who lost to BigRed in the other semi-final, for third.

The grand-final between FU-Fighters and eventual champions Big Red,
proved to be the climactic event of the competition. These two teams have played
on numerous occasions in previous competitions dating back to RoboCup’99.
Both teams have very aggressive strategies. The resulting game was a spectators
delight. Big Red used their fast acceleration and powerful dribbler to move the
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ball around the field. Meanwhile FU-Fighters used their incredible speed and
chip-kicker to attack, attack, attack. In two 10 minute halves no less than 10
goals were scored. Indeed, the first two goals (the first to Big Red, the second
to FU-Fighters) came within the first minute of the game, which is certainly a
small-size grand-final record. Once the dust had settled, Big Red had reasserted
their dominance in the small-size league winning for the third time and it was
once again the end of another exciting RoboCup competition.One wonders what
new wonders will be in store for RoboCup 2003.

For interested readers, the following web-links are relevant:

– RoboCup 2002 scores: http://www.robocup2002.org.
– Small-size 2002 web-site: http://www.cs.cmu.edu/˜brettb/robocup.
– RoboCup main web-site: http://www.robocup.org/.

4 Summary of 2002, the Future and Results

In these few pages, we have tried to highlight many of the competition changes,
and technological innovations that made RoboCup 2002 small-size such a won-
derful competition. This is an ever-evolving competition where cutting edge re-
search is being performed and that research is evaluated in the hardest possible
way. The most notable achievements, research-wise, are the movements to full
autonomy and the advances in high-speed control and adaptable strategy.

The stage is now set for RoboCup 2003 to be a very exciting year. The
changes that have been wrought in the competition will continue to evolve. In
particular, RoboCup 2003 will present the first robot league with autonomy for
the entire game. Additionally, much work is in progress to broaden the research
impact of the league. Collaborative efforts between teams are currently underway
to develop and release an open source simulator, and an open source vision
system. Likewise, efforts are currently underway in some camps to completely
release RoboCup 2002 source code. Such open source approaches will further
improve the research impact of our competition and help reduce the start up
work required by new teams. The future for small-size is bright indeed.
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Appendix: Results

Table 1. Qualified f-180 Small Size Teams

Lucky Star Ngee Ann Polytechnic Singapore
5DPO Universidade do Porto Portugal
All Botz University of Auckland New Zealand
CM Dragons 02 Carnegie Mellon University USA
Team Canuck University of Alberta Canada
Cornell Big Red Cornell University USA
FU-Fighters Freie Universität Berlin Germany
Field Rangers Singapore Polytechnic Singapore
IUB Team 2002 International University Bremen Germany
IUT Flash Isfahan University of Technology Iran
KU-Boxes 2002 Kinki University Japan
OMNI Osaka University Japan
Owaribito-CU Chubu University Japan
RobBobcats Ohio University USA
RoboDragon Aichi Prefectural University Japan
RoboRoos University of Queensland Australia
ROGI Team Universidad de Girona Spain
Roobots University of Melbourne Australia
Sharif CESR Sharif University of Technology Iran
RoboSix Team University Pierre and Marie Curie France

Table 2. Results: f-180 Small Size League

1 Big Red Cornell University USA
2 FU-Fighters Free University of Berlin Germany
3 Lucky Star Ngee Ann Polytechnic Singapore
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Abstract. Robots in the Robocup Middle Size League (MSL) have di-
mensions comparable with robots that could be used in other real world
applications. MSL provides a framework to test these robots in a chal-
lenging environment where actions should be decided in real-time. In
many cases, the achievements shown in this competition are important
also for real world applications, and have been exported there. Some
other results put in evidence what can be done by focusing on specific
issues with the aim of producing more interesting and effective entertain-
ment by autonomous robots.

1 Introduction

Most of the present Medium Size League (MSL) robots are fully autonomous:
they can take decisions by the on-board computational capabilities, using data
that come from on-board sensors and radio communication devices linking the
robots of a team. These achievements involve research and technology issues in
fields ranging from mechanics to electronics, from sensors to actuators, from low-
level control to team strategy and learning. We first discuss the main achieve-
ments in each area, then we summarize the most relevant aspects emerged during
the 2002 competition. Finally, we present the future directions for the league.

2 Where Are We Now in MSL?

In this section, we discuss the main achievements for each technological area
involved in the development of MSL robots, and we put in evidence the driving
forces that lead us to this point.

2.1 Mechanics

he majority of MSL robots is based on the common kinematics consisting of two
independent traction wheels, but an increasing number of teams have developed
either omnidirectional robots, or robots with steerable wheels. In general, it
has been noticed that these robots are more agile, and can produce a more
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interesting game, but also that this is not enough to be successful. At present, no
omnidirectional base is commercially available for MSL, so all omnidirectional
robots should be developed from scratch. Some teams use commercial bases
having the more common kinematics, thus saving at least some of the efforts
required to build mechanical stuff. MSL robots may change their configuration
to kick or try to get the ball. According to the rules, they should occupy at most
a square 50 cm by 50 cm, for the majority of time; for short periods they may
extend up to 60 cm by 60 cm. These dimension boundaries have been selected
to have a significant portion of the field free from robot bodies, and, at the same
time, allow robots to bring on board the needed computational power, usually
a full size PC board, or a portable computer, or a PC104 board. Almost all
MSL robots have some kicking device, able to kick the ball up to 5-6 meters per
second. Kicking devices are implemented by all sort of mechanical arrangements,
from charged springs, to compressed air pistons. A couple of teams have also
implemented devices that, while leaving the ball rolling as stated by the rules,
can maintain the ball in contact with the robot body even when this is turning
(Philips team) or it is going back (Muratec FC team). The last version of the
rules allow robots moving back with the ball for at most 50 centimeters, so to
avoid undesired situations that may make the game less interesting.

2.2 Electronics, Communication and On-board Computing

As mentioned above, almost all the teams perform on-board the computation
needed to play. Some teams still send images to an off-line station that elaborates
them and send back information to control the robots. Some other teams use
external computational power to fuse the sensor information coming from the
teammates and build a team plan. Electronics on board include power control
for engines and kickers. In some cases it is implemented by the teams, otherwise
it is taken from the market. This is one of the main sources for malfunctioning,
and it is critical for the reliability of robots. Up to now, the most successful
teams have also been those able to bring the majority of their robots through
the whole set of matches up to the finals. Even brilliant teams have lost finals
or semi-finals also due to HW problems with their robots. This issue is also
relevant from a general application point of view: reliability is needed to go to
the market. On the other side, presently available commercial robots usually do
not run in the extreme conditions where MSL robots should operate, including
sudden acceleration changes, fast speed, collisions with other robots or field
elements. Communication in MSL is mainly concerned with wireless LAN: the
rules explicitly state that robots can communicate only using the 2.4 GHz band,
pos- sibly using the IEEE 802.11b standard. All the communication devices used
in MSL are commercially available, and many teams had problems during games,
only in part reduced by the introduction of access points on the fields; these are
devices aimed at partitioning the wireless LAN and providing good coverage in
limited environments. Also the communication issue has relevance for real-world
applications, but no research is done in this area within MSL. In some cases the
problem is in part reduced by adopting emerging behaviors that do not need
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communication (e.g., [6], or coordination architectures robust with respect to
communication degradation (e.g., [3]).

2.3 Sensors and Vision

Sensor and vision systems are used both for (self-)localization, and to detect
elements of the environment to interact with.

Vision is implemented either by single front cameras, single mobile cam- eras
(e.g., Osaka Trackies), multiple cameras (e.g., Philips), or panoramic sensors
(e.g., [5], Artisti Veneti, and Osaka Trackies). External cameras are not allowed.
Panoramic sensors have been adopted by many teams, since in the time needed
to elaborate a frame image it is possible to collect information all around the
robot. Some teams (e.g., Osaka Trackies) use commercial sensors, while oth-
ers have developed special purpose sensors, including multi-part mirrors and
isometric mirrors [5] that do not introduce deformation at the ground level;
these teams have developed mirror design algorithms, calibration methods, and
interpretation algorithms ad hoc, contributing to the scientific progress in the
area.

The main vision activities concern recognizing objects in the field, and local-
izing them. Object recognition is mainly done by color analysis, since the MSL
rules associate different colors to the different elements in the environment: the
ball is red, the field green, the goals respectively blue and yellow, robots and
peo- ple in the field black, markers on robots cyan and magenta for the two
teams. One of the main issues each team has to face is color calibration, which
also depends on light intensity. The present rules limit the acceptable range of
light intensity in each part of the field (shadows included), but most of the teams
have been able to cope with variations due to settings that couldn’t be modified.
Color calibration is done either manually, or by all sort of algorithms, including
neural networks. Color interpretation models go from the simpler “sliced pizza”,
to irregular patchwork, to neural networks. Robustness with respect to light
variation is still seen as an important challenge to be faced. Once the elements
of the environment have been recognized and localized, they may be used for
self localization. This is not a trivial task, due to the MSL setting. All the fixed
elements of the field can be (partially) covered at each time by other robots;
moreover, some positions on the field with respect to landmarks do not satisfy
the applicability conditions for standard localization algorithms. Some teams
have developed innovative self-localization algorithms (e.g., [8]).

The only other significant sensors used in MSL are laser range finders (LRF),
which have been one of the keys of success for some teams in the past [8]. In
2002, the wall on the field borders has been removed, thus making the LRF task
more difficult, and the research in this area even more challenging.

2.4 Control

Control issues in MSL concern different aspects, from motor control to behaviors.
The typical control architecture for a MSL robot includes low level controllers
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able to reach and eventually maintain set points for the engines. In most cases
these controllers are commercial or standard ones. Someone has implemented
fuzzy controllers to face this task [2]. Set points to motors are provided by
higher level controllers either implemented as behaviors (in some cases fuzzy
behaviors [2]), or as standard programs (such as planners, e.g., [8]) or even as
interacting dynamical systems [4]. Behaviors are usually considered as control
models triggered by some conditions, and issuing some action to the lower level
controllers. The relationship with the original behaviors and the subsumption
architecture proposed by Rodney Brooks in the eighties is usually weak. The
input to higher level controllers is given by sensors, eventually filtered by a
world modeler that can fuse data coming from different sensors and from other
teammates in a reliable situation description (e.g., [8] [7]). The world modelling
activity is done by most teams on each robot, while others adopt a centralized
world modeler integrating information from all the robots once for all.

2.5 Multi-robot Cooperation
Multi-robot cooperation is an important issue not fully exploited, yet, mainly
due to the physical limitations of the robots. Up to now, robots are able to
share their knowledge and to cooperate to select the best action (for instance to
decide which one has to go to the ball). There have been also some demonstra-
tions about the possibility to substitute a robot no longer able to perform its
task or drive a robot no longer able to perceive directly the environment due to
sensor malfunctioning. Some interesting collaboration forms may emerge from
interaction without communication as seen, among the others, in games where
Freiburg CS and the Artisti Veneti teams played, still in 2001. More complex
collaboration has not been fully developed, yet. One of the current challenges is
ball passing, up to now successfully seen in an official game only once, giving the
impression that it was not so effective. The problems seem to concern the relia-
bility and effectiveness of this kind of concerted actions, more than the difficulty
in coordination. More complex forms of cooperation have been announced (e.g.,
[3]) but not yet seen in official matches.

2.6 Learning
Learning in MSL have to face the problem of scarce information flow. Usually,
in a game, a robot is involved in a small number of actions, compared with
the quantity needed by most of the present learning algorithms. At least one
team is using reinforcement learning to develop off-line both single behaviors,
and cooperating behaviors [9]. Another team claim to be able to adapt on-line
the behavior of the team to that of the opponents [1], but it has not been
demonstrated in an official match, yet.

3 The 2002 Games

The Robocup 2002 games have been held in the Fukuoka Dome, a baseball
stadium. The location had some potential problems, successfully faced by most
of the teams.
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There was a strong illumination source external to the fields (the one used
for baseball matches in the Dome), producing undesired shadows, and biasing
the light color temperature. Illumination conditions were different among the
different fields, but most teams were able to play after a relatively short calibra-
tion activity. Nobody seemed to have on-line calibration, but this also seemed
to be unnecessary.

Fields were closed by black and white pole ranges, one every 40 centimeters,
1 meter away from the border lines. On the sides behind the poles, there were
advertisement panels, about 120 cm long and 50 cm high, placed in a way similar
to those on real soccer field. One advertisement range was also put at the last
moment on 40 cm boxes to make them visible from the camera positioned on
the opposite side. Public could go all around the field. This arrangement was
compatible with the rules designed to have some security border around the
field, but at the same time to allow unexpected situations outside the field that
may cause problems to standard vision systems. Some teams asked to people
wearing blue shirts or orange caps to move away from the field, but most teams
had no particular problems. Such kind of requests will be strongly discouraged
from the next tournament.

The ball provided by the organization was different from that of the previous
year, more yellowish, and much more bright. Many teams complained not to be
able to distinguish it either from the yellow goal (which was reddish) or from
white lines, but this did not seem to be a big problem during matches. The field
was 2 meters shorter than expected (8 meters instead of 10), and seemed a little
bit too crowded.

Despite these potential problems, most teams were able to play interesting
matches, after a couple of days of set up, dedicated, as usual, to recover HW
problems and to tune SW. Most teams had some HW problems in many matches,
thus bringing in evidence once more that the reliability of our machines is not
yet high enough for the market or a live TV show.

The fields were equipped by access points having directional antennas to
improve communication reliability. Only three channels were assigned to the
league, two for playing and 1 for practicing. Many teams had problems to use
the access points, so the matches were played both by teams using the access
points provided by the organization, and teams using their own access point or
directly broadcasting on wireless LANs. This also put in evidence one of the
major problems of the league, not faced by any research effort: the reliability
of communication devices in the Robocup environment, where wireless LANs
should support intensive band occupation.

At the game start, according to the rules, only teams whose robots were
able to reach autonomously their initial position could take a preferred position
in the field, the others had to place their robots on fixed points. Almost no
teams were able to leave robots to reach reliably their starting positions. Precise
self-localization and self-positioning are still problems to be solved.

The absence of walls on the borders of the field, introduced this year for
the first time, came up to be quite easy to manage, also because rules did not
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include any sanction against teams kicking the ball off the field. Most of the
teams did not care to keep the ball in, but referees were always ready to put
the ball in again, at their own risk. Some referees have been injured by robots
and this opened a discussion about the inclusion of at least the first Asimov’s
robotic law1 in our robot control programs. MSL robots can be dangerous if
badly programmed, and this should be taken into account on the way to the
match with human players in 2050 (the long-term Robocup goal). Notice also
that this law is not included in any commercial or industrial robot, yet.

Some teams were able at least to show the intention to keep the ball inside
the field. This is a challenging control problem, if you consider also that ma-
noeuvering space is small in a MSL field, and that robots can move faster than
1 meter per second. There have been many situations where robots continuously
kicked off the ball, when operating in 1 meter from the corner pole. This was
one of the undesired game slow down. Another one was due to the strategy of
some teams to place more than one robot on the ball, thus creating a corner, or
a sort of wall, hard to be passed.

Most of the teams shown a good obstacle avoidance behavior, and charging,
which was quite strictly sanctioned according to the rules, was common only in
the first games.

The game has not improved a lot with respect to the previous year. Some
teams were able to plan a trajectory to (try to) keep the ball inside the field. Some
teams had strategies to have robot cooperating in managing difficult situations;
we have seen a robot leaving the possible trajectory of a teammate that was
bearing the ball, another robot helped by a teammate (or substituted by it)
when the ball was stuck.

3.1 Challenges

A MSL competition parallel to soccer matches concerned scientific challenges.
The first one consisted of dribbling the ball between a couple of black poles

from the home area to the opposite goal. The aim was to push teams to face ball
control problems. Very few teams have been able to show interesting behaviors
and a lot of work should still be done. The winner was GMD-Musashi whose
robot matched a pole by few millimeters, and scored the goal in about 10 seconds.
The suspicion among spectators was that the whole task had been performed
in open-loop, without any feedback from sensors. Probably, next challenges will
have obstacles in positions a priori unknown.

The second challenge consisted of a free demonstration of collaboration
among robots. This gave also an idea of what the teams thought was possi-
ble to show in this area. Four teams tried to pass the ball (only one succeeded,
but with a quite frontal dash). The robot of another team provided to a blind
teammate the position of the ball and the blind one was able to reach it. The
1 A robot may not injure a human being, or, through inaction, allow a human being to

come to harm, unless this would violate a higher order law”. This law, first appeared
in the short story “Runaround” published by Isaac Asimov in 1942.
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robot of the Artisti Veneti team was able to take autonomously the role of the
goal keeper when this was turned off, so dynamically changing its role. This last
had the highest score from the jury composed by team leaders of all the other
teams and technical committee members.

3.2 Mixed Teams Match

The third MSL event was the match done by two teams made up with robots
belonging to different teams, excluded from the tournament after round robin.
The participants had only few hours to set up the teams. It turned out that
robots were not able to communicate with each other, due to the different com-
munication modes and types of messages; anyway, both teams could perform a
quite exciting game ended 3-2, including a goal scored in the home goal by a
strong kick bounced on a well-positioned opponent goal keeper.

This experience put in evidence some interesting questions. Communication
is not needed to have an amusing game, since robots can be arranged to play
reasonably also without exchanging information. It would be interesting to com-
pare the performance of teams adopting communication to coordinate the robots,
and teams adopting emergent behaviors. To exploit communication, a common
background is needed: this question has not been faced in this league, yet. It
has been decided to set up a research effort to define a common language to
exchange information, studying what it is actually needed to exchange.

Finally, this experience demonstrated that a team can be set up in few hours,
starting from running robots, and this is an encouraging result.

4 Conclusion and Future Directions

In conclusion, we are far away from the long term goal of playing against human
players, but we are on the way. Our robots can show complex behaviors, inter-
esting enough to keep excited spectators around the field for the whole match.

Many teams have applied their scientific results outside Robocup, by using
their localization algorithms, their world modelers, or their sensors in service
robotics, and even space robotics. Robocup seems to play the role of catalyst
for research efforts that have a recognized importance for the society and the
scientific community in the large, as shown by the large number of Robocup-
related papers published in international conferences and journals.

The next steps MSL will take are in large part directed towards the destruc-
turation of the playing environment. In the next years we aim to be able to play
with natural light, possibly changing during the day, with a regular FIFA ball
(no longer red, but multi-colored), with nets in the the goals instead of colored
panels. The size of the field will also be enlarged, to make it possible more inter-
esting actions, possibly coordinated. More ball control will be achieved to have
robots able to really dribble the opponents, and to keep the ball inside the field.
The teams will also be more coordinated, with robots able to understand the
situation and possibly to decide what to do without any explicit exchange of
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information. In the short term also a “referee box” sending to the robots the
decisions of the referee will be implemented, so making the robots aware of the
referee decisions and enabling them to behave accordingly. This is on the way
of having robots able to understand the FIFA referee signals, as needed to play
against human champions.

The qualified teams and the results aregiven in the following tables:

Table 1. Qualified f-2000 Middle Size Teams

Agilo RoboCuppers Munich University of Technology Germany
Artisti Veneti University of Padua Italy
Eigen Keio University Japan
FU-Fighters 2002 Freie Universität Berlin Germany
Fusion Kyushu University, Hitachi Information Japan

and Control Systems, Fukuoka University
KIRC Kyushu Institute of Technology Japan
MINE Mie University Japan
Muratec FC Murata Machinery LTD Japan
Osaka University
Trackies 2002 Osaka University Japan
Philips Cyber Football Philips Centre for Industrial Technology The Nether-
Team lands
RFC Uppsala Uppsala University Sweden
Sharif CE Sharif University of Technology Iran
UTTORI United Utsunomiya University Japan
WinKIT Kanazawa Institute of Technology, Japan

Yumekobo
GMD-Musashi Fraunhofer Institute AIS, GMD-JRL, Germany,

Kyushu Institute of Technology, Japan
University of Kytakyushu,
University of Lecce

Table 2. Results: f-2000 Middle Size Robot League

1 EIGEN Keio University Japan
2 WinKIT Kanazawa Institute of Technology Japan
3 Trackies 2002 Osaka University Japan
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Abstract. We report research activities in the Sony Four Legged Robot
League at RoboCup 2002. 19 teams including 3 new teams participated in
the league. We revised some rules and setup specifications such as a larger
field and 4 robots for each team. In addition wireless LAN system were
employed for inter-robot communication. These revisions encouraged the
participants to develop team play behaviors.

1 Introduction

We started the Sony Four Legged Robot League at RoboCup-98 in Paris
[Fujita00] as an exhibition match with three teams, which were from Carnegie
Mellon University (USA), Laboratory of Robotics of Paris (France), and Osaka
University (Japan). Since then, we have been increasing the number of teams,
and in 2002 we have the Four Legged Robot league by 19 teams from 18 coun-
tries.

The significant features of this league are:

– All teams must use the same robot platform (Figure 1) without any modi-
fication. This means that it is a software competition but participants have
to use physical robots, unlike Simulation League.

– The robot platform is a legged robot, which needs to walk. The robot some-
times falls down accidentally, and need to recover. This feature is unique
to the Four Legged Robot League expect for the Humanoid League, which
started at RoboCup-02 as an exhibition match.

– There is no global vision sensor. This is the same situation as in the Middle
Size Robot League.

Especially, the same robot platform allows to reuse software among partic-
ipants. Therefore, accumulation of technologies has been done in this league,
and the technology level has become rapidly very high In this article, we focus
on the description of research activities in the Four Legged Robot League at
RoboCup-02.

2 Revised Rule and Field

From 1998 to 2001, the field size was about 2 by 3 meters and the number of
players of each team was 3 including a goalie. This size and the number of players
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Fig. 1. The robot platform used in RoboCup-02 (ERS-210)

were a good balance for the robot platform and the average level of technologies
of the participants. However, we felt, the field was so small that many robots
gathered around the ball, which caused a game to become stack quite often. In
addition, we felt that the number of players, 3, was also so small such that it is
difficult to develop team play with two robots excluding the goalie. Therefore, we
decided to enlarge the size of the field and the number of robots for RoboCup-02.
The size of the field is now about 3 by 4 meters, and the number of robots is
4 for each team including the goalie. The color specification of the field is the
same as before. Figure2 shows the field used in RoboCup-02.

In order to encourage teams to develop team play, we introduced a wireless
LAN system (IEEE 812.11b), which allows robots to communicate between each
other. The robot can send its position and its perception results such as a position
of the ball and goals. This cooperative perception capability is very important
because the resolution of the on-board vision system of robot does not allow to
recognize the ball from a far distance. In addition, in order to pass the ball to
other robots, the position information of the players are crucial. Color stickers
are attached to the body of the robots, which allow to estimate the position of an
other robot, however, it is difficult to detect the team and opponent team robots
by the color detector. Furthermore, it is difficult to estimate the position of the
other robots. Thus, the wireless LAN system helps sharing the self localization
results among the team robots.

Communication is achieved through a host PC. Namely we assign an IP
address to each robot, and each robot send the information to the host PC,
which then forward the information to the other robots. We decided that the
PC should not be used for remote computation but only for the purpose of
communication.
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Fig. 2. The field used in RoboCup-02

In addition to the communication purpose among the robots, the wireless
LAN system is used to control the game by the referee. A game controller soft-
ware running on the host PC sends some pre-defined commands at proper tim-
ings by the referee. For example, a game start signal is sent to all robots such
that the robots can start the game without human intereference. When a goal
is scored, a message can be sent to all robots such that the scoring team can
display some happy behaviors.

Regarding the details of the rule and the setup, please refer to [Rules].

3 Result of Championship Tournament

We divided the all teams into 4 groups (A,B,C,D group), each of which is formed
by 5 teams except for the D group. The semifinalists of RoboCup-01 are allo-
cated in different groups, and new participants, which were Georgia Institute
of Technology (USA), University of Newcastle (Australia), and Tecnologico de
Monterrey (Mexico), were allocated in different groups. The result of the round
robin is shown in Figure 3.

The top two teams from each group can participate in a championship tour-
nament. The result of the tournament is shown in Figure 4. The champion of
RoboCup-02 is Carnegie Mellon University (CMU, USA), the second place is
University of New South Wales (UNSW, Australia), and the third place is Uni-
versity of Newcastle (UNC, Australia). The final game was a very exciting one.
First, CMU scored 2 goals, and then UNSW made 2 goals to be the even score.
Then, UNSW made a goal to lead 3 by 2, but CMU finally made a goal to be
even. Finally, a penalty kick (PK) match was carried out, and CMU won and
became the champion. The semifinal also ended in a draw and a PK was carried
out, which UNC won for recording the third prize. It should be noted here that 3
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Fig. 3. The result of the round robin

Fig. 4. The result of the championship tournament

of the top 4 teams are from Australia, including the new participant, University
of Newcastle. The photos of a game in this league is shownin Figure 5.

4 Summary of Advanced Technologies

As we described in the previous section, some teams utilize a strategy of assigning
robots to regional positions, such as a left winger, a right winger, a sweeper, and
a goalie. Each robot computes its position by a localization algorithm employing
for example a probabilistic approach (Monte-Carlo localization or Grid-based
Markov localization), and tries to act in the pre-assigned area during a game.
In addition, the robots share their position information using the wireless LAN
system, and avoid the situation of no robot going to the ball. There are two
ways for roll assignment, a static roll assignment and a dynamic roll assignment.
CMU, the champion team of RoboCup-02, utilizes a dynamic roll assignment, by
which efficient team formation is achieved depending on the current situations.
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Fig. 5. Exciting Game in ihe Four Legged Robot League

Cooperative perception is achieved in the team formation strategy. Namely,
the ball position and the robots’ position are shared among the robots, therefore
even if the ball is too far from some robots to perceive, if one robot perceives the
ball position with its vision system, the position information is shared among all
teammates.

In order to achieve a cooperative play as described above, many basic skills
for each robot have to be implemented. Vision, walking, and ball manipulation
system are examples. World modeling and behavior selection are also necessary.
These basic skills have been developed in the Four Legged Robot League since
1998. The technology accumulation and sharing have been efficiently done in
this league, such that many teams could benefit from the results of other teams
in the previous years and performed very well at RoboCup-02.

5 RoboCup Challenges

The aim of RoboCup is not just to win a game. The scientific approaches are
encouraged in order to develop an autonomous robot functioning in the realworld
and in realtime. Therefore, we have been defining some technical routines, named
RoboCup Challenges, every year. In RoboCup-02 we defined three RoboCup
challenges, which were a Pattern Analysis Challenge, a Collaboration Challenge
(version 2002), and a Ball Collection Challenge.

5.1 Pattern Analysis Challenge

One of the important challenges in RoboCup is not to use color information.
Since 1998 we have been using color information to identify important items in
the soccer domain such as the ball and the goals. However, we need to spend
a lot of time to tune color parameters for the identification, and need to keep
constant lighting conditions around field during the whole event as much as
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possible. An aim of the Pattern Analysis Challenge is to replace color painted
items by black-and-white pattern items, so that we can carry out RoboCup in a
more natural environment.

We selected 5 different shapes with black-and-white cross stripes. Two ex-
amples are shown in Figure 6. There are different sizes for each pattern. We
selected 3 patterns among them and put them in random rotation at three po-
sitions; two corners of the field and the top of the goal. The participants had
not known the selected patterns, the sizes, and the rotation angles before the
challenge started. After submitting their programs with memory media (Mem-
ory Stick), we announced the selected patterns and the sizes and the rotation
angles. Then, within 3 minutes, a robot had to visit the positions and generates
sounds corresponding to the patterns.

Any teams could not identify all three patterns within 3 minutes at RoboCup
2002. However, three teams, CMU, UNSW, and University of Washington, could
identify two of the three patterns.

Fig. 6. Top two: Patterns used in Pattern Analysis Challenge. Bottom: Collaboration
Challenge 2002

5.2 Collaboration Challenge 2002

The second challenge is to move a bar by two robots in a collaborative way. First,
the two robots have to rotate the bar, and second, they have to push the bar in
the same direction, for placing it into the penalty area. Thus, two robots have
to share information about timing; when to rotate and when to push. Figure.6
shows the bar used in this challenge.
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Three teams, UNSW, CMU, and UTSC, were able to complete the collabo-
ration task within 3 minutes.

5.3 Ball Collection Challenge

The third challenge is to confirm basic skills, to search for a ball, to go close to
it, and push it into one of the goals. However, in this challenge, 10 balls and two
robots are in the field. Therefore, it is better to handle different balls by each
robot. Only one team, UNSW, was able to score all 10 goals in this challenge.
It should be noted here that the top 4 teams, UNSW, CMU, University of New
castle, and University of Melbourne, are also the top 4 teams in this challenge.

6 Future of the Four Legged Robot League

There will be significant changes in the Four Legged Robot League in RoboCup-
03. First, Sony released the OPEN-R SDK [OPEN-R SDK], by which any user
can program the AIBO ERS-210(A). This means that in RoboCup-03, this league
will become open entry league. Then, we hope that many new teams will join
the league to accelerate the activity of the accumulation of technologies. Second,
the Four Legged Robot League is going to be operated by selected committees
from the universities. Until RoboCup-02, the operation was done by members of
Sony Digital Creatures Laboratory, however, we have already selected technical
committees and organizing committees, defining the rules and challenges for
RoboCup-03 as of writing this article.

Technically, our targets is to remove well defined environment conditions,
such as a uniform and consistent lighting conditions, and the existence of field
walls surrounding the field. We define proper challenges so that we can perform
feasibility studies to achieve our technical target. We hope that within 5 years,
we will be able to enjoy watching RoboCup Four Legged Robot League in every
country without any need of special setups.

7 Summary

In this article, we reported technical aspects of the RoboCup Four Legged Robot
League in 2002. The wider field and the increase of the number of robots resulted
in the development of team play behaviors. The wireless LAN system plays an
important role to achieve good team behaviors. Now, the technology levels of the
participants go up, and we can enjoy watching exciting soccer games. The next
target is to have local competitions in the world, and to increase the sharing
information in order to accumulate the developed technologies.

The following tables conveniently summarize the various teams and the out-
come of the competition:
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Table 1. Qualified Four-Legged Teams

rUNSWift University of New South Wales Australia
CM-Pack’02 Carnegie Mellon University USA
UPennalizers University of Pennsylvania USA
Les 3 Mousquetaires Laboratoire de Robotique de Versailles France
Baby Tigers Osaka University Japan
SPQR University of Rome Italy
ASURA Kyushu Institute of Technology, Japan

Fukuoka Institute of Technology
Wright Eagle 2002 University of Science and Technology of China China
German Team HU Berlin, University of Bremen, Germany

TU Darmstadt, University of Dortmund
ARAIBO University of Tokyo Japan
McGill Red Dogs McGill University Canada
Essex Rovers University of Eseex UK
UW Huskies University of Washington USA
Team Sweden Orebro University Sweden
Cerberus Bogazici University, Technical University of Sofia Bulgaria
RoboMutts++ University of Melbourne Australia
NUBots University of Newcastle UK
Borregos Salvajes TEC de Monterrey Mexico
Yellow Jackets Georgia Tech USA

Table 2. Results: Four-Legged Robot League

1 CM Pack’02 Carnegie Mellon University USA
2 rUNSWift University of New South Wales Australia
3 NUbot The University of Newcastle Australia
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1 Introduction

This paper overviews all results of RoboCupRescue simulation league at 2002.
RoboCupRescue simulation has a lot in common with RoboCupSoccer simu-

lation. It handles distributed, multiagent domains and agents do their tasks with
limited communication and sensing abilities. The distinctions between rescue
and soccer are scales of domain, multiple hierarchies in agents and interactions
with various disaster simulations [1]. The agents are firefighters, police workers,
ambulance workers and their control centers.

The basis of RoboCupRescue is a disaster rescue scenario in which the rescue
agents attempt to minimize damages to civilians and buildings after an earth-
quake. Agents in a competing rescue team do rescue operations in a disaster
world, and cooperate each other to save buried ones, to extinguish fires, to re-
pair roads, etc. The teams do not compete against each other directly like games
in RoboCupSoccer. They operate independently in the copies of a disaster world
and compare their performance.

It provides not only a platform for Multi-Agent System research domain but
also a prototype system for decision support system at public offices.

2 Improvements Rescue Simulation and Changes in Rules

After 2001 competition , several proposals were done and they were discussed
over RoboCupResuce mailing list (r-resc@ISI.edu). The following four proposals
were adopted.

1. GIS file of a virtual city map,
2. Tools to change parameters that specify magnitudes of earthquakes,
3. Civilian agent modules which actions can be specified as rules,
4. A new traffic simulator that runs stably.

Evaluatin Rule: Rescue operations are themselves multi-purpose activities to
save human lives. Their performance is evaluated by a composite metric of
human lives, building damages and etc. The followings are metrics used in
2001 and 2002:

V2001 = L + 1 − H

Hint
× B

Bmax

V2002 = (P +
H

Hint
) ×
√

B

Bmax
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where L is the number of dead persons, P = the number of agents −L is
the number of live persons, H is the amount of HP(health point) values of
all agents and the ratio to the initial time, H/Hint, shows the efficiency of
operations, B is the area of houses that are not burnt, and Bmax is the
area of all houses. At 2002, the metric was changed to represent the rescue
agent’s operations more directly than 2001, because their direct contribution
in V2001 was less than 1.0.

Disaster Setting: Earthquakes may occur anyplace in the world. Rescue op-
erations will be done in unexpected or unfamiliar situations. Teams are sup-
posed to do rescue operations equally well at two cities, Kobe city and a
virtual city (Fig. 1) under various disasters. Following files sets disasters.
map of city file contains the network of road and properties of buildings.

Using different maps is equal to be in different cities.
gis initial file specifies the number of agents - rescue agents and civilians

- and their initial locations. The population or locations of civilians are
different from morning to night. The parameters in this file represent
such situations.

dis initial file describes the magnitudes of earthquake and how much dam-
ages are at where.

At 2002, teams are requires to submit gis initial and dis initial files before
competition. The files were used for games to create various situations, be-
cause teams do not know the content of other team’s gis initial and dis initial
files. This situation stresses planning under real-time constraints are required
more than last year.

Fig. 1. Rescue simulation - performance display (left), virtual city map (middle), Kobe
city map (right) -

Communication Model: A rescue team is composed of heterogeneous agents
- fire brigades, ambulances, polices and their center agents. Center agents
can communicate with agents under their commands at remote locations,
while the communications among other agents are limited within a specified
range (30m). The center agents can collect data from distributed agents
under their commands and control them to rescue efficiently. Table 1 shows
the range of agents’ number that is specified in the gis initial file. The agents
are required to work cooperatively at two conditions - with center agents and
with no center agents.
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Table 1. Number of agents and ignition points

numbers min. max. numbers min. max.
Fire Brigade 10 15 Fire Brigade Center 0 1
Police Force 10 15 Police Force Center 0 1
Ambulance 5 8 Ambulance Center 0 1
Civilian 70 90 Refuges 1 5
ignition points 2 8

Table 2. List of participating teams

team country affiliation
Arian Iran Sharif University of Technology
Gemini Japan National Institute of Advanced

Industrial Science and Technology (AIST)
Kures2002 Japan Kansai University
NITRescue02 Japan Nagoya Institute of Technology
RoboAkut Turkey Bogazici University
Team WaGuMi Japan JAIST/AIST
YowAI2002 Japan The University of Electro-Communications
Rescue team for Rescue Japan Future University-Hakodate

A1 sf1p

sf1

B2 A3 A4

sf2

B1 sf2p

A2 B3

Fig. 2. semi-final games

Civilian Agent as Environment: Civilian agents play important roles in dis-
asters. They may walk to refuges, say at homes, ask for help, or work for
helping other civilians. A new framework to describe such civilian’s behaviors
was proposed and civilian agents implemented by the frame were used [2].

3 Final Results and Awards

Eight teams from three countries (15 teams from 6 countries at pre-registered
time) participated this year. Rescue team for Rescue was a system that speaks
comments on rescue operations [3]. At team meeting before competition, it was
decided that Rescue team for Rescue commented all games using Kobe city map.

The rest seven teams were divided into groups A and B. They got points
according to V2002 metric. The numbers in tables are V2002 metric values and
the numbers in parenthesis show the points. The total points in the preliminary
games ranked them and decided their positions at semi-final games (Fig. 2).
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Table 3. Scores of Preliminary Games

Table 4. Scores of semi-final leagues

Winner was Arian, YowAI2002 was the second place and the third place
was NITrescue02. It was interesting that the top two teams employed different
communication models to cooperate their agents. Arian made the most of com-
munications among agents, while YowAI2002 restricted communications. The
difference comes from their images or experiences of disasters. Arian from Iran
considers that communication such as PDAs, or cellular phones should be used
at disaster areas, while YowAI2002 from Japan thinks communication lines will
be damaged by earthquakes and not be used as usual at such time.
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Table 5. Scores of final and 3rd-place games

Final game 3rd-place final game
Map Kobe City result Kobe City result
gis i f. YowAI2002 Team Wagui
dis i f. RoboAkut NITrescue02
YowAI2002 87.9 2nd place Kures2002 34.7
Arian 90.5 winner NITrescue02 46.5 3rd place

Table 6. Results: Rescue Simulation League

1 Arian Sharif University of Technology Iran
2 YowAI2002 The University of Electro-Communications Japan
3 NITrescue02 Nagoya Institute of Technology Japan

SICE (The Society of Instrument and Control Engineers) award was given
the new traffic simulator developers, Takeshi Morimoto and Tesuhiko Koto.

4 Discussions and Futures Developments

Disaster rescue is one of the most serious social issues that involve very large
numbers of heterogeneous agents in the hostile environment. The difference in
Arian and YowAI2002’s approaches spotlights how the communication model
between rescue agents should be. The communication is not only one of key
issues of multi-agent systems but also interoperability among rescue teams from
various countries in real disaster situations. They are very important from both
research and application viewpoints, and will be taken into considerations to
rules setting and competition styles.

Others topics that were discussed to be considered in future are evacuation
from skyscrapers or underground shopping centers, disaster models at various
countries and regions - brick houses or wooden houses - , and the size of a city.

I acknowledge all teams for their contributions and technical stuffs for their
support during competitions.
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Results

Ten teams from five countries participated in the RoboCupRescue RobotLeague
in 2002 as shown in Table 1. Most robots are remotely teleoperated and have
limited autonomy. Because of the complexity of the problem, fully autonomous
robots cannot be practical. Adjusted autonomy, shared autonomy, and autonomy
for human interface are suitable to apply AI to the real disaster problems.

Table 1. Participants of the RoboCupRescue Robot League

Team Name Affiliation Characteristics
COMPETITION

HANIF Rescue Robot Team YSC (Iran) Crawler type, large
IUB Team 2002 Intl. Univ. Bremen (Ger-

many)
Buggy type, balloon camera

KAVOSH Javan Robotics Club (Iran) 2 Crawler types, periscope
camera

Kingston Fire Brigade Univ. Auckland (New
Zealand)

Tire type, autonomous,
small

MARR Tokyo Inst. Tech. (Japan) 2 Crawler types, fast
SCARABS New Roads School (USA) Tire type, wired, high

school team
Sharif Rescue Robot Sharif Univ. Tech. (Iran) 2 Crawler types, crawler

mechanism
UVS-IV Kobe Univ. (Japan) 2 Crawler types, mapping

DEMONSTRATION
MINORI 2002 Nippon Inst. Tech. (Japan) Crawler type
ZMP Sensorbot ZMP Inc. (Japan) Crawler type, wired

Observations

Three fields of earthquake disaster were created by Yuki Nakagawa (National
Museum of Emergent Science) following a standard proposed by Adam Jacoff
(NIST). A Japanese-house field was developed as the orange zone. Type of dis-
asters depends on countries and regions because local situations such as houses,

G.A. Kaminka, P.U. Lima, and R. Rojas (Eds.): RoboCup 2002, LNAI 2752, pp. 482–484, 2003.
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Fig. 1. MARR, the 2nd position winner of the RoboCupRescue Robot League 2002

streets and styles of habitation are different. For example, pan-cake crush was
typical in Turkey, but first-floor crush was widely observed at Kobe Earthquake
in Japan. Futon mats made serious trouble in search and rescue operations in
Japan. It is important to evaluate robots and systems under wide variety of
realistic situations according to the local needs. The rubble-pile field simulated
debris that was completely destroyed where voids are so small that large robots
could not enter.

Thirty victim dummies were distributed in the fields (on the surface, lightly
trapped, in a void, or entombed). Babies and adults were painted gray simulating
dirt and could not be easily recognized by robot cameras. They emit living signals
such as heat of bodies, sound of shouting, CO2, motion of body parts, although
they do not react to robots interactively.

Table 2. Results: Rescue Robot League

1 KAVOSH Javan Robotics Club Iran
2 MARR Tokyo Institute of Technology Japan

Score is calculated by a formula evaluating number of victims found, po-
sitional accuracy, quality of maps generated. Number of robots and number
of operators are also considered in order to promote research of multi-agent au-
tonomous robots. When an operator declares that he/she found a victim, referees
check the validity on site.

The following problems were observed as lessons of the competition.

– Ropes, strings, news papers, towels, and futon mat obstructed motion of
robots. They are sometimes caught by the crawler mechanisms, and caused
the robot to be stuck and to derail.

– Wireless communication sometimes made serious problems. When camera
image is jammed, operators could not move robots. IP connection was some-
times cut under the unstable wireless environment.
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– Localization was an important problem. Robots sometimes lost their ways.
They could not identify unique victims and found the same victims several
times.

– Reliability was important. Robots had damage at the transportation.
– Human interface had a major effect on performance. Practice and operators’

skill were also important.

Target of RoboCupRescue is not limited to this field setup. Wide variety of
disasters happen and robots are expected to deploy in any situation. For example,
humanitarian demining is an important issue in robotics, and RoboCup should
contribute the promotion of technology of this purpose. Continuous participation
of teams to the competition will lead advance of necessary technology as in the
football leagues.
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1 Rules

1.1 Performance Factors

We would like to trigger developments towards fully autonomous self-build hu-
manoid robots. Therefore we took so-called performance factors for the different
dimensions with regard to autonomy (external power cord, computer outside
robot, remote control). Each were to be 1.2 and if more then one is applicable
then they are multiplied (1.2, 1.44, 1.728, 2.0736). These factors were either used
as penalty factor (e.g. in the walking the time was multiplied by them) or as
handicap (in penalty kicking the score was divided by them). I think that they are
working quite well (with regard to the above stated intention) and will certainly
prefer the more autonomous robots but will also allow for semi-autonomous
ones if their performance is much better then that of the autonomous ones. No
changes needed.

1.2 Changing Rules

Because it was the first time we had the humanoid league it was accepted that
we changed the rules in accordance with the affordances of the challenges and
the problems we experienced there. But at Padua we should have a meeting in
the beginning with all team leaders and find out with what exact set of rules
everybody has to live with during the competition. We should avoid changing
the rules as much as possible.

2 Challenges

2.1 Stand on One Leg

This is definitely no problem for most of the humanoid robots or it shouldn’t
be one while it is one for humans! It is a wonderful entry if the audience is also
involved in this. It was done in Fukuoka by asking everybody in the audience to
perform this challenge together with the robots.

G.A. Kaminka, P.U. Lima, and R. Rojas (Eds.): RoboCup 2002, LNAI 2752, pp. 485–488, 2003.
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2.2 Walking

We developed partially the rules during the team leader meetings in consensus.
Roughly they have a tendency to prefer those robots which have a good ratio
between weight, power, and gait width. It is up to now fair to the different
physical heights of the robots because the lenght of way is 5 times its physical
height. Every touch of a human during the walking gives a penalty which is
linearly increasing: 20 sec/1st touch, 40 sec/2nd touch, 60 sec/3rd touch etc.
The suggestion from participants is to ask for a proof for each robot that it is
capable to walk at least the 1st sector in the walking competition as a prerequisite
for taking part in the competition.

2.3 Penalty Kick

Again the physical height of the striking robot was used to determine the distance
between ball and striker while the measurements of the goals were only available
for the two categories (40 cm and 80 cm height). We had to change the roles how
the movements of the goalie and the striker are related to each another, first, to
give the striker a realistic chance we introduced a 5 sec latency after the starting
whistle before the goalie may start to walk towards the ball to reduce the angle
which could be used to score a goal. Second, the line of the goal area was used
a astrict demarcation line so that striker and goalie do not touch each another.
We had some problems with the ball and the field. The ball was big enough but
it was so light that it often went astray due to small uneven parts in the field.

2.4 Free Style

This turned out to be very entertaining and also very demanding for the teams.

3 Scheduling and Dissemination of Information

All in all for walking, penalty kick, and free style the time schedule turned out
to be overly optimistic with regard to the set-uptime needed. While the teams
in charge were very busy, everybody else including the audience had to be enter-
tained. This was this year done perfectly by Hajime Asama and a professional
moderator in Japanese. To ease this job, a suggestion could be that every team
sends in a CAD-animation in which the construction of the robot is explained
and a video on which the performance of the robot in the laboratory is demon-
strated. Both could be demonstrated during set-up time and one of the team
members may serve as an interview partner. In any case the live moderation
made it interesting and we shouldn’t give it up instead of the videos but inte-
grate them. They can perfectly go together. It was also good, when the robots
were brought as close as possible to the audience so that they could get a closer
look - and better photos, before the robots start in a challenge.
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4 Environment for Challenges

There is the proposal to synchronize the constraints for the environment (colours
used, floor, lighting, etc) with another league namely the 4-legged robot league.
I will get in contact with those in charge for the small-size league. It was also
requested by the participants to have an extra space for rehearsal and practicing.
The stage itself was always occupied by Asimo or by those teams in an actual
challenge. The booths were for most of the teams OK but there was absolutely
no space for rehearsal.

5 Organisation

As far as I have observed all the teams were highly satisfied with the local
support and their booths. Many thanks has to go for Junichi Itakura who was
acting in a very competent, most friendly, and calm way. We have to ensure that
in Padua we will have a similar competent and responsible person.

The Technical Committe is in the process to be set up. Minoru Asada already
stated some names. I will contact all of them during this week.

The IEEE-RAS International Conference on Humanoid Robots is taking
place biannual in autumn. Last one was at Waseda University1. The next will
be in 2003 in Karlsruhe and Munich (Germany). General chair is Alois Knoll (TU
München) and local chair is Rüdiger Dillmann (Karlsruhe). I will talk with both
to make them aware of the Humanoid League in RoboCup and find a way how
to collaborate. E.g. the participants in the humanoid league should be willing to
submit a co-authored paper for this conference to present the humanoid league
as well as advertising the RoboCup event.

There was a suggestion of participants with regard to register a humanoid
for RoboCup, namely to ask for more specific technical data e.g. length of legs,
corpse, head, arms, foot print, weight, time for set-up, life time of battery. This
may help us to make much better suited distinctions between the classes and
fine tune the rules etc for the next RoboCup. So, this is in addition to the list,
Minoru Asada already distributed in his last mail.

We should also try to attract all research groups working on humanoid robots
and “modules” (like humanoid arms, hands, legs, or vision) to come to RoboCup
and exhibit their systems even if the do not take part in the competitions. So,
let me ask you to spread the information about the Humanoid League at Padua.

1 check http://www.humanoid.waseda.ac.jp/Humanoids2001/



488 Thomas Christaller

Appendix: Results

Table 1. Best Humanoid Award

1 NAGARA Gifu Industries Association Japan

Table 2. Results: Humanoid Walk

1 NAGARA Gifu Industries’ Association Japan
2 Robo-Erectus Singapore Polytechnic Singapore
3 Foots-Prints individual Japan

Table 3. Results: H-40 Class Penalty shoot

1 Foots-Prints individual Japan
2 Tao-Pie-Pie University of Auckland New Zealand

Table 4. Results: H-80 Class Penalty shoot

1 NAGARA Gifu Industries Association Japan
2 Osaka Univ. Senchans Osaka University Japan

Table 5. Results: Free Style

1 Southern Denmark The Maersk Mc-Kinney Moller Denmark
Institute for Production Technology

2 NAGARA Gifu Industries Association Japan
3 Tao-Pie-Pie University of Auckland New Zealand
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Abstract. The RoboCupJunior division of RoboCup has just completed
its third year of international participation and is growing rapidly in
size and popularity. This paper describes the state of the league and
looks closely at three components: participants, challenge events and
educational value. We discuss the technical and educational progress of
the league, identify problems and outline plans for future directions.

1 Introduction

The third international RoboCupJunior tournament was held at RoboCup 2002.
As indicated by the number and range of registrations, the initiative has exploded
in popularity. Fifty-nine teams from twelve countries participated (see table 1).
For the first time, the event attracted teams from a wide geographical region.

Table 1. Countries represented

number number
of of

country teams country teams

Australia 8 Korea 5
Canada 1 Macao 2
Denmark 1 Norway 1
Finland 1 Slovakia 1
Germany 5 Thailand 4
Japan 29 USA 1

This paper outlines the state of the league. It is divided as follows: partici-
pants (section 2); challenge events (section 3); educational value (section 4); and
issues (section 5). We discuss the league from both technical and educational
standpoints, identify problems within the league, discuss a variety of issues as-
sociated with expansion and close by outlining plans for the future.
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a. Social event. b. Volunteers. c. Teammates.

Fig. 1. Participants

2 Participants

The event in 2002 faced new challenges in terms of the number of participants,
language and cultural issues, as well as differences in attitude regarding the
meaning and mission of the Junior initiative.

In total, 236 students and mentors were involved. Table 2 lists each team and
indicates which teams participated in which challenges — dance, one-on-one soc-
cer and two-on-two soccer. The challenges themselves are discussed in the next
section. Students ranged in age from 9 to 18 years of age. The participation rate
of females increased to 16.5%, up from 10% in 2000. All events were conducted
in both English and Japanese.

The tournament took place over a two-day period. During the first day, a
round-robin was held for all the soccer teams. Most round-robins consisted of 5
teams, so every team played at least 4 games. During the second day, the finals
for all the soccer teams took place. In addition, on the second day, friendship
games for the soccer teams not participating in the finals occurred; and the dance
event was held.

A social event was held on the evening between the two days of competition.
This was a party put together by the local sponsors (Fukuoka City) and included
many aspects of Japanese culture, including food, origami, music and dancing.
Attendance was excellent, by both students and mentors.

Most teams were chosen to come to the international tournament through
local selection events. These events seemed to vary greatly in size and scope
from one region to another. All teams were asked to submit an application for
participation at the international level, since it was anticipated that more teams
would want to come than would be feasible in the venue. Some regional organizers
submitted “placeholder” applications because their selection tournaments were
not scheduled to take place until after the application deadline. The application
included a short essay describing the team. Below are a few excerpts from the
team essays:

– We are the only girl robotic team of our school. We have two robots, snow
and white. Snow is the field player and white our goalie. We hope that we
will be selected ... so that the other girls of our school will see how exciting
science can be.
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Table 2. Team statistics

primary secondary number
1-on-1 2-on-2 2-on-2 of team

dance soccer soccer soccer members name country
X 3 3Peace!! Japan

X 3 AC IOI bot Thailand
X 3 AC119 Thailand

X 3 AHIMO Japan
X 3 ALEX Japan

X 5 beautiful sky Japan
X 5 BIG WAVE Japan

X 4 Blood Hound Monkeys Australia
X X 6 CanadA.I. (as in A.I.) Canada
X 3 Choukou Dance Robo Japan
X 4 Da Piratin’ Penguins USA

X 5 E-Strikers Australia
X 3 HARRY Japan
X 4 ILI Australia
X 3 K-five Japan

X 5 LEGOFriends Japan
X 3 Lion Republic of Korea

X 5 LITTLE BY LITTLE Japan
X 4 Macao United Team A China
X 4 Macao United Team B China
X 4 Mount Soboku Australia
X 3 Norway Norway
X 4 Page 1 of 2 Australia
X 5 Pilatoren Germany

X 3 P-K Republic of Korea
X 4 psychos Germany

X 3 PUKKABORO Japan
X 3 Red devil Republic of Korea

X 5 red of the dragons Japan
X 5 Robotic Atom Junior Japan
X 5 Saarland Mind Over Matter Germany
X 5 Saarland Omniwheelers Germany

X 8 SAKURA Japan
X 3 Samurai-damashii Japan
X 5 Schole Asoka A Japan
X 5 Schole Asoka B Japan

X 4 SG-1 [Martin] Thailand
X 4 SG-2 [George] Thailand
X 3 Slovakia Slovakia

X X 4 snowwhite Germany
X 3 SPIRIT OF SUE Japan

X 3 Team Denmark Denmark
X 3 Team Finland Finland

X 6 Team Hori-Hori Japan
X 4 Team TROUSSIER Japan

X 3 The Groove Australia
X 5 The Samurai Japan

X 4 Thunder From Down UNder Australia
X 3 Tiger Republic of Korea
X 5 Tokai 1 Japan

X 5 Tokai 2 Japan
X X 3 Victory Japan

X 4 Victory friends3 SUGOIZO! Japan
X 4 Waggles Australia

X 3 Windows Republic of Korea
X 4 winning3 Japan

X 3 W-wing Japan
X 3 YAMAKASA Japan
X 5 YOSHIZUKA Japan

12 5 13 32 236 ← TOTALS

– We [are from] Genkaijima Island, ... a small island located off Hakata bay,
about 30 minutes from Hakatapier by ferry. We are all buddies, born and
grown up together on the island. Our junior high school has been promoting
activities in the community, learning something through information and
deepening international understanding through exchanging programs under
the catchphrase “Let’s launch out into the sea for the future with the Genkai-
jima Island spirit.”

– “Little by little,” is our team name. It comes from the Aesop’s Fables, “The
Hare and the Tortoise.” ... Our big plan is that, with the steadfast endeavor,
our robot will outdo the hare and come out on top.
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– We will have truly valuable experiences learning a lot through teamwork and
exchange with many children from overseas.

– The motto of our robots ... is “Simple is Best”.

– Our team uses original parts (not a commercial kit) and assembled ourselves.
We used half or more of our efforts to make more sophisticated program to
control robot.

– In the dance competition..., you get to use creativity as well as programming
skills so it’s more fun than doing soccer or rescue.

3 Challenge Events

Teams entered one of two soccer challenges (one-on-one or two-on-two) or the
dance event. Three teams participated in both soccer and dance: CanadA.I.
(Canada), Snowwhite (Germany) and Victory (Japan).

In the soccer event, a one-on-one competition was tried for the first time
at the international tournament. A relatively small number of teams entered (5
for one-on-one compared to 45 for two-on-two). While this event allows teams
with only one robot to participate, the game itself may be somewhat limiting
since the field is small (1/2 the size of the two-on-two field) and there are no
teamwork issues to address. Nonetheless, there is a strong sentiment, particularly
in European countries, to retain the one-on-one challenge.

A new friendship game was introduced this year as an exhibition event.
Teams were paired, each team supplying one robot, and the pairs participated
in two-on-two games. In this way, teams that brought either one or two robots
were able not only to experience the added complexity of the two-on-two game,
but also to interact with other teams in a shared project. The teams that did
not reach the finals participated in the friendship games while the finals were
taking place.

Perhaps the group as a whole that showed the most progress this year was the
dance event. Twelve teams participated, each demonstrating unique and creative
ways of combining technology with art and music. Some teams’ routines told
stories. Many teams shared their country’s culture through traditional dances,
music and costumes — worn by both robots and students. Several teams built
robots out of wood, like puppets, dressed and decorated for the occasion.

Another advancement was in the expansion of robot platforms, by both soccer
and dance teams. In 2000, all teams used LEGO Mindstorms (see figure 3a). In
2002, teams used a variety of other off-the-shelf kits, including the Fischertechnik
Mobile Robot (figure 3b), the Elekit SoccerRobo (figure 3c) and the Tetrixx
robot. This year, a non-trivial number of teams built their own robots from
basic components, rather than using off-the-shelf kits. Many of these were the
dance robots, as described above.
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Fig. 2. Soccer and dance teams

a. LEGO b. Fischertechnik c. Elekit

Fig. 3. Robot kits

4 Educational Value

As in past years [1,2], mentors and students participated in a study examining
the educational value of RoboCupJunior. This year, participants completed both
paper-and-pencil surveys as well as video-taped interviews (of students only).
57% of teams completed the surveys, totalling 104 responses. Preliminary results
from the students’ surveys are shown below.

In the survey, students were presented with multiple questions about each of
nine skills1: math (mat), physics (phy), computer programming (pgm), mechan-
ical engineering (mec), electronics (ele), general science (sci), communication
(com), teamwork (tem) and personal development (pdv), which includes aspects
of self-esteem, organization and motivation. They were asked, on a skill-by-skill
basis, did RoboCupJunior and/or your robotics experience have a positive ef-
fect? Responses were given on a 5-point Likert scale. The results are shown in
figure 4.

It is interesting to note that 60% of the students indicated that they did
not feel their math skills were affected by their participation in RoboCupJu-
nior or their experience with robotics. This result concurs with the prior studies
and points out that while students recognize the obvious relationship between
robotics and engineering (mec and ele) and programming skills (pgm), work is
needed at the curricular level to connect math skills to proficiency in robotics.
1 The abbreviations in parenthesis correspond to the labels along the horizontal axis

of figure 4.
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Fig. 4. Perceived effects on various skills, according to students

This is important because, as any robotics researcher will agree, strong knowl-
edge of mathematics is required for success in technological fields; and students
must be cognizant of the connection.

5 Issues

Issues relating to the competitive nature of the games were extremely prevalent
throughout the tournament this year, much to the dismay of the organizers —
and indeed, many of the students. Much of the tension surrounding the compe-
tition seemed to stem from mentors and parents.

There was an attempt to mix teams based on geographical region; however
this was thwarted due to complaints from local teachers. The difficulty lay in the
fact that the international teams were in the secondary school age group, while
most of the local teams were in the primary school age group. Thus, a division
of teams based on age would mean that the local primary age teams would play
with each other — just as they had in their local selection tournaments — while
the international teams would mostly play with other international teams and
have limited opportunity to mix with the local teams. However, the notion of
unfairness in the competition due to matching teams of disparate ages prevailed
over the desire to create a friendly atmosphere in which teams from different
cultures could share experiences with technology.

There was a disappointing relationship between students’ attention to the
survey described in section 4 and their performance in the competition. Stu-
dents whose teams did well were happy to complete the survey and ranked their
experience highly. Students whose robots did not win games were less positive
about their experience. The contention is that the educational value is preserved
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regardless of competition performance. To mitigate this situation, perhaps future
studies will be conducted outside of the competition event. In addition, perhaps
more awards are needed in order that students whose robots lose games still
receive rewards for their participation and for their learning experience.

The rapid expansion of the league presents many challenges for the future. If
all countries are required to send their “national champions”, then how do new
countries with little or no national following get involved? In a geographically
large country, is it practical to hold a national championship? Finally, emphasis
on the competitive aspects go against the RoboCupJunior mission, so how can
teams be chosen to go a selective event without using competition to decide
who gets to go? This problem seems inherent in the initiative, and so must
be addressed at a high level in the organization with agreement of all active
members from participating countries.

6 Summary

This paper has given a brief overview of the current state of the RoboCupJu-
nior league. Topics regarding participation, challenge events and research were
presented. Issues relating to the rapid expansion of the league, as well as the
increased competitiveness amongst participants, were discussed.

The mission of RoboCupJunior is to create a learning environment for today
and to foster understanding among humans and technology for tomorrow. It is
hoped, as the league continues to expand in terms of the number of participants,
the span of countries involved and the range of challenges, that the more con-
tentious issues surrounding the competition can be left behind in favor of the
more positive aspects relating to education and exchange of cultural traditions
and technical ideas.
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